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Abstract

We transform and partition the symmetric indefinite (saddle point) matrices into a block structure
with blocks of orders 1 and 2 forming ‘a priori’ pivots. A sparse incomplete block LD−1LT factor-
ization of such a partitioned matrix is determined. We show that the reconstruction of a matrix
from these incomplete factors forms a constraint preconditioner. The incomplete factorization de-
pends on the existence of incomplete Shur complement reductions of symmetric positive definite
matrices. Adding a semi-definite diagonal matrix to each of these incomplete Schur complement
reductions addresses the existence and stability issues. Conjugate gradient method is applied to
the preconditioned system and numerical results are presented for validation.

Keywords saddle point matrices, transformation, incomplete block factorization, preconditioned
conjugate gradient, incomplete Schur complement reduction

1 Introduction
Consider n+m-by-n+m symmetric indefinite linear systems of the form

Au = b with A =

[
A BT

B 0

]
, u =

[
x
y

]
, b =

[
f
g

]
(1.1)

where the (1,1) block A ∈ Rn×n is symmetric positive definite (SPD), (2,1) block B ∈ Rm×n is of full
rank with m < n, and the vectors x,f ∈ Rn and y, g ∈ Rm. Systems of the form (1) are also known
as saddle point or KKT systems and they arise in many applications such as discretization of PDE
problems, mixed finite element methods, optimization problems, resistor networks and many other
areas. The coefficient matrix A is usually very large and sparse.

The system (1.1) is solved either by using a direct or an iterative method. Although direct
methods are more robust, they often turn out to be inefficient for large and sparse systems in terms
of computational time and memory. Basically, direct methods are triangular factorization methods
and most often they also face stability issues being unable to take control of the pivots. Alternatively,
iterative solvers are preferred over direct solvers for very large and sparse systems. Iterative solvers
based on the Krylov subspace methods approximate a solution uN to (1.1) at the N th iteration with
an initial guess u0 in the affine space u0 +KN (A, r0), where

KN (A, r0) ≡ span
{
r0, Ar0, A2r0, . . . , AN−1r0

}
is the N th Krylov subspace of dimension N generated by A and the initial residual vector, r0 =
b −Au0. Different kinds of Krylov subspace methods have been developed and some of them are
applicable only to the systems having certain properties. Theoretically they are well known to solve
the systems in exact arithmetic within the upper limit number of iterations bounded by the total
number of freedom of variables. In practice this upper limit may not be computationally feasible for
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large systems. Moreover, the floating point round-off errors accumulated during iteration processes
cause an iteration method to converge very slowly or terminate before it reaches to a satisfactory
approximate solution. These types of issues are confronted especially when dealing with the ill-
conditioned systems which is common in saddle point problems due to their indefiniteness property.
To increase the convergence rate by improving the condition number of a matrix, preconditioning
techniques are required. The coefficient matrix A is approximated by G so that the preconditioned
system (e.g., left preconditioned)

G−1Au = G−1b (1.2)

is expected to solve faster and robustly than the original system within a few number of iterations for a
desired tolerance. In principle, preconditioners are chosen which are easy to exploit and when applied
to the system the eigenvalues of the preconditioned matrix get clustered within certain limited bounds
and are away from zero. An ideal preconditioned matrix would be the one that is close enough to the
identity matrix in which the eigenvalues are clustered around 1. To accomplish such a preconditioned
matrix is equally difficult as factorizing the original matrix and only heuristic techniques are available.

In this paper, we consider an already transformed saddle point matrix A which is achieved by
transforming (or permuting) the constraint block B into an upper trapezoidal form as in [45]. A
predefined permutation matrix π [20, 45] of order n + m is applied to A that partitions it into an
n-by-n block structure. Then an incomplete Crout or Cholesky like block factorization

πTAπ = L̂D̂
−1
L̂

T
+E (1.3)

is determined through a series of block Gaussian elimination updates, where L̂ is an approximation of
the exact block lower triangular matrix L with blocks of orders 1 and 2 and D̂ is an approximation of
the exact block diagonal part D = diag(L) of L and E is the matrix related to the dropped elements.
The exact factorization here means πTAπ = LD−1LT . The main aim of the paper is to construct
a sparse incomplete factor L̂ by retaining the elements of B and show that

π
(
L̂D̂

−1
L̂

T
)
πT = G (1.4)

is a preconditioner of the form

G =

[
G BT

B 0

]
(1.5)

whereG approximatesA andG 6= A. Keller, Gould and Wathen [24] called this kind of preconditioner
as a constraint preconditioner since the constraint blocks, i.e., (1,2) and (2,1) blocks are retained from
the original system. In light of Gould, Hribar and Nocedal [21] we also consider the application of
conjugate gradient (CG) method to indefinite linear system (1.1), preconditioned from the left by
using an incomplete block factorization. An approximate solution vector is determined from the affine
subspace u+KN (G−1A, s) where

KN

(
G−1A, s

)
≡ span

{
s, G−1As, . . . , (G−1A)N−1s

}
(1.6)

is the N th Krylov subspace, u is an initial guess and s = G−1r is the preconditioned initial residual
vector. The proposed incomplete block factorization exists upon the existence of incomplete Schur
complete reductions of SPD matrices. For this we postulate a method of obtaining stable incomplete
Schur complement reductions.

In section 2, we present a brief overview of the types of block-preconditioners and acknowledge
how different a constraint preconditioner is from the other block preconditioners. The state of art
on implementing the CG method for solving saddle point systems using constraint preconditioners is
reviewed in section 3. Section 4 covers the exact and incomplete block LD−1LT factorization method
followed by the incomplete Schur complement reductions of SPD matrices. Numerical results are
discussed in section 5.
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2 Types of block-preconditioners
Various forms of preconditioners for saddle point matrices can be found extensively in the literature.
Some of the available techniques are problem dependent and many are specifically targeted towards
taking advantage of the block properties and structures. The techniques are either based on incomplete
factorization of an original matrix, exact factorization of a preconditioner, multigrid methods or
domain decomposition methods, etc. In this section, we give a brief overview of some of the block-
preconditioners for systems of the form (1.1) which are used as the fundamental bases by many
authors.

2.1 Block-diagonal, block-indefinite and block-triangular preconditioners
System (1.1) can be reformulated as

Ax = f −BTy, (2.1)

BA−1BTy = BA−1f − g, (2.2)

which is known as the Schur complement method or the range space method. By assumption, A is
SPD and B has full rank and therefore, (2.1) and (2.2) are solvable. If A and its Schur complement
S = −BA−1BT are sparse, then the system can be solved easily by applying a direct method. In
general the matrix A may be sparse and easy to exploit, but S is encountered to be almost full in
many applications, which is too expensive to compute and factorize it. Thus, iterative methods are
preferred to solve either one or both of these block equations.

In view of preconditioning the systems (2.1) and (2.2), several authors [14, 26, 29, 34, 37, 40, 47, 48]
considered SPD block diagonal preconditioners of the form

Gd =

[
Â 0

0 −Ŝ

]
(2.3)

where Â and Ŝ approximate the matrix A and its Schur complement S = −BABT , respectively. In
many cases, Â is chosen to be A itself and approximated only S, e.g. [17]. Depending on nature of
the problem, some of these SPD block preconditioners are able to construct efficiently. For instance
in [38], an incomplete Cholesky like factorization is used for preconditioning the saddle point systems
arising from the discretization of magnetostatic problems due to the special block structures of B.
Symmetric indefinite block preconditioners of the form

Gindef =

[
Â BT

B −Ĉ

]
(2.4)

are also developed in [1, 2, 6, 8, 37, 46, 47], where Ĉ = −(BÂ
−1
BT + Ŝ) with the approximation

Ŝ = −BÂBT . These types of preconditioners are interconnected to block triangular preconditioners
of the form

Gt =

[
Â BT

0 −Ŝ

]
(2.5)

which were first introduced by Bramble and Pasciak [7] and later developed a variety of such approxi-
mations [30, 35, 40, 47], in which some considered block lower triangular forms. A more detail survey
on various preconditioning techniques can be found in [3, 5].

2.2 Constraint preconditioners
Another approach to solve systems of the form (1.1) is the null space method or the reduced Hessian
method (known in optimization problems). It considers a basis of the nullspace of B , i.e. an n-by-
n−m matrix, Z such that BZ = 0 . A solution x∗ of Bx = g is split into two parts as

x∗ = BTxb +Zxz (2.6)
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where xb and xz are yet to be determined. Substituting x∗ in (1.1) yields

ABTxb +AZxz +B
Ty = f (2.7)

BBTxb +BZxz = g. (2.8)

Multiplying (2.7) by ZT , applying the fact BZ = 0 and rearranging the resulted equations, we obtain

ZTAZxz = Z
T (f −ABTxb) (2.9)

BBTxb = g (2.10)

where BTxb is a particular solution of the constrained equations

Bx = g. (2.11)

The coefficient matrices on the left hand sides of (2.9) and (2.10) are SPD and hence the system is
solvable. Unlike (2.2), BBT is usually sparse and direct sparse factorization methods can be applied
to determine xb. Having been found xb from (2.10) and xz from the reduced system (2.9), they are
substituted in (2.6) to obtain x∗. Finally,working out from (2.6) and (2.7) and then multiplying the
resulted equation by B from the left gives

BBTy = B (f −Ax∗) , (2.12)

which determines y using the same factorization of (2.10).
As a direct method, the reduced system (2.9) is encountered to be dense and is not viable in

practice. Thus an iterative solver using a suitable preconditioning technique is used for approximating
the solution of the reduced system. A preconditioner commonly related to the null space method is
a constraint preconditioner of the form (1.5). It takes the same block 2-by-2 structure of the original
saddle point matrix and this distinguishes it structurally from other block preconditioners. Use of
constraint preconditioners is extended for regularized saddle point problems in [12], which resemble
indefinite preconditioners but not the same since (2,2) block is nonzero in regularized saddle point
matrices. A constraint preconditioner has many attractive features and one of them is its spectral
property as stated in Theorem 2.1, which is essentially important for preconditioning techniques.

Theorem 2.1. Let A ∈ Rn+m be a symmetric indefinite matrix of the form

A =

[
A BT

B 0

]
,

where A ∈ Rn×n is symmetric and B ∈ Rm×n is of full rank. Assume Z ∈ Rn×(n−m) is a basis for
the nullspace of B. Preconditioning A by a matrix of the form

G =

[
G BT

B 0

]
,

where G ∈ Rn×n is symmetric, G 6= A, and B ∈ Rm×n is as above, implies that the matrix G−1A
has

(i) an eigenvalue at 1 with multiplicity 2m, and

(ii) n−m eigenvalues which are defined by the generalized eigenvalue problem ZTAZxz = λZTGZxz.

Proof. It is based on the orthogonal transformation of BT , see Keller, Gould and Wathen [24].

Luks̆an and Vlc̆ek [30] also deduced the similar results of theorem 2.1 by considering the right pre-
conditioned matrix

AG−1 =

[
I +HΦ HBT (BG−1BT )−1

0 I

]
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where H = AG−1 − I and Φ = I − BT (BG−1BT )−1BTG−1 such that ΦBT = 0 with SPD G.
In [24], it is mentioned that if ZTAZ is SPD or G is chosen such that ZTGZ is SPD, then all
the eigenvalues of the preconditioned matrix are real, while in [30] it is shown these eigenvalues are
positive. Another intriguing feature of a constraint preconditioner is from applications point of view,
for instance in Navier-Stokes equations, the physical constraints such as divergence and curl can be
resolved exactly in each iteration while approximating the nonconstraint parts, see for example in
[38]. In general, if the initial guess u0 is chosen appropriately for an iterative method, then every
approximation uN generated by a constraint preconditioned Krylov subspace method satisfies the
constraint system BuN = g [3, 21, 41]. Note that constraint preconditioners are not necessarily
aimed at the null space method. For example Komzsik, Poschmann and Sharapov [26] used constraint
preconditioners for the range space method with an aim to improve the conditioning of problem by
retaining constraints in the preconditioner.

3 Implementation of the conjugate gradient method
Other Krylov subspace methods such as MINRES and GMRES can also be implemented to the
preconditioned saddle point systems as along as the preconditioners fulfill their requirements, for
instance SPD preconditioners are required for MINRES. However, CG method is easy to implement
and it is preferred if it suits well in the preconditioning settings. It is well known that the CG method
is efficient for large and sparse SPD systems of the form Ax = d, in which an approximated solution
x minimizes a quadratic functional

p(x) =
1

2
xTAx− dTx+ c

where c is a scalar constant. Since the reduced system in (2.9) is an SPD, CG method can be
used to find an approximation xz. Due to indefiniteness property of the saddle point matrix A, a
direct implementation of the CG method to the full system (1.1) may not work. Nevertheless, with
appropriate choices of an initial vector and a preconditioner G, the PCG method also functions well
for the full saddle point systems. In the following subsections, we give a preview on the state of
art of implementing CG method to the saddle point systems using constraint preconditioners. The
subsections also concern the choices between the reduced and full systems to implement preconditioned
conjugate gradient (PCG) method. In both the cases, certain conditions are required to fulfill for an
efficient implementation.

3.1 PCG method for the reduced system
With a class of symmetric positive definite preconditioners ZTGZ, an approximate solution xz of
(2.9) can be found by a generalized conjugate gradient type method. A straight forward application
of CG method to (2.9), preconditioned from the left leads to Algorithm 3.1. It is due to the the fact
that G−1

zz Azz is self-adjoint with respect to Gzz [43]:(
G−1

zz Azzxz, f z
)
Gzz

= (Azzxz, f z) = (xz, Azzf z) =
(
xz, G

−1
zz Azzf z

)
Gzz

where Azz = ZTAZ, Gzz = ZTGZ and f z = ZT (f − ABTxb). However, Algorithm 3.1 looks
bit more expensive than expected since it requires to compute Z, Azz and G−1

zz besides having to
factorize the normal matrix BBT . Especially for the cases with n−m > m, which appears in the 3-D
PDE problems, computation of these matrices would be certainly more expensive and often tend to be
dense. If the coefficient matrix of a system is dense, then the memory and time spent by an iterative
method is almost equivalent to a direct solver and there is not much of advantage on preferring it. For
the systems having n−m relatively small comparing to m, this approach looks promising. Coleman
and Verma [9] proposed to determine a sparse approximation of the reduced matrix by constructing a
sparse B̃ that approximates B contrary to constraint preconditioning. As mentioned by Benzi, Golub
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and Liesen [3], this kind of approximation risks the rank deficiency of B̃, which would lead to a failure
in the existence of approximate reduced system.

Algorithm 3.1 (PCG method for the reduced system).
1: For an initial xz, compute rz = f z −Azzxz, sz = G−1

zz rz, pz = sz
2: repeat
3: α = (rz, sz)

/
(Azzpz, pz)

4: xz ← xz + αpz
5: r+z = rz − αAzzpz
6: s+z = G−1

zz r
+
z

7: β = (r+z , s
+
z )
/
(rz, sz)

8: pz ← s+z + βpz
9: r ← r+z , sz ← s+z

10: until the convergence test is satisfied

Gould, Hribar, and Nocedal [21] proposed Algorithm 3.2 by using a projection method in order to
replace Algorithm 3.1. This approach causes numerical rounding errors and iterative refinement steps
were analyzed in [21] and included for the residual update i.e., step 6 of the algorithm.

Algorithm 3.2 (Projected PCG method for the reduced system).
1: Choose an initial point x such that Bx = g, compute r1 = f−Ax, s1 = ZTG−1

zz Zr1, set p1 = s1
2: repeat
3: α = (r1, s1)

/
(Ap1, p1)

4: x← x+ αp1
5: r+1 = r1 − αAp1
6: r+1 ← r+1 −B

Tw
7: s+1 = ZTG−1

zz Zr
+
1

8: β =
(
r+1 , s

+
1

) /
(r1, s1)

9: p1 ← s+1 + βp1
10: s1 ← s+1 , r1 ← r+1
11: until the convergence test is satisfied

The projected PCG algorithm approximates x∗ and once obtained, it is substituted in (2.12) to
solve for y in a similar manner of solving (2.10). Again due to the appearance of the basis Z in
Algorithm 3.2, it is suggested in [21] to avoid computing it and instead determine s1 by solving the
augmented system [

G BT

B 0

] [
s1
s2

]
=

[
r1
0

]
(3.1)

and then set w = s2, r1 ← r1 −BTw at the initial stage as well as for the updates in steps 6 and 7.
This method assumes the following two necessary conditions:

C1 An initial vector u =
[
xT yT

]T is chosen such that x satisfies the constrained equations (2.11).

C2 A preconditioner G is chosen such that the (1,1) blockG satisfies (Gv, v) 6= 0 wheneverBv = 0
for 0 6= v ∈ Rn.

Algorithm 3.2 can also be understood as a straight forward implementation of PCG method to the
full system, provided the two conditions C1 and C2 are satisfied. Both the solution vectors x, y of u
can be approximated from the PCG method and need not have to solve (2.12). It naturally occurs
that the two conditions are satisfied every time the approximate solution and residual vectors are
updated in each iteration. These two conditions do not allow to break down the PCG algorithm until
a convergence test is satisfied. Algorithm 3.2 is revisited in Algorithm 3.3 with a slight modification
on update for the residual r1 and the inclusion of y.
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3.2 PCG method for the full system
Consider a straightforward implementation of PCG method to the full saddle point system (1.1),
preconditioned from the left (1.2) and assume the conditions C1 and C2. Imitating Algorithm 3.1,
the matrices Azz and Gzz are now substituted by A and G, respectively. Let r =

[
rT1 rT2

]T be the
initial residual vector corresponding to the initial vector u. After N iterations on satisfying a desired
tolerance, an approximate solution is anticipated to lie in the affine subspace u + KN (G−1A, s).
Using the relation r = b−Au, we have

r1 = f −
(
Ax+BTy

)
,

r2 = g −Bx = 0.

Solving augmented system Gs = r (3.1):

Gs1 +B
Ts2 = r1 (3.2)
Bs1 = 0, (3.3)

we have s =
[
sT1 sT2

]T . Setting the search direction p = s and partitioning p =
[
pT1 pT2

]T with
p1 = s1, p2 = s2, the A-inner product of p is

(p, p)A = pTAp = pT1Ap1 + p
T
1B

Tp2 + p
T
2Bp1 = (p1, p1)A > 0. (3.4)

Moreover, (r, s) = (r1, s1) and by the property G−1A being self adjoint with respect to G, the step
size for next approximation is determined by

α = (r, s)
/
(Ap, p) = (r1, s1)

/
(Ap1, p1) . (3.5)

The solution and residual updates are as follows

u← u+ αp or x← x+ αp1, y ← y + αp2 (3.6)

r+ = r − αAp or r+1 = r1 − α
(
Ap1 +B

Tp2

)
, r+2 = αBp1 = 0 (3.7)

s+ = G−1r+ or
[
G BT

B 0

] [
s+1
s+2

]
=

[
r+1
0

]
. (3.8)

Equation (3.7) shows that if the initial vector x is chosen satisfying the constrained equations (2.11),
then the same is satisfied for every iteration and so it holds back to the condition C1. For the next
search direction, we have β = (r+, s+)

/
(r, s) =

(
r+1 , s

+
1

) /
(r1, s1). This is the step where the

condition C2 can be realized. From (3.2), (r1, s1) 6= 0 only if (Gs1, s1) 6= 0 and the step does not
break down until the inner product

(
r+1 , s

+
1

)
meets a desired tolerance. Thus we have the following

search direction update

p = s+ + βp or p1 = s+1 + βp1, p2 = s+2 + βp2 (3.9)

which satisfies (3.5) again since Bp1 = Bs+1 + βBp1 = 0 from (3.3) and (3.8). Further, by setting

s← s+ and r ← r+ (3.10)

the equations (3.5) through (3.10) are repeated until a convergence test is satisfied. The steps are
summarized in Algorithm 3.3.

Algorithm 3.3 (PCG method for the full system).
1: Choose an initial point x such that Bx = g, choose arbitrary y, compute r1 = f −

(
Ax+BTy

)
,

solve the system ( 2.8) for s1, s2 and set p1 = s1, p2 = s2
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2: repeat
3: α = (r1, s1)

/
(Ap1, p1)

4: x← x+ αp1, y ← y + αp2

5: r+1 ← r1 − α
(
Ap1 +B

Tp2

)
6: Solve for s+1 , s

+
2 from ( 3.3)

7: β =
(
r+1 , s

+
1

) /
(r1, s1)

8: p1 ← s+1 + βp1, p2 ← s+2 + βp2
9: s1 ← s+1 , s2 ← s+2 , r1 ← r+1

10: until the convergence test is satisfied

A detail error analysis for the convergence of solution using Algorithm 3.3 can be found in [41] by
Rozložník and Simoncini. With this, we have seen that Algorithm 3.2 or 3.3 can be preferred over
Algorithm 3.1. For implementing these PCG methods, we need to look for a suitable preconditioner
G and is discussed in the following subsection.

3.3 Choosing G
Although there is a vast and rich source of choosing different possible candidates of a constraint
preconditioner G, it should be easy to exploit and implement besides well conditioning the problem.
In Algorithms 3.2 and 3.3, the most computational work involved is in solving the preconditioned
residual step (3.1). This step demands either a simple G or a factorization method that is much
more sparser and easier than the original system. Necessity of retaining B hinders and limits the
options to choosing G only. A simple choice of G is either the identity matrix I or a diagonal matrix
[21, 26, 24, 30, 41, 37]. For example in [16], a diagonalG is picked from assembling the lumped element
mass matrices in systems arising from the mixed finite element methods and found competitive against
the class of γI diagonal preconditioners for some scalar γ. Even with a mere simple choice of diagonal
G, complexity of factorizing G is still an issue as the system grows larger.

An alternative approach is to determine G implicitly from certain factors. Dollar and Wathen
[13] proposed this by constructing an incomplete Schilders’ factorization [45], in which some of the
blocks are assumed or discarded to reduce computational complexity and obtain satisfactory G. A
class of such incomplete, implicit factorization is extended to regularized saddle point matrices in [12].
Factorizations such as incomplete Cholesky, ILU(drop tolerance) and MILU [19, 25, 28, 32, 33, 43] for
sparse matrices are more elegant since they are derived using the Gaussian elimination process and the
dropping strategies can easily be adapted to obtain close enough to the exact factorization. However,
without imposing certain conditions, these methods may not give a constraint preconditioner. From
this perspective, Schilders [45] proposed an incomplete (L̃ + D̃)D̃−1(L̃ + D̃)T factorization using
Eisenstat’s technique [15] by choosing a strictly lower triangular matrix L̃ directly from the original
matrix and computing only the diagonal D̃ to obtain a constraint preconditioner. To extend this idea
for more general form of an incomplete Cholesky like factorization with certain fill-in dropping strategy
and yet giving a constraint preconditioner, we propose an incomplete block LD−1LT factorization.

4 Factorization method
As stated earlier, our focus on determination of an incomplete block LD−1LT factorization is from a
transformed and partitioned saddle point matrix. The factorization is a usual Gaussian elimination
process obtained through a series of Schur complement reductions of the blocks of orders 1 and 2.
Elimination process is done based on the setting of a priori block pivots, which has exactly m 2-by-2
and n −m 1-by-1 block pivots. This is one of the reasons why a transformation is required for the
original saddle point matrix. The other reason for transformation is to preserve the elements from
the constraint matrix B in the factor L. During the elimination process, the pivots are not mixed.
First we use all the 2-by-2 pivots and then proceed with the remaining 1-by-1 pivots, otherwise the
elements from B cannot be retained in the factor. Thus the pivoting scheme used here is not exactly
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same as the Bunch-Kaufman pivoting. An introduction to transformation and partition of a saddle
point matrix is briefly highlighted in section 4.1. The exact block factorization is discussed in section
4.2 and its incomplete form is covered in section 4.3. The incomplete factorization depends upon the
the existence of incomplete Schur complement reductions of SPD matrices and is discussed in section
4.4.

4.1 Transformation and block partitioning
For the sake of consistency with the notations, recast (1.1) as an original system with the overhead
‘ ◦ ’ symbol as follows: [

Å B̊
T

B̊ 0

] [
x̊
ẙ

]
=

[
f̊
g̊

]
or Åů = b̊. (4.1)

We will shortly return back to the usual notations after a brief introduction to transformation of the
system. Many of the application problems have the constraint matrix B̊ related to some topological
networks and can easily be permuted into an upper trapezoidal form:

P T
r B̊P c = B =

[
B1 B2

]
(4.2)

such that B1 ∈ Rm×m is a nonsingular upper triangular matrix and B2 ∈ Rm×(n−m) is the remaining
part, where P c ∈ Rn×n and P r ∈ Rm×m are permutation matrices. However, if B̊ is of more general
form and unable to permute, which rarely happens, a sparse QR transformation is used. In such cases,
P r becomes an orthogonal matrix while P c still remains as a permutation matrix. We introduce a
transformation matrix, τ defined by

τ =

[
P c 0
0 P r

]
∈ R(n+m)×(n+m). (4.3)

We shall not get into the details of the transformation in this paper as it is required to be treated
separately by using the techniques of graph theory. The reader is referred to [10] for sparse under-
determined linear systems and to [31] for a special case of B̊. Suppose there exists one such τ , then
(4.1) is solved by using the transformed system[

A BT

B 0

] [
x
y

]
=

[
f
g

]
or Au = b (4.4)

where [
A BT

B 0

]
=

[
P T

c ÅP c P T
c B̊

T
P r

P T
r B̊P c 0

]
,

A = τT Å τ , u = τT ů, b = τT b̊, x = P T
c x̊, y = P T

r ẙ, f = P T
c f̊ , g = P T

r g̊. It is necessary to note
here that we do not do orthogonal transformation of B̊

T
in order to have a permutation matrix P c,

otherwise it will lead to a dense transformed A. Hereafter, we shall consider only the transformed
system (4.4) which has an upper trapezoidal B (4.2). Under this consideration the transformed saddle
point matrix A has the following block 3-by-3 structure:

A =

[
A BT

B 0

]
=

 A11 A12 BT
1

A21 A22 BT
2

B1 B2 0

 . (4.5)

Note that the transformed A has the same spectral property as the original Å since they are congruent
to each other. The transformation of a saddle point matrix obtained by permuting B̊ into an upper
trapezoidal form B is illustrated in Figure 1.

9



Å A

Figure 1: An original saddle point matrix Å and its transformation A obtained by permuting B̊ into
an upper trapezoidal form B. The size of the matrix Å is 20-by-20 with n = 12, m = 8.

A priori block pivots with blocks of orders 1 and 2 are formed from the diagonal elements of the
blocks A11 and B1. The n + 1st row (i.e., the first row of B) is moved up to the second row while
the rows 2 till n are shifted down by one step. This row shuffling is repeated until all the diagonal
elements of B1 and A11 are exhausted and in a similar manner the columns are also shuffled and
rearranged for symmetry. Eventually, this leads to an n + m-by-n + m permutation matrix π [45]
defined by

π =
[
e1, en+1, e2, en+2, · · · , em, en+m, em+1, · · · , en

]
, (4.6)

such that πTAπ has a block n-by-n structure with

n2
blocks

= m2

2×2 blocks
+ 2m(n−m)

1×2 & 2×1 blocks
+ (n−m)2

1×1 blocks
,

where ei is the ith unit vector of length n + m. As depicted in Figure 2 for the case n = 12 and
m = 8, the matrix has a block 12-by-12 structure and has 8 2-by-2 and 4 1-by-1 pivots. Let A = [aij ],

2-by-2 blocks →

1-by-2 blocks →

← 2-by-1 blocks

� - nonzero element from A

∗ - nonzero element from B and BT

← 1-by-1 blocks

Figure 2: The transformed saddle point matrix A is partioned into a block n-by-n structure πTAπ
with n = 12.

1 ≤ i, j ≤ n and B = [bij ], 1 ≤ i ≤ m, 1 ≤ j ≤ n. Interchangeably, we shall also use the notation
A(i, j) to represent the element aij and Aij to represent a block matrix. The (i, j)th block of πTAπ

10



is defined by

(
πTAπ

)
ij
=



[
aii bii

bii 0

]
, 1 ≤ i = j ≤ m;

[
aij bji

0 0

]
, 1 ≤ j < i ≤ m;

[
aij 0

bij 0

]
, 1 ≤ i < j ≤ m;

[
aij

bij

]
, 1 ≤ i ≤ m < j ≤ n;

[
aij bji

]
, 1 ≤ j ≤ m < i ≤ n;

[
aij

]
, m < i, j ≤ n.

(4.7)

Note that (4.7) is just a symbolic representation of the the blocks of orders 1 and 2 of πTAπ, which
is used in the later stage. Unlike Figure 2, these symbolic blocks do not give any idea about the
actual sparsity representation as many of the elements aij and bij , i 6= j are zero in practice. The zero
elements that appear in the symbolic blocks are directly contributed from the strictly lower triangular
part of B1 and the (2,2) zero block of A. These zero elements remain intact during the course of
factorization.

4.2 Exact block LD−1LT factorization.
Having been partitioned the transformed saddle point matrix into a block n-by-n structure, we have
the diagonal blocks which play their role as ‘a priori’ pivots. Using these pivots, we do the block
LD−1LT factorization. For example, consider the block partitioned matrix from Figure 2. The exact
factor L of this matrix is shown in Figure 3 and has extra fill-in as expected, denoted by �. From
the same figure, we observe that the nonzero elements from B and BT in L represented by ∗ are
unchanged. The updates and fill-in occur only in the positions related to the elements of A, so �
is replaced by updated �. The reason for this phenomenon is going to be more convincing when we
show that such factorization exists due the fact of upper trapezoidal B in Theorem 4.1. Denote the

� - extra fill-in

� - nonzero element of L relatated to
the nonzero element of A

∗ - uchanged nonzero element from B and BT

Figure 3: The exact factor L of πTAπ.

permutation matrix π by πk at block level in the context of

πk(k) = π(k) =

{
[ek, en+k] , 1 ≤ k ≤ m
ek, m < k ≤ n

(4.8)

so that πT
kAπk means only the kth 2-by-2 or 1-by-1 block is formed.

Theorem 4.1. Suppose a saddle point matrix Å ∈ R(n+m)×(n+m) in ( 4.1)is transformed into

A =

[
A BT

B 0

]
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by transforming B̊ into an upper trapezoidal form B =
[
B1 B2

]
, where B1 ∈ Rm×m is a nonsingular

upper triangular matrix and B2 ∈ Rm×(n−m) is the remaining part. Further let a permutation matrix
π of order n+m be defined as in ( 4.6), then there exists a nonsingular block lower triangular matrix
L with blocks of orders 1 and 2 such that

πTAπ = LD−1LT (4.9)

with its elements from B unaltered, where D = diag(L) is the block diagonal part of L.

Proof. The proof is by induction on a series of k = 1, . . . , n Schur complement reductions.Considering
πk in (4.8), we show that

πT
n . . .π

T
1 Aπ1 . . .πn = LD−1LT .

Let

A =

 A BT

B 0

 =


a11 aT b11 bTc
a As br BT

s

b11 bTr 0 0

bc Bs 0 0

 ,
where As ∈ R(n−1)×(n−1) and Bs ∈ R(m−1)×(n−1) are the principal submatrices, and a, br ∈ R(n−1)

and bc = 0 of length m− 1. Applying the first block-permutation π1 to A and then letting it to be
the Schur complement reduction for k = 1, we have

πT
1 Aπ1 = π

(1)T

1 A(1) π
(1)
1 =


a
(1)
11 b

(1)
11 a(1)T 0

b
(1)
11 0 b(1)

T

r 0

a(1) b(1)r A(1)
s B(1)T

s

0 0 B(1)
s 0


where A(1) = A and B(1) = B with A(1)

ij = Aij and B(1)
i = Bi for i, j = 1, 2. This implies

1st block-column of L = 1st block-column of π(1)T

1 A(1) π
(1)
1 ,

which is L(1 : n + m , 1 : 2) =
(
π

(1)T

1 A(1) π
(1)
1

)
(: , 1 : 2) in the context of MATLAB notation.

Using the Schur complement of the first 2-by-2 block reduces π(1)T

1 A(1) π
(1)
1 ∈ R(n+m)×(n+m) to

π
(2)T

1 A(2) π
(2)
1 ∈ R(n+m−2)×(n+m−2) such that

π
(2)T

1 A(2) π
(2)
1 =

[
A(1)

s B(1)T

s
B(1)

s 0

]
− 1

b
(1)2

11

[
a(1) b(1)r
0 0

] [
0 b

(1)
11

b
(1)
11 −a(1)11

][
a(1)T 0

b(1)
T

r 0

]
(4.10)

Expanding (4.10) and rearranging block-wise update yields:

A(2) = A(1)
s −

1

b
(1)2

11

[
a(1) b(1)r

] [ 0 b
(1)
11

b
(1)
11 −a(1)11

][
a(1)T

b(1)
T

r

]
∈ R(n−1)×(n−1), (4.11)

B(2) = B(1)
s (4.12)

Clearly from (4.12), the elements of the Schur complement reduction B(2) are unchanged and there is
also no update for the (2,2) block of π(2)T

1 A(2) π
(2)
1 . Rearranging the right-hand sides of (4.11) yields

A(2) = A(1)
s −

1

a
(1)
11

a(1)a(1)T +
a
(1)
11

b
(1)2

11

[
b(1)r −

b
(1)
11

a
(1)
11

a(1)

] [
b(1)r −

b
(1)
11

a
(1)
11

a(1)

]T
, (4.13)
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which is SPD since it is ths sum of the Schur complement of A(1) and the outer product of a vector.
Assume that (4.12) and (4.13) holds upto k = m − 1, i.e., A(m−1) ∈ R(n−m+2)×(n−m+2) is SPD and
B(m−1) = B(m−2)

s ∈ R2×2. Hence

π
(m)T

1 A(m) π
(m)
1 =


a
(m)
11 b

(m)
11 a(m)T

b
(m)
11 0 b(m)T

r

a(m) b(m)
r A(m)

s

 ∈ R(n−m+2)×(n−m+2) (4.14)

gives similar results of (4.12) and (4.13) for B(m) =
[
b
(m)
11 b(m)T

r

]
∈ R1×(n−m+1) and A(m) ∈

R(n−m+1)×(n−m+1) with L (2m− 1 : m+ n , 2m− 1 : 2m) = π
(m)T

1 A(m) π
(m)
1 (: , 1 : 2). With k =

m, all the 2-by-2 blocks and 1 × 2 blocks of L are updated exhausting the elements from B. For
k = m + 1, . . . , n, the 1 × 1 blocks of L are updated further from decomposing the SPD matrix,
A(m+1) ∈ R(n−m)×(n−m) , where

A(m+1) = A(m)
s − 1

a
(m)
11

a(m)a(m)T +
a
(m)
11

δm

[
b(m)
r − b

(m)
11

a
(m)
11

a(m)

] [
b(m)
r − b

(m)
11

a
(m)
11

a(m)

]T
, (4.15)

i.e., L (m+ k : n+m , m+ k) = A(k) (: , 1) for k = m+ 1, . . . , n.

Symbolically, the (i, j)th block Lij of L can be defined as

Lij =


[
αii bii

bii 0

]
, 1 ≤ i = j ≤ m ;

[
αij bij

0 0

]
, 1 ≤ j < i ≤ m ;

[
αij bji

]
, 1 ≤ j ≤ m < i ≤ n ;

[
αij

]
, m < j ≤ i ≤ n,

(4.16)

where αij = a
(j)
r,1, j = 1, . . . , n, j ≤ i ≤ n, 1 ≤ r ≤ n − j + 1. This representation is useful for the

discussion of incomplete form of the factorization method.

4.3 Incomplete block LD−1LT factorization
Incomplete factorizations are developed in order to reduce the computational complexity and roughly
approximate the exact factorization for preconditionings. The basic idea of an incomplete factorization
is to track where the fill-in occurs and develop a strategy to avoid computing those elements. For
example, we have already seen in Figure 3 that the extra fill-in � are due the Schur complement
reductions A(k), k = 1, . . . , n in 4.11. We wish to reduce the extra fill-in as many as possible to obtain
a sparse incomplete factorization. The simplest choice would be to avoid computing all these extra
nonzero elements and make the factor equally sparse as the block lower triangular part of πTAπ. If
the product of the exact factors is permuted back, i.e., π

(
LD−1LT

)
πT , then one would obtain A.

However, if we drop some elements to obtain an incomplete factor L̂ and permute back the similar
product, then we get an approximated A. The question is whether this approximation is a constraint
preconditioner G. A simple example of incomplete L̂ obtained by dropping all the extra fill-in � shows
that a constraint preconditioner is achievable, see Figure 4. This gives an insight of obtaining an
incomplete factorization that restores B leading to a constraint preconditioner.
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Incomplete L̂ G = π
(
L̂D̂

−1
L̂

T
)
πT

Figure 4: Incomplete L̂ obtained by dropping all the extra fill-in � from L and a constraint precon-
ditioner G is constructed from permuting back the product of incomplete factors.

To be more realistic on this approach, we advance to the theoretical aspects. As the Shur com-
plement updates occur only for the (1,1) block A in Theorem 4.1, extra fill-in of L is expected from
the elements αij . Apparently, the dropping strategy for an incomplete factorization is applied only to
these elements. The elements of L that come from B and the (2,2) zero block of A remain unchanged.
Suppose we wish to compute an incomplete factorization

πTAπ = L̂D̂
−1
L̂

T
+E (4.17)

where L̂ is a nonsingular sparse approximation of exact L obtained by dropping the elements αij

whenever (i, j) ∈ S, where S is a predefined sparsity pattern related to the elements of A that are
zero, and E ∈ R(n+m)×(n+m) is an error matrix accumulated due to these dropped elements. Let eij
be an element of E, then aij = gij + eij , where gij is an approximation of aij . The (i, j)th block of
(4.17) can be written as (

πTAπ
)
ij
=
(
L̂D̂

−1
L̂

T
)
ij
+Eij (4.18)

where

(
L̂D̂

−1
L̂

T
)
ij
=



[
gii bii

bii 0

]
, 1 ≤ i = j ≤ m;

[
gij bji

0 0

]
, 1 ≤ j < i ≤ m;

[
gij 0

bij 0

]
, 1 ≤ i < j ≤ m;

[
gij

bij

]
, 1 ≤ i ≤ m < j ≤ n;

[
gij bji

]
, 1 ≤ j ≤ m < i ≤ n;

[
gij

]
, m < i, j ≤ n,

(4.19)

and

Eij =


[
eij 0

0 0

]
, 1 ≤ i, j ≤ m;

[
eij

0

]
, 1 ≤ i ≤ m < j ≤ n;

[
eij 0

]
, 1 ≤ j ≤ m < i ≤ n;

[
eij

]
, m < i, j ≤ n.

(4.20)

Permuting back (4.17) and using the fact π−1 = πT with ππT = πTπ = I, we obtain

A = π
(
L̂D̂

−1
L̂

T
)
πT + πE πT . (4.21)
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The back permutation of π rearranges the elements back to their original positions and so gij and eij
are placed in the positions corresponding to the elements aij . As a result, from (4.21), we obtain[

A BT

B 0

]
=

[
G BT

B 0

]
+

[
EA 0

0 0

]
(4.22)

where

π
(
L̂D̂

−1
L̂

T
)
πT =

[
G BT

B 0

]
= G and πE πT =

[
EA 0

0 0

]

with all the elements gij and eij in G ∈ Rn×n and EA ∈ Rn×n, respectively due to the back permu-
tation of π. Indeed, we have shown the following proposition.

Proposition 4.1. Let a saddle point matrix Å ∈ R(n+m)×(n+m) be transformed into

A = τT Å τ =

[
A BT

B 0

]

such that the transformation matrix τ of order n +m is obtained by transforming B̊ into an upper
trapezoidal form B =

[
B1 B2

]
, where B1 ∈ Rm×m is a nonsingular upper triangular matrix and

B2 ∈ Rm×(n−m) is the remaining part. Define a permutation matrix π of order n +m as in ( 4.6)
so that when applied to A partitions into a block n-by-n structure as in ( 4.7). If L̂ is an incomplete
nonsingular block lower triangular matrix with blocks of orders 1 and 2 such that

πTAπ = L̂D̂
−1
L̂

T
+E, (4.23)

which is obtained by dropping the elements with indices that do not correspond to the nonzero elements
of πTAπ, then

π
(
L̂D̂

−1
L̂

T
)
πT = G =

[
G BT

B 0

]

forms a constraint preconditioner, where D̂ = diag(L̂) is the block diagonal part of L̂, G ∈ Rn×n is
an approximation of A and E ∈ R(n+m)×(n+m) is an error matrix due to this approximation.

The block diagonal part of L̂ is given by the direct sum
m⊕
i=1

[
gii bii
bii 0

]
⊕

n⊕
i=m+1

gii,

where gii is an approximation of αii of L. All the 2-by-2 blocks are invertible due to bii 6= 0,
i = 1, . . . ,m regardless of gii, i = 1, . . . ,m. But proposition 4.1 holds only if L̂ is nonsingular,
which depends on the existence 1-by-1 approximated diagonal pivots gii, i = m+ 1, . . . , n that come
from the incomplete forms of A(k) in (4.15). This evokes to explore elaborately on the existence and
stability of incomplete Schur complement reductions of SPD matrices which is discussed in Section
4.4. After drawing a reliable approach on the incomplete SPD Schur complement reductions, the
entire establishment of Proposition 4.1 can be embraced.

4.4 Incomplete Schur complement reductions of SPD matrices
Meijerink and van der Vorst [33] showed the existence of a stable incomplete factorization for M-
matrices1 whose sparsity pattern is built upon a predefined set of indices. The implementation was

1 A real matrix A = [aij ] with aij ≤ 0 for all i 6= j is M-matrix if A is nonsingular and A−1 ≥ 0.
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done by combining with the CG method and came up with two variants of incomplete Cholesky
and conjugate gradients, ICCG(#) based on the number of extra diagonals, # = 0, 3 allowed in
the factor. Thereafter incomplete factorization techniques have been gaining attention from many
authors as mode of implementing iterative methods efficiently. For instance in the case of SPD
matrices, Manteuffel [32] has proposed the shifted incomplete Cholesky factorization that depends
upon a parameter. The objective behind the method was to make a matrix nearly diagonally dominant
and so one needs to carefully choose a suitable parameter. To determine an optimal parameter is the
difficult part of this method since it has to go through a trial and error basis. Without any pivoting
strategy, an incomplete factorization of SPD matrix encounters with some nonpositive pivots. For
such cases, Kershaw [25] proposed by setting the diagonal elements of incomplete triangular factor by
setting to some positive values whenever they are less than or equal to zero. In Gustafsson’s modified
incomplete LU (MILU) factorization [19], the nonzero elements that are supposed to be dropped are
rather added to the main diagonal so that the error matrix has row sums equal to zero.

In the following, we deliberate an issue that arises predominantly in the incomplete Schur comple-
ment reductions of SPD matrices and suggest how to address it. Let A = [aij ] ∈ Rn×n be an SPD
matrix and

A(k) =

[
a
(k)
11 a(k)T

a(k) A(k)
s

]
, k = 1, . . . , n (4.24)

such that A(1) = A, where A(k)
s ∈ R(n−k)×(n−k) is a principal submatrix of A(k) and a(k) ∈ R(n−k).

Then the exact factorization, A = LAD
−1
A LT

A exists due to the existence of SPD Shur complement
reductions

A(k+1) = A(k)
s − 1

a
(k)
11

a(k)a(k)T (4.25)

where LA is lower triangular matrix with LA(k : n, k) = A(k)(:, 1) for k = 1, . . . , n − 1 and
DA = diag(LA) is the diagonal part of LA. No pivoting strategies are required since all the diagonal
elements of LA are positive and it has the Gaussian elimination growth factor2 equal to 1.

Suppose we wish to determine an incomplete factorization, A = L̂AD̂
−1

A L̂
T

A +R with a dropping
strategy: set a(k+1)

ij = 0 whenever (i, j) ∈ SA = {(i, j)| ai+k, j+k = 0}, where R is an error matrix.
Suppose the dropping strategy has to be implemented to the k + 1st Schur complement reduction in
(4.25). Assume that the outer product F (k) = a(k)a(k)T is computed exactly and split as F (k) =

F
(k)
in + F

(k)
out where F (k)

in is an incomplete form of F (k) that satisfies the sparsity pattern of A(k)
s

according to SA and F (k)
out contains all the nonzero elements that are dropped out from F (k). Then

(4.25) can be written as follows:

A(k+1) = A(k)
s − 1

a
(k)
11

F
(k)
in −

1

a
(k)
11

F
(k)
out (4.26)

where the SPD A(k+1) is approximated by its incomplete form

Ã
(k+1)

= A(k)
s − 1

a
(k)
11

F
(k)
in . (4.27)

At a glance, this approximation looks like to be SPD, but combining it with (4.26) reveals that the
correlation

Ã
(k+1)

= A(k+1) +
1

a
(k)
11

F
(k)
out (4.28)

2 For SPD matrices A = [aij ], max
i,j
|aij | = max

i
aii and the Gaussian elimination growth factor, ρ =

max
i,j,k
|a(k)ij |/max

i,j
|aij | = 1.
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can turn out it to be indefinite since F (k)
out has zero diagonal and is indefinite thoughA(k+1) is SPD. An

immediate question from the numerical perspective would be whether the pivot ã(k+1)
11 exists for the

next update. One could set it to some positive value as in [25] whenever ã(k+1)
11 ≤ 0, but how stable is

the modification is yet another issue. In the strong sense, the incomplete Schur complement reduction
Ã

(k+1)
should be SPD for stability. For this intuition, we set Ã

(k+1)
to SPD preceding to the next

update. This is done by determining a semidefinite diagonal matrix, D(k)
add such that when added to

F
(k)
out results symmetric positive semidefinite (SPSD). With this setting, the new approximation is

Â
(k+1)

= Ã
(k+1)

+
1

a
(k)
11

D
(k)
add

= A(k+1) +
1

a
(k)
11

(
F

(k)
out +D

(k)
add

)
(4.29)

which is SPD since it is the sum of SPD and SPSD matrices. Hence, adding a semidefinite diagonal
matrix to every incomplete Schur complement reduction leads to SPD for the next update. Eventually,
all the diagonal pivots are positive. The semidefinite diagonal matrix is not chosen arbitrarily because
it has to be related to the values of nonzero elements of the dropped matrix F (k)

out in order to give the
second term on the right-hand side of (4.29) to be SPSD. It is chosen to be the diagonal matrix whose
elements are obtained by lumping the absolute values of rows of F (k)

out, i.e.

Dadd(i, i) =

n−k∑
j=1

∣∣∣F (k)
out(i, j)

∣∣∣ , i = 1, . . . , n− k. (4.30)

Thus we have Algorithm 4.1 that gives a stable incomplete LD−1LT factorization of SPD matrices.
We shall refer to it as lump modified incomplete Cholesky (LMIC) factorization. Since all the diagonal
elements are positive, it can also form a split preconditionerM = L̃AL̃

T

A, where L̃A = L̂AD̂
−1/2

A and
D̂

−1/2

A = diag(`−1/2
11 , . . . , `

−1/2
nn ).

Algorithm 4.1 (LMIC factorization of SPD matrices). Let L̂A = [`ij ], 1 ≤ j ≤ i ≤ n and
SA = {(i, j)| ai,j = 0}.
1: for j = 1 : n do
2: for k = 1 : j − 1 do
3: vk = `jk/`kk
4: end for
5: for i = j : n do
6: for k = 1 : j − 1 do
7: if (i, j) /∈ SA then
8: `ij = `ij − vk`ik
9: else

10: if vk`ik 6= 0 then
11: `jj = `jj + |vk`ik|
12: `ii = `ii + |vk`ik|
13: end if
14: end if
15: end for
16: end for
17: end for

It is somewhat similar to MILU since the diagonal elements of incomplete factor related to the
nonzero rows of the dropped matrix are modified. But it is not exactly the same since MILU does not

17



consider the absolute terms due to the requirement of preserving row sums in the factorization. For
example consider the SPD matrix

A =


4 −1 −1 0 0
−1 2 0 −1 0
−1 0 2 −1 −1
0 −1 −1 2 0
0 0 −1 0 3

 .
If we determine an incomplete factorization based upon the sparsity SA, then MILU gives `44 = 0,
while the lumped version gives `44 = 1.5.

Applying the lumped technique to incomplete Schur complement reductions in (4.13) and (4.15),
the Proposition 4.1 is now well established. Algorithm 4.1 is customized for the incomplete block
LD−1LT factorization for saddle point matrices by replacing `ij by Lij defined in (4.16) and SA by
S. The updates in steps 8 through 12 are done only for the elments αij ∈ Lij as all the values of bij
remain intact. Upon determination of the incomplete block lower triangular L̂ from the Proposition
4.1, the preconditioned residual system Gs = r in (3.1) implies L̂w = r̂, L̂

T
ŝ = D̂w where ŝ = πTs

and r̂ = πTr. We shall refer to this incomplete block factorization as lump modified incomplete block
Cholesky (LMIBC) factorization.

5 Numerical results
We present numerical results that validate the theoretical concepts presented in the forgoing sections.
Both the algorithms LMIC factorization for SPD matrices and LMIBC factorization for saddle point
matrices were coded in MATLAB R2014b and executed on Intel(R) core(TM) 2.40GHz PC with 8GB
RAM running on 69-bit O.S. Windows 8.1. Usually the factorization time in MATLAB codes take
much longer than expected and might have to be compromised. We focus more on convergence of the
preconditioned iterative methods to measure the efficiency.

5.1 Numerical results of LMIC for SPD matrices
For n-by-n SPD matrices A, LMIC factorization was implemented using the A-inner product PCG
method similar to Algorithm 3.1. Although, it can also use as a split preconditioner, we used it as
a left preconditioner in order to compare with other methods. The numerical tests were conducted
on a set of SPD matrices in Table 1 from UF sparse matrix collection [50] arising from different
application problems. The results were compared against ILU(0) as LMIC also considers the same
fill-in strategy SA, i.e. the number of nonzero elements of the lower triangular part of A, see Table 1.
We compared the results in terms of number of iterations (Iter) and amount of CPU time (TotTime)
taken to execute the algorithms including iteration time (IterTime) and incomplete factorization time
(IFTime). For fair comparisons, we have not considered the MATLAB inbuilt command ILU, instead
we coded it externally like LMIC. Since the tests were performed on different sizes, the maximum
number of iterations was set to n, the size of the corresponding matrix. The results are presented in
Table 2 with the tolerance 10−10. Cells marked with ‘ − ’ indicate that the PCG could not reach to
a desired tolerance after maximum number of iterations. The column headed with `ii < 0 represents
the number of negative pivots encountered in ILU factorization. Comparison against the counterpart
MILU is not presented here since we experienced that the PCG using it could not attain even to a
small tolerance of 10−2 after the maximum number of iterations for any of the matrices that we have
chosen. Table 2 shows that LMIC method is more advantageous than ILU(0) for preconditioning SPD
matrices. We observe that the PCG method using ILU(0) fails when the number of negative pivots
are more. ILU(0) seems to be suitable for preconditioning only if it contains a fewer negative pivots.
For example in Table 2, ILU(0) is better than LMIC for the matrix ‘s2rmq4m1’ since it encountered
with only 2 negative pivots.
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Matrix A Source/application size(n)
nnz

A L̂A

bcsstk09 Clamped square plate 1, 083 18, 437 9, 760

bcsstk10 Buckling of hot washer 1, 086 22, 070 11, 578

bcsstk14 Roof of Omni Coliseum 1, 806 63, 454 32, 630

bcsstk13 CFD 2, 003 83, 883 42, 943

nasa2910 NASA, Langley 2, 910 174, 296 88, 603

bcsstk21 Clamped square plate 3, 600 26, 600 15, 100

bcsstk15 Offshore platform 3, 948 117, 816 60, 882

msc04515 MSC Nastran 4, 515 97, 707 51, 111

nasa4707 NASA, Langley 4, 707 104, 756 54, 730

s2rmq4m1 FEM 5, 489 263, 351 134, 420

nd3k 3D problem 9, 000 3, 279, 690 1, 644, 345

bcsstk17 Pressure vessel 10, 974 428, 650 219, 812

nd6k 3D problem 18, 000 6, 897, 316 3, 457, 658

smt Thermal stress 25, 710 3, 749, 582 1, 887, 646

Table 1: SPD matrices from UF sparse matrix collection with the number of nonzero elements ‘nnz’.

5.2 Numerical results of incomplete block LD−1LT (LMIBC) factorization
for saddle point matrices

In order to numerically examine the performance of LMIBC as a constraint preconditioner for saddle
point matrices, we conducted a few tests by implementing the PCG method for reduced as well as full
systems (Algorithms 3.2 and 3.3) which are developed for constraint preconditioned systems. Two sets
of saddle point matrices were chosen: one from UF sparse matrix collection [50] and the other from
Stokes 3D problems generated on d×d×d grid. All these matrices fulfill our assumption of SPDA and
full rank B. The number of nonzero elements in the original Å and the transformed A are given in
Table 3. Almost all the matrices that we have chosen were being able to permute the constraint matrix
into upper trapezoidal form except for cvxqp3, which had to do sparse QR transformation. Instead of
creating more fill-in in its transformation, the nonzero elements are reduced for this particular matrix.
Since LMIBC considers the same sparsity pattern of the n-by-n block partitioned saddle point matrix,
the number of nonzero elements of incomplete L̂ is same as that of the block lower triangular part
of πTAπ . IFTime recorded in Table 3 gives the time of LMIBC factorization which was coded in
MATLAB. The projected PCG method for the reduced system has to solve for y from (2.12) and
therefore, we also recorded this time (yTime) in Table 4 to compare the total execution time between
Algorithms 3.2 and 3.3 using LMIBC. To solve this, we have used the same Cholesky factor obtained
from the normal matrix BBT while determining the initial vector x satisfying the linear constraints.
Results in Table 4 confirm that LMIBC can be considered for constraint preconditioning techniques.
The table also shows that implementation PCG method to the reduced or full system is a win-win
situation. Although implementation to the reduced system seems to be converging faster, an extra
amount of time has to be spent on solving the normal equations.

6 Conclusions and future work
Constraint preconditioning techniques have been gaining attention extensively in the field of linear
systems related to KKT or saddle point problems due to the attractive features. However, because
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Matrix
LMIC ILU(0)

Iter IFTime IterTime TotTime Iter IFTime IterTime TotTime `ii < 0

bcsstk09 112 0.62 0.01 0.63 − 0.56 − − 83

bcsstk10 158 0.64 0.02 0.66 230 0.55 0.03 0.58 11

bcsstk14 114 2.20 0.06 2.26 304 1.90 0.07 2.06 13

bcsstk13 1030 3.50 0.51 4.01 − 0.55 − − 79

nasa2910 281 11.30 0.30 11.60 1, 054 9.80 0.80 10.60 16

bcsstk21 290 2.50 0.11 2.61 − 2.10 − − 129

bcsstk15 352 8.30 0.31 8.61 643 7.51 0.35 7.86 20

msc04515 938 7.40 0.51 7.91 − 6.88 − − 346

nasa4707 788 8.50 0.45 8.95 916 7.62 0.46 8.08 9

s2rmq4m1 704 30.80 0.86 31.66 221 29.10 0.28 29.38 2

nd3k 414 1, 200.00 4.54 1, 204.54 776 857.90 10.38 868.28 10

bcsstk17 607 111.50 2.40 113.90 − 106.58 − − 37

nd6k 490 6, 352.00 10.60 6, 362.60 724 6, 202.00 16.84 6, 218.84 9

smt 2, 116 3, 329.00 29.08 3, 358.08 − − − − 36

Table 2: Comparisons between LMIC and ILU(0) as preconditioners in the PCG method with the
tolerance 10−10 and maximum number of iterations n, the size of the matrix.

of the approximation being limited to only (1,1) block, the complexity of factorizing a constraint
preconditioner has been observed to be equally expensive as the original matrix. Alternatively it is
preferred to construct implicitly from certain approximated factors and we have proposed one such
method as an extension of the idea given in [45]. Symmetric indefinite linear system of equations
having a KKT or saddle point form can be transformed and partitioned into a block n-by-n structure
with blocks of orders 1 and 2 forming ‘a priori’ pivots. We have obtained this by transforming
the constraint matrix to upper trapezoidal form as in [45], which is possible through permutation
in most of the cases. We have shown the existence of exact as well as incomplete block LD−1LT

factorization of the transformed matrices through a series of n block Schur complement reductions.
The reconstruction of a matrix from the incomplete factors leads to a constraint preconditioner.
Consequently, the proposed incomplete block factorization, LMIBC can be treated as a basis for
constraint preconditioning techniques. Numerical results on implementation of PCG method using
LMIBC as a preconditioner validate the applicability. We have also observed that the implementation
of PCG method to the reduced or full system does not create significant difference in time.

Analogous to the exact case, the incomplete block factorization depends on the existence of incom-
plete Schur complement reductions of SPD matrices. For this we proposed LMIC method to determine
stable incomplete Schur complement reductions during the Gaussian elimination process. Whenever
an elimination step encounters with the dropping strategy, a semi-definite diagonal matrix built from
lumping the absolute rows of dropped matrix is added to the incomplete Schur complement reduction.
This is the main ingredient for the the proposed LMIBC factorization. ILU(0) is found to be efficient
for M-matrices and often fails to work for more general form of SPD matrices. For the simplest choice
of dropping strategy, we have observed that LMIC is competitive with ILU(0) and much more efficient
than its counter part MILU for the SPD matrices.

LMIC paves the way for further exploration on techniques for developing stable incomplete fac-
torization of general positive definite and semi-definite matrices. Dropping strategies such as when
to allow more or less fill-in will be covered in the future work. With regard to LMIBC, we have not
compared with any of the existing methods such as ILU [28], ILUT [43] or ILUC [27] as our cur-
rent work is aimed at Crout or Cholesky like incomplete factorization for constraint preconditioning
techniques. Comparison with these methods using benchmark problems is essential to be discussed
in future. From the general perspective, further discussions and analysis on its implementation using
other iterative methods such as GMRES [44] will be covered in the future work.

20



Matrix A Source/application
size nnz

IFTime
n m Å A L̂

sit100 Straz pod Ralskem mine 7, 142 3, 120 61, 036 61, 036 37, 207 9.75

tuma2 Mine model 7, 515 5, 477 49, 365 49, 365 33, 917 9.60

cvxqp3 optimization 10, 000 7, 500 114, 962 114, 958 67, 226 29.01

tuma1 Mine model 13, 360 9, 607 87, 760 87, 760 60, 167 27.16

mario001 Descretization 23, 130 15, 304 204, 912 204, 912 129, 325 107.10

Stokes9 3D problem 2, 700 999 28, 014 28, 014 16, 356 2.3

Stokes12 3D problem 6, 084 2, 196 64, 032 64, 032 37, 254 8.84

Stokes15 3D problem 11, 520 4, 095 122, 298 122, 298 71, 004 28.5

Stokes17 3D problem 16, 524 5, 831 176, 142 176, 142 102, 164 64.74

Table 3: Saddle point matrices from UF sparse matrix collection and Stokesd 3D problems generated
on d × d × d grid. The number of nonzero elements ‘nnz’ of incomplete factor L̂ is the block lower
triangular part of πTAπ .

Matrix
Projected PCG (reduced system) PCG (full system)

Iter IterTime yTime TotTime Iter IterTime
sit100 1, 654 8.45 0.24 8.69 1, 857 9.60

tuma2 1, 189 6.07 1.42 7.49 1, 385 7.21

cvxqp3 1, 209 18.62 0.87 19.49 1, 170 12.50

tuma1 1, 334 12.70 1.38 14.08 1, 422 13.40

mario001 962 18.36 3.54 21.9 991 18.52

Stokes9 329 0.61 0.03 0.64 342 0.64

Stokes12 543 2.30 0.16 2.46 554 2.42

Stokes15 784 6.7 0.53 7.23 805 6.76

Stokes17 972 12.00 1.09 13.09 992 12.30

Table 4: Number of iterations and amount of time taken in the PCG method for the reduced and full
systems using LMIBC preconditioner for the saddle point systems. Tolerance is 10−8 and maximum
number of iterations is 2000.
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