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Abstract 

The radiosity method can be improved by (adaptively) grouping small neighboring 
patches into groups. Computations normally done for separate patches are now 
applied to these groups. Groups receive energy from the environment, and can shoot 
energy into the environment. The radiosities of the patches in the group are derived 
from the energy the group receives. Grouping small patches reduces the number of 
form factor computations, reduces aliasing effects, and improves the convergence in 
progressive radiosity. This paper presents methods for grouping small patches in 
progressive radiosity algorithms with ray tracing based form factor computations. 
 
1 Introduction 

The progressive radiosity algorithm (Cohen et al 88) computes the global illumination 
of a scene by calculating the interreflection between patches. In each iteration step of 
the algorithm one of the patches (the one with the most unshot energy) is selected to 
shoot its energy into the scene. The contribution of the shooting patch (= source 
patch) to an energy receiving patch is determined by the form factor, the fraction of 
energy leaving the source patch that reaches the receiving patch. This form factor 
depends on geometry and mutual visibility of these patches. 

The accuracy of the results of the radiosity process depends on the discretization of 
the environment into patches. Small patches give the most accurate results, but also 
require many form factor computations. It is therefore important to choose the correct 
discretization. Adaptive subdivision methods that find the correct patch subdivision 
for each iteration step, based on the relative position and orientation of the source 
patch (Hanrahan et al 91; Languénou et al 92), may find an optimum between 
accuracy and number of form factor computations. Surfaces close to the source are 
subdivided into more patches than patches far away.  

These methods, however, ignore that a single surface can be too small to be treated as 
a patch. A surface can be much smaller than the patch size threshold normally used 
for deciding to discretize a surface into patches. In these cases it is useful to take 

surfaces, that are too small and that are close to each other, together as one 'macro'-
                                                 
* Faculty of Technical Mathematics and Informatics, Delft University of Technology, 

   Julianalaan 132, 2628BL Delft, The Netherlands. 

   email: arjan@duticg.twi.tudelft.nl 



patch. We will call such a 'macro'-patch, that represents several small neighboring 

surfaces, a group, and perform the radiosity calculations for this group, instead of for 
the separate surfaces. Usually, a group consists of many small patches that form one 

very accurately modelled object. Examples of such detailed objects are plants, 
keyboards, etc., so the objects that make a scene look realistic. Use of a group as 

presented in this paper shows some resemblance with the radiosity method for bump- 
mapped surfaces (Chen and Wu 88). They describe a method that takes into account 
the variation of the normal at a single bump-mapped patch using a perturbed form 

factor in a hemi-cube based progressive radiosity method. In our method we distribute 

the energy that a group receives over all its patches, where we also take into account 
the orientations of the patches. However, there are no restrictions to the orientations of 
the patches in a group, and there are no restrictions to the shape of the group. 

This paper presents methods to use grouping of surfaces in ray tracing based 

progressive radiosity algorithms. Section 2 shows the need for grouping. Section 3 

describes how to group patches and section 4 describes how the grouping is used 

during the shooting process. Results and conclusions are presented in section 5. 
 
2 Motivation for  grouping 

Two methods exist for form factor calculation based on ray tracing. The first method 

(Wallace et al 89) traces rays directed from the source patch to points on all other 
patches, to determine whether this point receives energy from the source. The other 
method (Malley 88; Sillion and Puech 89) traces rays in a cosine distribution from the 

source patch into the scene. So the rays are not directed to specific patches or points 

in the scene. If a ray hits a patch, then the radiosity of this patch is updated. In both 
methods, the tracing of the ray is the most time consuming part. 

 

Fig 1. a) Object with many small patches in directed shooting, b) Aliasing on the 
             keyboard due to insufficient sampling density in undirected shooting 

 



For both ray tracing based form factor calculation methods, grouping small patches 

has advantages. Consider the scene of figure 1. A light source illuminates a computer 
from a reasonable distance. The keyboard consists of 496 quadrilateral patches. When 

the directed method is used, and radiosities are calculated for the vertices of the 

patches, then 1984 rays must be traced to calculate the form factors for all sample 

points that are facing the light source, although the mutual visibility for all these 

sample points will be the same. This is an enormous waste of effort. 

When the undirected method is used, an enormous amount of rays must be traced 

from the light source to avoid aliasing effects caused by inappropriate ray density (see 

figure 1b). 

Another problem with very small patches is that they are almost never selected to be 

the source patch, because their unshot energy is always less than the unshot energy of 
the larger patches in the scene. However, the total unshot energy of a number of 
neighboring small patches can be quite considerable. It is therefore useful to consider 
patches, that are close to each other, as one shooting group, so that they are selected 

together as source during the progressive radiosity. 
 
3 Grouping patches 

We define grouping as the process of regarding a number of surfaces that are close to 

each other as one 'patch' during the radiosity process. Before the radiosity process 

starts, the scene for which the illumination must be calculated can be scanned for 
clusters of small patches that are close to each other, where 'small' and 'close to each 

other' are defined relatively to the size of the total scene. Small patches in such a 

cluster are grouped. 

Grouping is preferably done adaptively, i.e. before each iteration step a decision is 

made which patches must be grouped. Patches for which the area is small compared to 
the distance to the source patch (so when the solid angle is small) are selected to be 

grouped. For undirected shooting this means that patches that will not receive enough 

rays (when no occlusion is taken into account) are grouped. Patches that have a large 

area or are close to the source (so have a solid angle that is larger than a pre-defined 

threshold solid angle) are not grouped and are treated as individual patches. 
 

The easiest way of grouping patches is to replace a group of patches by its bounding 

box. The planes of the bounding box act as patches like in the local environment or 
virtual wall techniques (Xu et al 89). The reflectance of the bounding box planes is 

computed by averaging the reflectance of the patches in the group projected onto the 

planes. During the shooting process, the patches within the group are ignored. At the 

end of the progressive radiosity process, the bounding box plane radiosities are 

converted to patch radiosities for the patches within the group. This method can be 

implemented easily in a radiosity algorithm. 
 



A number of disadvantages, however, makes this method less attractive. The accuracy 

of the method is affected by the fact that the radiosities are stored only for 6 directions 

(corresponding with the bounding box planes) although the number of orientations in 

the group may be much larger. So when reconstructing the patch radiosities from the 

group radiosities large errors may be made. Also, when other patches, that do not 
belong to the group, are partially within the bounding box of the group, then the 

radiosities for these patches may be incorrect, because sample points may be hidden 

by the group planes, although not hidden by the group patches themselves. Another 
disadvantage is that the bounding box exists in the scene. When visibility between two 
patches is determined, and a group is situated between these patches, then the shadow 
will have the shape of the bounding box instead of the group, if no special actions are 
performed when a group bounding box patch is hit by a ray. 

The bounding box approach has too many disadvantages. It is therefore worthwhile to 

investigate grouping methods where radiosities are stored directly at the patches in the 
group, and where no extra (bounding box plane) patches are introduced. 
 
4 Grouping methods 

When a group receives energy from a source patch, then this energy must be 
distributed over the individual patches in the group, taking into account the 
orientation of each patch. When a group is selected to shoot its unshot energy, then 
the unshot energy of the different patches in the group must be converted to the 
unshot energy of the group. 

To simplify these transformations we make a few assumptions: 

·  We only cluster patches in a group when the distance of the group to the source 
patch is large compared to the size of the group; otherwise it is better to use the 
individual patches. This means that we can assume the distance and the direction 
of the patches to the source patch to be constant. 

·  A group has a constant visibility, so all patches in the group have the same 
occlusion. This assumption has the consequence that shadow boundaries are not 
visible on a group. 

·  There is no self occlusion, so patches within a group will not generate shadows on 
other patches within the group. 

The choice of shooting method (directed or undirected) influences the way grouping 
is used. We therefore give different methods for grouping in undirected and directed 
shooting. 
 
4.1 Grouping in undirected shooting 

In undirected shooting (Malley 88; Sillion and Puech 89) a number of rays is traced 
from a source patch into the environment. A distribution function (e.g. cosine) 
determines the directions of the rays. Each ray leaving the source represents some 



energy DEr. Normally, when a ray hits a patch, then this patch receives all the energy, 
and the radiosity of this patch is updated. The larger the solid angle of the patch with 
respect to the source point, the more rays will hit the patch, and so the more energy 
the patch will receive. 
In our algorithm, when a ray hits a patch of a group, we distribute the energy DEr over 
all patches in the group in such a way that each patch receives an amount of energy 
that is proportional to the solid angle between the source point and the patch. 

The energy a patch receives is equal to the energy of the ray times the solid angle of 
the patch divided by the total solid angle of the group. Patches not facing the source 
do not receive any energy contribution. 

The total solid angle for the group can be calculated in two ways. We can calculate 
the 'exact' geometrical solid angle for the entire group, or we can use the sum of the 
solid angles of all patches in the group. 

When the geometrical solid angle is used, then the illumination of the illuminated 
patches is calculated correctly. However, the patches that should not be illuminated 
because of occlusion, caused by patches within the group, also receive an energy 
contribution because we do not take self-occlusion within a group into account. Too 
much energy will be calculated because of overlapping solid angles (see figure 2). 

Therefore, the sum of the energy received by all patches in the group will be larger 
than the energy of the ray DEr. When later on the group is selected to shoot its energy, 
too much energy is shot into the environment. 

 
Fig 2. Overlapping solid angles 

 

When the sum of the solid angles of all patches in the group is used, then the total 
energy that is assigned to the group is correct. Overlapping solid angles are taken into 
account. However, the total energy is spread over all patches, so the energy of the 
really illuminated patches will be lower then expected, resulting in darker patches. 

Both calculation methods for the solid angle of the group are not optimal. We suggest 
the following solution. The geometrical solid angle is used for calculation of the 
radiosities (that are used for display), so the shading for the really illuminated patches 
is correct. The sum of solid angles is used for calculation of the unshot radiosities of 



the patches in the group, so that the energy that is shot from the group in later iteration 
steps is correct. 

 

Therefore the energy a patch in a group receives is 
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wp = weight of patch within group 

p = solid angle formed by source point and patch 

g = solid angle formed by source point and group 

The solid angle p from a source point and a patch p is given by 
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where 

p = angle between patch normal (np) and direction to source 

Ap = area of patch 

r = distance between source point and patch 

Given the assumptions that the distance of the source to all the patches in the group is 
constant and that the direction from all patches in the group to the source is constant 
(= dg), the solid angle can be approximated with 
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wg = total weight of the group 
 

During the shooting process a group can be selected to shoot its energy, because its 
unshot energy is larger than the unshot energy of the non-grouped patches and of the 
other groups. From the selected group we shoot as many rays as we would do 
normally when a patch is selected to shoot its unshot energy. A decision now has to 
be made from which patches in the group the rays will be shot into the environment. 
We use a method in which the number of rays that originate from a patch is 
proportional to the unshot energy of this patch. The larger the unshot energy of the 



patch, the more rays originate from it. The number of rays shot from a patch in the 
group Rpg is therefore 
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where 

Ep = unshot energy of patch in group 

Eg = total unshot energy of group = å
p

pE  

R = number of rays normally shot from a non-grouped patch 

With this method, most rays are shot from the most radiant parts of the group. This 
method also allows diffuse interreflection within a group. 
 
4.2 Grouping in directed shooting 

Directed shooting (Wallace et al 89) from a source starts with subdividing the source 
patch into delta areas. The form factor of each delta area with respect to each of the 
receiving vertices of the patches in the environment is computed. The visibility is 
tested by tracing a ray from the center of the delta area to a vertex. 
 

 
Fig 3. Visibility determination between source points and group 

 

When the contribution of the source to a group must be calculated, we use the 
following method. For each point (center of delta area) on the source patch we 
determine one or a few random points on the group. Points are only chosen on patches 
that face the source. Rays are traced to determine the visibility between the source 
point and these points on the group (intersections of the ray with patches of the group 
can be ignored). The visibility of the group from a source point is given by the 
fraction of rays that reach the patches of the group (figure 3). The radiosities of each 
vertex in the group can now be calculated using the form factor from the source patch 



to the vertex given the estimated visibility of the group. Note that the radiosities of the 
individual patches are now calculated correctly because they are not based on DEr, 
contributions as in undirected shooting, but on an exact form factor calculation. 
 

When a group is selected to shoot its energy, a number of source points must be 
determined on the group, just as is done for a source patch. We choose points on the 
boundary of the group. Each of these points has a direction pointing out of the group. 
The directions must have a good distribution, so that all directions can be represented 
with the chosen directions. 

First, the unshot energy of the source points is calculated from the unshot energy of 
the patches of the group. The unshot energy DEip, of source point i, due to a patch p is 
given by (see figure 4) 
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where 

ip = angle between shooting direction (ni) and patch normal (np) 

DEp = unshot energy of patch 

n = the number of chosen source points 

 

 
Fig 4. Calculation of patch contribution to source point energy 

 

Just like the weight calculation in undirected shooting, we must compensate for the 
fact that some patches in the group may be occluded from the source point by other 
patches, and so will not contribute to the source point. DEip is therefore reduced by a 
self-occlusion factor. 
 

Instead of many source patches representing the group, now only n shooting points 
exist. Each virtual patch of a source point sends its energy into the environment as a 
normal source patch. 

A drawback of this method is that no interreflection between the patches within a 
group is calculated, because energy is shot from the boundaries of the group, so no 
energy ends up in this group. This can be solved by performing a normal directed 



shooting for patches within the group, where each patch in the group is successively 
selected to shoot its energy, but only to the other patches in the group. 
 
5 Results and conclusion 

The described grouping methods are implemented in our progressive radiosity 
program. For the moment the grouping of surfaces is done manual. However, adaptive 
grouping can be done. When a patch in a group is large enough with respect to the 
position of the source, then this patch will temporarily not be part of the group and 
will be treated as a separate patch. 

Reconsider the scene of figure 1. Grouping methods were tested both for the directed 
and undirected shooting. The results of directed shooting are shown in figure 5. The 
left picture is made without grouping. The number of rays to be traced in each 
iteration step to determine the form factors for the keyboard is 1984 (= the number of 
vertices on the keyboard). For the right picture, the patches of the monitor (except the 
screen patch) and the patches of the keyboard were grouped into two groups. For 
these groups we can choose the number of visibility tests ourselves. We used only one 
visibility test. This did not affect the quality of the image, except for small shadow 
details caused by occlusion within a group, e.g. near the lower right corner of the 
screen. 

Figure 6 and 7 show the results for undirected shooting. Although the number of rays 
originating from the light source that hit the keyboard is only 691 (for figure 6) and 
7464 (for figure 7) no aliasing effects are visible when grouping is used (right 
pictures). Even for a smaller number of rays the shading of the keyboard will be 
smooth, because the energy of a ray that hits the group is distributed over all patches 
in the group, instead of only over the patch that is hit. When the patches are grouped, 
the probability that the group is hit, and so that all patches receive an 'equal' 
contribution, increases considerably. 

To converge to a solution, the tests that used grouping required only 4 iterations, 
before a pre-defined stop criterion was reached. Without grouping respectively 30, 44 
and 43 iteration steps were needed for figures 5 to 7. 
 

Grouping small patches is a useful extension for the progressive radiosity method. It 
reduces the number of rays for ray tracing based form factor computation. The use of 
groups in an undirected shooting method reduces the aliasing caused by an 
inappropriate resolution of the shooting rays. The number of shooting rays can be 
reduced. 

Adaptive grouping gives an optimum between accuracy and efficiency. Adaptive 
grouping fits well in an adaptive discretization method (Languénou et al 92). When 
surfaces are too small to discretize, and even too small to act as individual patches, for 
instance because they are too far away from the source patch and will not be hit by 
enough rays, then they can be combined into a group. 



Using a group as a source for an iteration in the progressive radiosity algorithm makes 
the radiosity process converge faster. 

 

Some problems remain to be solved. We need a method for automating the grouping, 
as now patches are assigned to groups manually. Another problem is that shadows 
generated by obstruction of other patches as well as from patches within the group are 
not taken into account because a constant visibility for the whole group is assumed. 
Areas that should be in shadow are illuminated. The total energy that the group 
receives and reflects, however, is correct. Thus, for display the shading of the group is 
not completely correct, but the error for the indirect illumination of other patches is 
negligible. 
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Fig 5. Directed shooting; left without grouping, right with grouping 

 
Fig 6. Undirected shooting, 105 rays per shooting point; left without grouping, right 
with grouping 

 
Fig 7. Undirected shooting, 106 rays per shooting point; left without grouping, right 
with grouping 


