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Abstract. Embedded software development for automotive applications is 
widely considered as a significant source of innovation and improvements in 
cars. However, software development processes do not address well the needs 
of large-scale distributed real-time systems, like the ones automobiles do (or 
soon will) contain. The paper introduces a vision for the model-based 
development of embedded software, which is based on the broad-spectrum 
modeling of the applications in the context of a larger system, formal (and 
computer-supported) analysis of models, and automatic synthesis of the 
application(s). The paper also describes some initial steps taken to build the 
infrastructure for supporting such a process in the form of modeling and model 
transformation tools. The paper concludes with a list of challenging research 
problems. 

1   Introduction 

Our everyday vehicles are turning into complex, distributed and real-time embedded 
systems (DRE). The trends are clear: new functions are more economical to 
implement in software running on a networked processor than in a dedicated 
hardware, and thus Electronic Control Units (ECU) and software implementations 
proliferate.  

It is common knowledge that large-scale, distributed real-time embedded systems 
are notoriously hard to build. With the best of intentions, suppliers develop their 
software components, which perfectly satisfy the design requirements, yet when 
integration comes, the system is unstable and unreliable. Even worse: it is impossible 
to figure out what causes the problems. All participants followed well-established 
processes and the components meet their requirements, yet the integrated system is 
unusable. However, this is not a failure of individual ingredients (i.e. the components, 
the architecture, the platform, the scheduling algorithms, the hardware), but it is a 
breakdown on the system level: a systemic failure. When the perfect pieces are put 
together, the result is imperfect.  

Arguably, at the core of this problem is a not well-understood phenomenon of 
subtle interactions among components. System architects of embedded systems must 
ask questions like: given a component A increases it production rate of data blocks by 
100%, how will it impact the timing and performance of a component B located on a 
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processor which also hosts a component C that is a consumer of A’s data? All 
embedded system developers are familiar with scenarios like these, yet analytical or 
other approaches are rarely used in design time to answer these questions.  

We need an approach: an engineering process to address these issues. The process 
must be based on (1) modeling of the embedded system to be created, (2) analysis and 
verification of the models, and (3) synthesis and integration of the system from the 
models. We assume that an embedded system (ES) is a computer-based system 
consisting of hardware and software components, embedded in a physical 
environment, which imposes strict timing requirements on the product. Below, we 
describe the vision of a model-based [1] engineering process and its various stages.  

2   Model-Based Engineering and Development of Embedded 
Software 

The engineering and development approach envisioned below supports the construc-
tion and evolution of embedded software, and it heavily relies on the use of models: 
models of the software as well as the environment in which the software operates. As 
such, it advocates an approach similar to that of the Model-Driven Architecture 
(MDA) of OMG [4]. However, it extends and specializes that vision to the domain of 
embedded software, which operates in a physical environment and whose design 
decisions have a physical impact (literally). The notional process is outlined on 
Figure 1.  
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Fig. 1. Model-based Development of Embedded Software 

Stage I: Modeling 
The engineering process starts with a modeling phase. In the modeling phase, the 
system designer creates models of the system and its environment. These models 
constitute the design documentation of the system, and they should, at least, include:  
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• The environment models capture the assumptions made about the environment of 
the system. The requirement for the environmental models is that they should 
capture all relevant assumptions that could impact the system’s behavior. 
Examples include: all the “sensors” and “actuators” in the system, interrupt 
sources and their expected rates, ranges for values of sensors and actuators, 
absolute physical limits on physical variables, etc. In the automotive domain an 
example could be the dynamic model of the engine (as it is needed for the engine 
control software).  

• The infrastructure models capture how the software-hardware platform works 
what the ES will be run on. The requirement for the infrastructure models is that 
they should be predictive: i.e. they should be able to forecast the ultimate 
dynamic behavior of the platform under varying computational load 
requirements. Example: qualitative/quantitative model(s) of the RTOS the 
embedded system is running on. In the automotive domain a specific example 
would be a detailed model of the OSEK implementation used.  

• The components models capture how the individual components (concurrent 
objects) could be interfaced with and how they behave. The requirement for the 
component models is that they should be usable in analysis: given an assembly of 
components on a given infrastructure, we want to be able to compute the dynamic 
behavior of the ensemble. Example: a model of a component in terms of its 
interface, the timing properties associated with those interfaces, the externally 
observable behavior of the component when the interfaces are activated, etc. In 
the automotive domain a specific example would be the model of the components 
that implement an electronic automatic transmission system. 

• The architecture models capture how the system is put together from the 
components and how it is mapped to the platform. The requirement for the 
architectural model is that it should contribute to the analysis of the models: we 
must be able to compute the behavior of the system from the models of the 
components, the infrastructure and the platform. Example: if the application is 
constructed from components that are scheduled according to the rules of 
dataflow scheduling (i.e. data-driven control flow), then a model could be the 
component connectivity diagram. In the automotive domain an example here is 
the full architectural model of a cooperative cruise control application.  

• The behavior models capture the overall, expected dynamic behavior of the 
embedded systems. The requirement for behavioral models is that they faithfully 
capture the expected dynamics of the system, observable on its external and 
internal interfaces. Example: end-to-end latency between sensors and actuators, 
expected behavior of the system in “value space” and in “temporal space”, safety 
constraints on the values and the timing of those values produced by the system, 
etc. In the automotive domain the example here would be the model of the 
expected dynamics of the automatic transmission (e.g. “it should never ‘hunt’, i.e. 
oscillate rapidly between two gears” — expressed in a precise, mathematical 
form).  

Arguably, there is no single modeling language currently available that can support 
all these modeling aspects. Note that state-of-the-art architecture description 
languages support only some of the aspects, not all. ADL-s tend to focus on software 



106 G. Karsai 

artifacts only, however (1) embedded systems include significant hardware 
components, and (2) embedded software operates in a physical environment that 
impacts and is impacted by the software design. However, experience shows that all 
the above models are needed: their lack indicates the lack of understanding by the 
system’s designer.  As such, new, domain-specific modeling languages (DSML) are 
necessary [22] that support the modeling of the above aspects [3].  

It is a highly relevant question to ask how these models are related to code and how 
model-based development is related to traditional, code-based development. We argue 
that models should be representations (or abstractions) of the code, and should be kept 
“in sync” with code. This does not necessarily mean that a model-code automatic 
linkage is necessary (as it is often done today in many model-based tools) rather the 
model of the code must be maintained together with the code. Skilled developers will 
always develop excellent code that would be impossible to reproduce using models 
and generators, but where models are useful: system level composition and analysis, 
the model-based approach has clear advantages.  

Note that DSML-s are closely related to the concept of domain-specific 
architectures (DSSA): they offer a framework in which domain-specific applications 
can be built. The difference is that while DSSA offer an architectural solution (which 
has to be instantiated and customized through programming for specific applications), 
DSML-s offer a linguistic solution (in the form of modeling languages, which can be 
used to model and construct the application).  

Stage II: Analysis 
Once models are created various analysis studies shall be performed. The goal of the 
analysis is to verify through various means, like simulation, model checking, and 
theorem proving, etc., that the DRE will meet its expectations if built—according to 
the models. We believe this stage is crucial in the development process: this step must 
provide assurances that if the system is built as described by the model, and the 
assumptions about the components, the infrastructure, and the environment are true, 
then the system will work as expected, i.e. exhibits the desired behavior.  This is one 
crucial step in embedded software development: as the consequences of failures are 
high and potential faults are hard to reproduce, engineering analysis must be done 
before testing and deployment. 

The analysis has to be able to predict the behavior of the system, based on the 
models of system: the components, the architecture, the infrastructure, and its 
environment. This predictive property is an essential requirement for analysis: the 
tools must be able to compute the behavior of the system and match it up to the 
expected dynamic behavior. Furthermore, they should also be able to provide formal 
proofs that the system is logically correct, and provide assurances that the 
computation of the system dynamics is sound.  

Note that the analysis is necessarily based on the models of the system, and not 
necessarily on the code. This makes analysis simple(r), but puts a burden on the 
developer: the models must provide an accurate representation of the implementation 
code. Note also that the analysis allows early verification of the designs, even if code 
is not available, only the models of the components. Assuming that the analysis is 
correct, the main requirement for the component developer is to design and build 
components that comply with the models, and the system will work as expected.  
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The ultimate goal in model-based embedded systems is that the analysis perfectly 
predicts the system’s behavior —without actually building the system. This may not 
be feasible because of inherent inaccuracies in the models or lack of knowledge about 
details. However, we shall aim for, as a minimum, analysis techniques that will 
pinpoint potential problems in the design when implemented on the platform and give 
an early indication, well before integration.  

This step requires analysis tools, however an analysis tool may not be immediately 
applicable if it can treat models only in its own, domain-specific modeling language. 
If a tool does not “understand” the models built in the first stage then it has to be 
integrated with the modeling tools used there. The core concept of integration is 
semantic interoperability: models expressed in a domain-specific modeling language 
must have an equivalent semantics in the language of the analysis tool(s). 
Furthermore, analysis problems (“queries”) and results (“replies”) should also be 
translated between the modeling and the analysis tools, as the designer would expect 
to be able to pose questions and receive answers in the domain-specific language of 
the design, not that of the analysis tool. This type of a semantic interoperation is a 
complex and difficult requirement for the model-based development, but it is 
unavoidable.  

Stage III: Synthesis and Integration 
Having the design verified by analysis, the process continues with the synthesis and 
integration stage. By “synthesis” we mean activities that produce ingredients of the 
implementation from the models automatically, and by “integration” we mean all the 
activities that compose the components (at compile-time or at run-time) leading to a 
fully functional system.  

First, the components are built, perhaps using generative programming techniques 
[10] or hand coding. Once components are created, they have to be instrumented, 
executed and verified against their models. If necessary, the models have to be revised 
and the process iterated using the new models.  

Next, the system implementation has to be synthesized from the architectural 
models. The synthesis can be implemented as a set of transformations [20] that map 
the design models into artifacts running on the infrastructure.  

The integration should be done first on an instrumented platform that allows 
capturing the behavior of the running system in a form that is representative of the 
dynamics: the time-domain behavior of system. The instrumentation can be 
implemented in the form of strategically placed “software sensors” that report 
significant events in the system. The data provided by the instrumentation should be 
compared against data generated in the analysis phase, and if differences are found 
the design need to be revised, and the process must iterate. The discrepancies found at 
this stage are indicative of some requirements not having been met, i.e. the design is 
faulty. The designer then shall modify the design: modify the architecture, introduce 
new components, change component characteristics, choose another platform, etc. 
This model update is perhaps the most difficult step of the process, as it is not clear 
how to explain differences and which model must be changed to remove the 
discrepancy. However, if the implementation is created through formal 
transformations, there is some hope that the observed system dynamics can be 
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“projected back” into the design models, and thus the discrepancies explained in 
terms of the models. This is a conjecture at this point and it needs to be proven.  

Tool Support 
A suite of integrated tools is needed to support the above process. Tools exist today 
that support some steps in the process. However, these tools often work in isolation, 
using their own proprietary language(s) hence there is a strong need for tool 
integration. Tool integration should support semantic interoperability: the meaningful 
interchange of data among the tools [16]. In a minimal process, the modeling, 
analysis, and synthesis tools should be tied together such that they form a seamless 
toolchain supporting the process. Large-scale processes involving multiple engineers 
at different sites should be aided by web-based open tool integration frameworks that 
facilitate sharing models across the enterprise.  

3   Modeling and Model Transformations  

The above vision for the model-based development of embedded systems presupposes 
the existence of technology that allows: (1) the definition of domain-specific 
modeling languages, (2) the editing and manipulation of domain-specific models,  
(3) and the transformation of models between different modeling approaches while 
preserving the semantic content of those models.  

We have built a meta-programmable visual modeling environment, GME (see [2] 
for details), to solve the problem of defining and editing DSML-s. For specifying the 
abstract syntax of DSML-s, GME provides a UML class diagram [7] editor that 
allows capture of the abstract syntax in the form of a diagram, and of the static 
semantics in the form of OCL [15] expressions. Note that the UML class diagram acts 
like a “grammar” whose sentences are the “object graphs” that comply with it. For 
concrete syntax, GME uses idioms (patterns over classes) and stereotypes: specific 
idioms and stereotypes have specific meaning for the GME visualization and editing 
engine. As GME has a well-defined set of visualization tools but these will probably 
need to be extended in the future such that arbitrary visualization (and manipulation) 
techniques could be coupled to entities in the abstract syntax. Once the abstract and 
concrete syntax are defined, i.e. the meta-model of the language is built GME can 
“interpret” this metamodel and morph itself into a domain-specific GME that supports 
that (and only that) language. This GME instance strictly enforces the language 
“rules”: only models that comply with the abstract syntax and the static semantics can 
be built. This happens at model-editing time: the designer is warned about constraint 
violations.  

The semantics of DSML-s can be defined by a mapping between the abstract 
syntax and a semantic domain [21]. For the mapping into the semantic domain we 
have chosen a pragmatic approach: we assume that there is always a “target platform” 
whose semantics is well known. This approach has been used in the past for formally 
specifying semantics [13]. Furthermore, the target platform also has an abstract syntax 
(with static semantics), and the transformation between the domain-specific models 
and target platform models establishes the semantics of the DSML-s in terms of the 
target models.   
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We have created a meta-programmable tool for implementing model 
transformations [10]: GRE (for Graph Rewriting Engine). GRE is programmed 
through a high-level language, called GReAT (Graph Rewriting And 
Transformations) captures metamodels of transformations as explicitly sequenced 
graph rewriting rules (see [10][11] for details). A graph rewriting rule consists of a 
graph pattern (which is matched against an input graph), a guard condition (which is 
evaluated over the matched subgraph), a consequence pattern (which captures what 
objects must be created in the target graph), and a set of attribute mapping actions 
(which describe how to compute the attributes of target objects from the attributes of 
input objects). The rewriting rules are transforming the source models (i.e. the input 
“graph”) into the target models (i.e. the output “graph”). They explicitly reference 
elements of the source and the target metamodels, that is the pattern and consequence 
nodes of the transformation steps are strictly typed. Also, the input (target) subgraphs 
mentioned in the rules must be compliant with the input (target) metamodels. For 
efficiency reasons rewriting rules accept “pivot” points: initial bindings for pattern 
variables. This reduces the search in the pattern matching process (effectively 
reducing it to matching on a rooted tree). One can also explicitly sequence the 
execution of the rules, and sequential, parallel, and conditional composition of the 
rules is also available. GRE works as an interpreter: it executes transformation 
programs (which are expressed in the form of transformation models) on domain-
specific models to generate target models. Obviously it runs slowly, although it can 
provide help in debugging transformation programs. We have also created a code 
generator that compiles the transformation specifications into executable code 

Figure 2 shows how GRE works and the relationships between source and target 
models and their metamodels. In order to set up a specific modeling and model 
transformation process one has to create metamodels for the (input) source domain, 
the (output) target domain, and for the transformations. One can then use the meta-
programmable modeling tool (GME) to create and edit domain models, and the meta-
programmable transformation tool (GRE and GReAT) to transform the models into  
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Fig. 2. Tools for the definition, manipulation, and transformation of domain-specific models 
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target models. If the speed of the transformation is a concern, the code generator can 
be used to translate the transformation models into executable code. 

We believe a crucial ingredient in the above scheme is the meta-programmable 
transformation tool that executes a transformation metamodel (as a “program”) and 
facilitates the model transformation. Using the concepts and techniques of graph 
transformations allows not only the formal specification of transformations, but, 
arguably, also reasoning about the properties of the transformations.  

 

Analysis Tool

Synthesis Tool 
(Generator) 

Transformation

 
Modeling Tool 

(DSML by GME) 

Domain-
Specific 
Models 

Transformation

Metamodel of 
DSML 

Metamodel of 
Analysis Lang.

Model of 
Transformation

Model of 
Transformation

Metamodel of 
Synthesis Lang.

Instrumented 
Execution/Integration 

Platform

Transformation 

Model of 
Transformation

Metamodel of 
Instrumentation

 

Fig. 3. Using model transformations to support the model-based development process 

Figure 3 illustrates how the model transformation technology could be used to 
facilitate the envisioned model-based development process. Note how metamodels are 
used to define the domain-specific modeling language for system modeling, the 
language for the analysis tool, the language for the synthesis tool, and the language 
for instrumentation. Transformation models, defined in terms of their source and 
target metamodels could be directly executed (using the GRE engine), or compiled 
into code (using the code generator). Thus, model transformation technology 
facilitates tool integration among the various tools needed in a model-based 
embedded system development process.  

The tool architecture described above goes beyond the current state-of-the-art 
through placing emphasis on the use of the domain-specific languages, but in itself 
does not solve the complexity problem: it merely establishes a foundation for building 
a tool infrastructure. In industrial practice today automotive systems are often 
developed in the Simulink/Stateflow environment that offers one approach for model-
driven development. We believe that in the next generation of tools we need better, 
more “domain-oriented” languages, precisely defined semantics (“models of 
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computation”) for the concurrent objects applications will be built from, and tighter 
connection with formal (not only simulation-based) analysis of systems.  

4   Research Issues 

As of today, the model-based development process envisioned and outlined above is 
not fully realized yet. Some core technologies already exist, but additional work is 
needed. Below is an initial list of research problems that need to be solved: 

o What are the domain-specific modeling languages that allow the broad-spectrum 
modeling of embedded systems as described above? How do we model the 
environment, the infrastructure (i.e. the “platform”), in addition to the 
components, architecture and the behavior? 
There are some active efforts (e.g. SAE AADL, or AutoSAR) that work towards 
architecture modeling and analysis, but the activity should be extended towards 
modeling architectures in conjunction with (at least assumptions about) the 
physical environment the systems operate in.  

o How can these languages support modeling complex applications and the 
interactions between systems? How can a (relatively) small number of designers 
build large and complex models whose fidelity is sufficient to make predictions 
about (and foresee problems in) complex designs? 
Modeling languages and their tools must have mechanisms for managing 
complexity (e.g. modularization, version control), but they should also be 
acceptable and usable by domain experts and engineers. These people need 
“model engineering” environments, not software development environments.  

o What are the techniques and tools that allow the analysis of large-scale, multi-
domain models? If analysis is too complex, how can one abstract the models into 
a “simpler” form that can be analyzed? 
The performance of analysis and verification tools is a particular concern. 
Scalability to real-life systems is an issue, and further research is needed on 
automatic verification such that it can tackle complex, including adaptive, 
systems. The modeling, analysis, and management of effects of faults in systems 
are other highly relevant and critical issues.  

o How to translate design domain-specific properties into analysis domain specific 
properties that the analysis tools can understand? How can the results of the 
analysis translated back into the design domain? 

o What are the portions of the system implementation that can be synthesized from 
models and how? How to introduce para-functional properties, like cost, into the 
synthesis such that expectations for the final system are automatically met? 
If model transformations or automatic code generation is used, they need to be 
“resource-aware”, i.e. they should generate deployable artifacts (e.g. code) that 
are guaranteed to satisfy system-level requirements. The topic of resource-aware 
transformations is a promising area of further research.  

o How to instrument the embedded application such that the observations made on 
the running system can be fed back into the design process? How to interpret the 
observations and inform the designer about necessary changes? 
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5   Related Work 

In recent years significant amount of work has been done in areas that are relevant for 
the research issues outlined above.  

First, many aspects of UML 2.0 [5] are focusing on issues relevant for embedded 
system applications. In fact, the “real-time profile” (called the “Schedulability, 
Performance, Timing” profile [6]) for UML, clearly addresses a number of questions 
related to embedded systems. However, UML profiles are specific idioms for use 
within the UML, and thus they do not define a brand new DSML. Furthermore, they 
do not model the (physical) environment and its impact on the system’s behavior. For 
instance, environment-imposed timing, latency, or event rate attributes are rarely 
captured in UML. The importance of platform modeling has been recognized and 
some initial work has started [17], but many problems are still open.  

The model-based development of complex embedded applications today is done 
using a few tools, the most relevant being Mathworks’ Simulink/Stateflow. However, 
the industrial practice rarely involves formal analysis and verification is based on 
testing [18]. There are a number of tools for analyzing hybrid systems [26][27][28], 
however the scalability is an issue. For practical systems the tools need to have 
automatic abstraction capabilities.  

Early experiments with translating Simulink/Stateflow models into hybrid 
automata for analysis [29] show the feasibility of the approach but it is not ready for 
industrial scale use yet. Synthesis from high-level method is farther advanced. For 
instance, Leue’s work on Message Sequence Charts (MSC) [8] and Harel’s work on 
Live Sequence Charts [9] illustrates how systems could be synthesized from high-
level models. Similar results have been developed by Whittle [23], Krueger [24], and 
Systä [25]. 

For distributed real-time systems, monitoring-based debugging is a well-
established field [30], however further research work is needed on how to couple it to 
the model-based development process for embedded systems. Recent advances in 
model-based testing [31] point to relevant work.  

As the complexity of automotive embedded systems grows, techniques from large-
scale software engineering practice need to be incorporated into the development 
process. For example, rapid prototyping, software product lines, architecture 
mappings from models, and software factories [32] are some, but not the only, 
relevant and related areas.  

While there is significant progress in the area of tools, it is probably fair to say is 
that today most embedded systems are still developed in procedural languages, using 
a real-time operating system. More advanced, more model-based development 
happens using control-oriented visual modeling/simulation and code generation tools 
(e.g. Matrix-X or Simulink/Stateflow). Model verification and analysis is still very 
simple, mostly because of scalability problems in the tools developed by the research 
community. The verification tools need become more robust and scalable to be 
accepted in the industrial community.  

No doubt, there is no, and probably never will be, a single overarching tool that can 
verify everything about an embedded system design and a suite of tools are needed. 
(This seems to be the experience from the VLSI/CAD field as well.) Furthermore, 
design languages will be probably very different from the analysis/verification 
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languages, and thus model transformations are necessary to build the bridge between 
design and analysis, as well as synthesis. In a bigger sense, even if industrial-grade 
tools are available, tool integration is still a significant problem that needs to be solved.  

6   Conclusions 

To conclude, we have to emphasize the fact that the design of complex, large-scale 
real-time embedded systems (like the ones we find in automobiles) is a difficult task. 
It is difficult because software design cannot be done in isolation from physical 
considerations, and thus an integrated view is needed. We believe that having models 
and motivating the designers to think in terms of these models to analyze and 
understand the design is the right first step towards creating a new development 
process that can address today’s and tomorrow’s needs.  
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