
CS 294-128: Algorithms and Uncertainty Lecture 10 Date: October 3
Instructor: Nikhil Bansal Scribe: Daniel Shaw

1 Introduction

In this lecture, we look at the Metric Task System (MTS) problem in more detail. We then
introduce the work-function algorithm and give a tight deterministic algorithm for MTS. We also
show that the primal dual framework gives a randomized algorithm that is r + log n competitive
for the unfair (rUMTS) MTS problem.

2 Metric Task System Problem

For the MTS problem, we have N ∈ S states, and a metric or distance function d(x, y) between
two states x, y ∈ N . At each time t, we get a cost vector c(t) = (c(t)(1), ..., c(t)(n)), which represents
the cost of servicing the request at each location. Given some task, we can choose to stay at the
current state or move to a different state and then process it. So the randomized version can be
viewed as follows. At each step we maintain some distribution pt, and we pay pt · ct + d(pt−1, pt)
where d(pt−1, pt) is the minimum cost to move the probability distribution from pt−1 to pt. This is
the known was the earthmover distance. If the metric is uniform, then this is just 1/2|pt − pt−1|1
or the total variation distance.

3 Unfair Metric Task System

Recall the unfair MTS (r-UMTS) problem. Here we have a parameter r ≥ 1, and the offline
algorithm pays only a 1/r fraction of the service cost when the vector ct arrives. This unfair MTS
version has several uses. For example, unfair MTS algorithms on the uniform metric can be used
recursively to design good MTS algorithms for HST metrics (and hence for general metric spaces
on n points, at the additional cost of losing an O(log n) factor). However, we will not explore this
here.

We now see a connection between r-uMTS and designing low regret algorithm in the shifting
experts setting. In particular, let L denote the loss of our shifting regret algorithm, and Lk denote
that the offline algorithm can move k times. We show that a good unfair MTS algorithm implies
a good expert algorithm.

Lemma 1 Given a r+O(log n) competitive algorithm for r−uMTS on a uniform metric, we have

L ≤ (1 + ε)Lk +
k log(n)

ε

Proof: Let us play the experts with the same distribution as the uMTS algorithm. Denote the
loss vectors as pt ∈ [0, 1]. At each time t, the expert cost can be related to the MTS cost as∑

t

pt−1ct ≤
∑
t

(pt · ct + |pt−1 − pt|1)
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Let the service cost be S and movement cost M for online MTS. Let S∗ =
∑

t p
∗t · ct and M∗ the

movement cost of the MTS algorithm, corresponding to the probabilities p∗ played by some fixed
(best) shifting expert. By the competitive guarantee we have that

S +M ≤ (r + log(n))(
S∗

r
+M∗)

Setting r = (log n)/ε, this gives

S +M ≤ (1 + ε)S∗ + log(n)(
1

ε
+ 1)M∗ =

∑
t

((1 + ε)p∗t · ct + log(n)(
1

ε
+ 1)|p∗t − p∗t−1|1) (1)

Relating this back to the expert setting, our regret is
∑

t(p
t−1 − p∗t−1) · ct. Using the triangle

inequality,

∑
t

(pt−1 − p∗t−1) · ct ≤
∑
t

pt · ct +
∑
t

|pt − pt−1|1 − p∗t · ct +
∑
t

|p∗t − p∗t−1|1

≤ S +M − S∗ +M∗

≤ (1 + ε)S∗ + log(n)(
1

ε+ 1
M∗)− S∗ +M∗)

≤ ε · S∗ + log(n)(
1

ε
+ 2)M∗

(2)
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4 Algorithms for MTS

We will prove a general theorem for any metric space. Before proving the theorem, we note the
following simplification.

Remark 2 We can assume WLOG that the cost vector at each time t is (0, ..., 0, ε, 0, ...0), known
as the elementary cost vectors.

Proof: To see this note that ct = (c1, ..., cn) can we decomposed into vectors ei, where ei denotes
the vector (0, ..., 0, ε, 0, ...0) with a very small ε in the ith coordinate. If we decompose the cost
vector into the elementary cost vectors, the offline solution will not change (since it already has
access to all the information). The online solution will have access to less information so it can
only get harder. 2

Remark: Note that this reduction does not work in the expert setting, due to the one step
lookahead issue.

Theorem 3 Any deterministic algorithm on any metric space is no better than 2n−1 competitive.

Proof: Consider any fixed online algorithm. The adversary strategy is to simply give a cost vector
(0, ..., 0, ε, 0, ...0) at the current location of online algorithm. Suppose the online algorithm at time
t is at state it. Let k denote the number of times the online algorithm moved. Hence, the total
online cost is
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ONLINE COST = (T − k)ε+
∑
t

d(it−1, it)

To show that there is a good offline solution, we will adopt a clever indirect approach. We will
construct 2n − 1 different strategies and show that in total their cost is comparable to the online
cost above. So by averaging, some strategy would give a solution that is at least 2n−1 times better
than online.

We maintain 2n− 1 offline solutions/algorithms as follows. At time t, there are 2 algorithms at
each point i 6= it, and 1 algorithm at point it. The following two observations are crucial.

If online moves at time t going from it−1 to it, the cost to change offline states is exactly
d(it−1, it), because one additional server moves from it to it−1. Moreover, the total service cost is
exactly εT . So the total offline cost is

OFFLINE COST = εT +
∑
t

d(it−1, i
t)

over the 2n − 1 algorithms, which is equivalent to the online cost plus an additional factor of kε.
The minimum distance for the metric is at least 1 and hence the online movement cost is at least
k. So, the total offline cost less than (1 + ε) times the online cost. As we can pick ε→ 0, this gives
the overall 2n− 1 ratio. 2

4.1 Work Functions

Next we look at the notion of a work function. The work function at any time maps the possible
states an algorithm can be in, to a non-negative real number. can be defined for any online algorithm
such the MTS, paging, k-server problems. In particular, wt(x) is defined as the least cost to serve
all requests until time t and end up at state x at time t.

The work function for MTS can be computed by a simple dynamic programming.

wt+1(x) = min
x′∈S

wt(x
′) + ct+1(x

′) + d(x′, x)

This recurrence is easily verified. The running time depends on the number of states and the time
horizon.

We first observe that wt(x) is non-decreasing with t.
We also note the following crucial property.

Theorem 4 wt(x)− wt(x
′) ≤ d(x, x′) forall states x, x′

Proof: This follows because one way to end up in x at time t to serve the request at time t in
position x′ and then move from x′ to x. The best way to end up in x can only be better. 2

A crucial definition is the following. A state i is pinned by another state j at time t if

w(t)(i)− w(t)(j) = d(i, j)

We say j pins i down. To see how the work function works, suppose we get some cost vector
at the next state in a MTS problem: (0, ..., 0, ε, 0, ...0), where ε is in the ith position. If a state i is
not pinned, it will rise by ε. If it is pinned, we call such a scenario tight. Consider another scenario:

3



the uniform metric of radius 1, and 2 states at time t: wt
1 and wt

2 where the d(wt
1, w

t
2) = 1. Hence

we have

wt+1
1 = wt

1

wt+1
2 = wt

2

For the k-server problem, we have to select k servers in a metric space and n servers to choose
from, and we get a stream of locations i.e. if a location needs to be served, we need to pay a cost to
move there. Paging is similar to having a k server on a uniform metric, evicting a page and adding
it to the cache.
Next, we go over another example on how the work function works. Consider the k-server scenario
where we have three states a, b, c ∈ S. Consider them points on the real line, with the order
a < b < c. Furthermore, d(a, b) = D, (b, c) = 1, and d(a, c) = D + 1. Suppose we have 2 servers in
the k-server problem x1, x2 situated at points a, b respectively. We are getting a stream of servers.
One naive approach would be to use the greedy algorithm (i.e. move the server xi that is closest
to the request). A simple counterexample happens when we only get the points b and c repeatedly.
What happens in this case is that x2 moves between b and c and x1 is not used. Ideally, we should
move x1 after around D steps.

5 Work Function Algorithm

We look at another example that uses a work function, the paging problem. There are
(
n
k

)
states.

Suppose we get a request for page r, equivalently in MTS, every state that contains r would not
move, and the other states would rise until they are pinned by some state.
For the work function algorithm, at some time t and our current position at it, we keep track of
the work function. The value of it keeps changing (based on whether we get a cost vector with ε
at position it) until it pins some state ij and we move to the state that is pinning us. Essentially
the algorithm is greedy (follow the leader) but it takes D into account.
The work function algorithm on the input defined earlier, where d(a, b) = D, (b, c) = 1, and
d(a, c) = D + 1, we get

states {a, b} {a, c} {b, c}
t = 0 0 1 D initial
t = 1 +2 +0 +0 First request at c
t = 2 +0 +2 +0 Next request at b

... ... ... ...

Theorem 5 The Work Function Algorithm is 2n−1 competitive for any metric space with bounded
diameter.

Proof: Define a potential function

φ(t) = 2
∑
i 6=it

w(t)(i) + w(t)(it)

where we are currently at state it.
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We will show that the cost of the online algorithm at time t is bounded by

ONLINE COST(t) ≤ φ(t)− φ(t− 1).

Hence, the total online cost is φ(t)− φ(t− 1) + φ(t− 1) + ...− φ(1) + φ(1)− φ(0) = φ(T )− φ(0).
which is the sum of the 2n − 1 work functions (which are within diameter of the metric space of
each other).

It remains to show how to bound the online cost. First, if online is hit by an elementary cost
vector and it does not move. Then its pays ε. Moreover, its location it in not pinned, and hence the
work function wt

i rises by ε. On the other hand, if it moves to some location, then it does not pay
a hit cost, and only pays a move cost. In this case, note that the current location must be pinned,
and as the online moves from it to it+1, the potential will go down by exactly d(it, it+1). This
happens because of the coefficients 1 and 2 in the potenial and as wt(it) = wt(it+1) + d(it, it+1),
and moreover in this case the work functions satisfy wt+1(s) = wt(s). 2

6 Primal dual method

We have the primal and dual programs.

min
∑

i,t zi,t +
∑T

t=1 ε · ypt,t max
∑T

t=1 at
∀t,
∑

i yi,t = 1 ∀t and i 6= pt, at + bi,t − bi,t+1 ≤ 0
∀t and state i, i, zi,t ≥ yi,t−1 − yi,t −ε+ at + bpt,t − bpt,t+1 ≤ 0
∀t and state i, zi,t, yi,t ≥ 0 bi,t ≤ 1

Let yi,t denote the fraction of the server in state i at time t. Let pt denote the location of the
vector (0, ..., ε, 0, ...0) that has ε cost at time t. zi,t denotes the fraction of the server in state i that

arrives at time t [1].
∑

i,t zi,t is the movement cost and
∑T

t=1 ε · ypt,t is the service cost. Define yi,t
as:

yi,t =
γ

n
exp[bi,t+1 · λ− 1]

where
λ = ln(1 +

n

2
)

where by setting γ = 1
n we can obtain r + log(n) competitive ratio.

Theorem 6 There is a r +O(log n) competitive algorithm for the unfair MTS problem (proof via
the primal/dual framework) [1].

Taking the derivative of the movement cost

dyi,t
dbi,t+1

= ln(1 +
n

γ
) · (yi,t +

γ

n
)∑

i 6=pt

dyi,t
dbi,t+1

=
∑
i 6=pt

ln(1 +
n

γ
) · (yi,t +

γ

n
)

≤ (1 + γ) · ln(1 +
n

γ
)

(3)

The service cost from a similar calculation is r ·at · (1 +γ) which is r · (1 +γ) competitive. Thus
with γ = 1

n , we have the desired competitive ratio.
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