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Instructor: Nikhil Bansal Scribe: Kiarash Mavandad

1 Introduction

We will consider the topic of Online Convex Optimization in this lecture. We review the structure
of the OCO problem, in which we have a player who is making decisions at a series of time intervals.
Once each decision is made, an adversary hits the player with some loss, which is a function of the
players decision. In today’s lecture, we will be considering the case where we are given the function
which the adversary uses to evaluate over all decisions at each time step. Over the course of the
next few lectures we will continue to delve into OCO topics such as gradient descent, regularization,
and mirror descent.

2 Online Convex Optimization

2.1 Definitions

Recall the definitions of a convex set and a convex function. A set K is convex if ∀x, y ∈ K, all the
points on the line segment connecting x and y also belong to K, so:

∀α ∈ [0, 1], αx+ (1− α)y ∈ K

A function f is convex if ∀x, y ∈ K, the line connecting f(x) and f(y) lies on or above the graph of f
between those two points. Formally we have:

f(αx+ (1− α)y) ≤ αf(x) + (1− α)f(y)

.

2.2 Setting

Our discussion begins by describing the setting of online convex optimization. We model our
decision set, K , as a convex set in Euclidean space. Furthermore, we define our convex loss
functions as ft : K 7→ R. At any finite time t, we denote our player’s decision as: xt ∈ K. The
associated loss from the player’s decision at time t is then denoted as ft(xt), and based on this
result, we might choose to move to another point, xt+1. We note that the formula for our overall
loss becomes

∑T
t=1 ft(xt), where T is our total number of time steps. We can then define the regret

of our algorithm to be the total difference between the cost of our decision with the optimal decision
over all time steps:

Regret =

T∑
t=1

ft(xt)−min
y∈K

T∑
t=1

ft(y)

.
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2.3 Basic Experts

Recall the problem of the weighted experts, where our player has to choose to take the advice of
one of n experts at each time step. This problem lends itself nicely to definition using a simplex.
That is, we can denote each decision as a vector x, with n elements, such that xi corresponds to
the probability of choosing the ith expert, and thus:

n∑
i=1

xi = 1, xi ≥ 0

Then define ct(i) as the cost of choosing the ith expert at time t, so ct denotes the cost vector at
time t. This allows us to define a cost function ft = ct

Tx.

2.4 Online Shortest Path

Consider the problem of online shortest path where our player has a graph with source node s,
and sink node t, and the objective of choosing the shortest path from s → t. After the player has
chosen his path, the adversary chooses some delays which act as weights on the edges along the
path. The naive description of this problem using an expert for each possible path provides results
in an exponential solution. Instead, it is better to model this problem in the OCO setting, where
the convex set corresponds to the polytope K of unit flows from s to t. Note that K is just a
convex combinations of all s-t paths. We can then give the adversarial chosen weight vector as wt,
which would give us a cost function of wt

Tx.

2.5 Constant Rebalanced Portfolios

Suppose we have a collection of n stocks in which we can invest at each time step. One strategy
that can do substantially better than only investing in a fixed stock in hindsight in the constant
rebalanced portfolio. For example, suppose there are two stocks A and B. On each odd say, stock A
doubles, but B halves, and on each even the reverse happens. Then if we just consider the strategies
the invest in the best stock in hindsight, no stock wins. But if we rebalanced our portfolio at the
end of each day to redistribute half of our wealth in each stock, then at the end of each day, our
wealth would increase by 1.25 times. For example, if we had put 1 in each stock initially. After
day 1 the values are 2 and 1/2. If we redistribute, we have (5/4, 5/4). After day 2, we have wealth
(5/8, 5/2) and if we redistribute we get ((5/4)2, (5/4)2) and so on.

So the set of rebalancing strategies can be much richer. Let us consider the problem where at
each time step t, we wish to give a distribution xt on how we reallocate wealth in each asset. At
each time step, we are also given an n-dimensional vector of ratios, rt, s.t. the ith element in our
vector corresponds to the ratio between the price of the ith stock at time steps t + 1 and t. This
gives us a change of wealth at each time step defined by rt

Txt. We can thus come up with the
following recurrence:

wt+1 = wt(rt
Txt)

for the wealth at time t. Using this recurrence, we see that our ultimate wealth is defined as

wT+1 = w1 ∗
T∏
t=1

(rt
Txt)
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Since our ultimate goal is to maximize this function, we can take the log. So we arrive at maximizing:

log(w1) +

T∑
t=1

log
(
rt

Txt
)

this is equivalent to

min

T∑
t=1

− log
(
rt

Txt
)

which falls in OCO setting − log is a convex function. So, a low regret bound would mean comparing
ourself to the best rebalanced portfolio in hindsight.

2.6 Matrix Recommendation Systems

Consider the problem of trying to output a matrix recommednation system such that each row
corresponds to a user, and each column corresponds to a movie. We can consider an online setting,
where at each time step, our player outputs a prediction entry from matrix Xt

ij ∈ K s.t

Xij =

{
1 if user i likes movie j

0 otherwise

and our goal is to minimize the number of mistakes. The adversary then chooses to output the
correct answer yt for this entry, which gives us a convex loss function of ft(X) = (Xij − yt)2. Our
candidate set then becomes the set of all low rank matrices, and one typically chooses K to be
convex closure of this set.

3 Gradient Descent

If we have a convex function f , which is differentiable, a very useful function which we can use for
optimization purposes is the gradient of f , ∇f . If f is in fact differentiable, then a useful property
is that f is convex if and only if

∀x, y ∈ K, f(y) ≥ f(x) +∇f(x)T(y − x)

In the case that f is not differentiable, we can define the subgradient of f to be any element of the
set of vectors which replace ∇f(x) and satisfy the previous condition.

Example: Find the gradient of f(x) = cTx.
Solution: We know that the ith component of x is multiplied by the ith component of c. This tells
us that ∇f = c.

3.1 Hessian

In the case that the function is twice differentiable, we denote the Hessian matrix as ∇2f . Using
the Taylor series expansion of a function:

f(x+ h) = f(x) + hf ′(x) +
h2

2
∗ f”(x) + ...
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we see that we can approximate

f(x+ h) ≈ f(x) +∇f(x)Th+
1

2
∗ hT(∇2f)h

If f is twice differentiable, then f is convex if and only if its Hessian matrix is positive semidefinite
(∇2f ≥ 0). This should intuitively make sense because it implies that all of our Hessian matrix’s
diagonal values should be ≥ 0.

3.2 Strongly Convex

f is α-strongly convex if

∀x, y ∈ K, f(y) ≥ f(x) +∇f(x)T(y − x) +
α

2
∗ ‖y − x‖2

We can rewrite this using the notion of a step size, h, to give us

f(x+ h) ≥ f(x) +∇f(x)Th+
α

2
∗ h2

Furthermore, we know that a function is α-strongly convex if and only if ∇2f ≥ αI.

Example: f(x) = x2

2 is 1 strongly convex because ∇2f(x) = 1

3.3 Projections

In the case that we have a point which does not exist in our convex set, we want to define a way to
find a projection of it which exists inside the set. We define this projection to be the closest point
inside the convex set to our given point. We denote the projection of a point inside a convex set K
as πK(z) = x ∈ K : ‖z − x‖ is minimized.

Theorem 1 If x = πK(z), then ∀y, ‖y − z‖ ≥ ‖x− y‖

Proof: First, note that y − z = (y − x) + (x − z). Next, we use the Pythagorean theorem for
inner product spaces, which tells us that ‖v + w‖2 = ‖v‖2 + ‖w‖2. This gives us that ‖y − z‖2 =
‖y − x‖2 + ‖x− z‖2. Now note that ‖x− z‖2 ≥ 0, with equality only occurring when x = z.
Therefore, we know ‖y − z‖2 ≥ ‖y − x‖2, and thus: ‖y − z‖ ≥ ‖x− y‖ 2

3.4 Regret Minimization

Gradient descent is an iterative technique which is used to find a local minimum for a function.
This idea can be used to help us minimize our regret in convex optimization problems. The general
algorithm starts at a point and continues to move it according to the gradient. Written explicitly,
we approach online gradient descent using the following update equation, where η is the step size:

xt + 1 = πK(xt − η∇ft(xt))

Theorem 2 Let diam(K) = D (meaning ∀x, y ∈ K, ‖x− y‖ ≤ D) and ∀x ∈ K, ‖∇ft(x)‖ ≤ G.
Then online gradient descent gives us a regret of O(DG

√
(T ))
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Proof: Let us define a function which corresponds to the distance between our estimate at xt and
the optimal solution y, normalized by our step size

φ(t) =
1

2η
‖xt − y‖2

We are ultimately trying to get a bound on our regret:
∑T

t=1 ft(xt)−
∑T

t=1 ft(y)
To do this, we will show that

ONcost(t)−OFFcost(t) + φ(t+ 1)− φ(t) ≤ η|∇ft‖2

Summing up over all time steps, will give that

On−Off ≤ φ(T + 1)− φ(0) + ηG2T ≤ D2/η + ηG2T

And setting η = DG
√
T will give the result.

As ONcost = ft(xt) and OFFcost = ft(y), and ft(xt) − ft(y) ≤ ∇ft(xt) · (xt − y) it suffices to
show that

∇ft(xt) · (xt − y) + φ(t+ 1)− φ(t) ≤ η|∇ft‖2 (1)

Now we consider φ(t+ 1)− φ(t) term:

φ(t+ 1)− φ(t) =
1

2η
[‖xt+1 − y‖2 − ‖xt − y‖2 =

1

2η
[‖πK(xt − η∇ft(xt))− y‖ − ‖xt − y‖2]

Since we are trying to upper bound this expression, we use the fact that removing the projection
will only increase the value of our expression by the Projection Theorem, and hence

φ(t+ 1)− φ(t) =
1

2η
[‖(xt − y)− η∇ft‖2 − ‖xt − y‖2]

Using the fact that ‖a− b‖2 = ‖a‖2 + ‖b‖2 − 2ab:

φ(t+ 1)− φ(t) =
1

2η
[‖(xt − y)‖2 + η2‖∇ft(xt)‖2 − 2(xt − y)η∇ft(xt)

=
η

2
‖∇ft‖2 − (xt − y)∇ft(xt)

Plugging this in (1) gives the result. 2

Theorem 3 If ft is α-strongly convex, then we can achieve a regret of 1
2αG

2 ln(T )

Proof: We choose our η = 1
αt for this proof. We use the same definition for phi, which gives us:

φ(t) =
1

2η
‖xt − y‖2 =

α

2
t‖xt − y‖2

We continue in a similar way, trying to achieve an upper bound on:

ONcost(t)−OFFcost(t) + φ(t+ 1)− φ(t)

This time we use the fact that our function is strongly convex, so:

ft(xt)− ft(yt) ≤ ∇ft(xt) · (xt − y)− α

2
‖xt − y‖2

Proof was continued in the next lecture
2
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