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1 Introduction

We continue with the expert learning setting. We will prove a refined bound of Regret ≤ logn
η +∑

i ηp
t (i) lt(i)

2
for standard experts. Furthermore, a Bandit Setting will be described, and for the

gain version it will be shown that gain E [G] ≥ (1 − ε)Gi + O(n logn
ε2

) can be achieved. A better
algorithm for the bandit setting will be given in the next lecture.

We begin by recalling the prediction problem where, at each round, we have a probability
distribution pt over the experts and a gain vector gt ε [0, 1]n. To maximize our gain

∑
t ptgt, in the

RWM algorithm we choose an expert i with probability pt+1(i) = wt+1(i)/(
∑

i′ wt+1(i
′), and update

the weights as wt+1(i) = wt(i)(1+εgt(i)). It was shown that for cumulative gain GT =
∑T

t=1 pt · gt,
we have GT ≥ (1− ε)Gi −

logn
ε .

2 Bandit Setting

Note that to run RWM, we need to know the gain gt. However, in many situations one may only
receive feedback on the gain of the particular expert played. In particular, the algorithm plays
expert it at time t, it only learns gt(ti). This is called the bandit setting.

It is known that the best possible regret in the bandit setting is O(
√
nT ) (note the dependence on

n is n1/2 as opposed to (logn)1/2 for the full-information setting). We first give a heuristic argument
why the n1/2 dependence is necessary. A formal argument based on KL-divergence will be seen
later in the course. Later we will prove bounds of O((n1/3 log1/3 n)T 2/3) and O((n log n)T )1/2.

Lower Bound Sketch: Let us consider a puzzle. Assume we have 2 coins, one with probability
1/2 to be head and another with probability 1/2 + ε to be Heads. How many coin tosses to we
need to figure out (with some reasonable probability) which coin is biased.

The answer is that we will need about 1/ε2 tosses. The reason is that after T tosses, we expect
the fair coin to have T

2 ±
√
T Heads, and the weighted coin to have (1/2 + ε)T ±

√
T Heads. So to

distinguish them the bias of εT must be at least comparable to the “noise”
√
T , and so T must be

Ω(1/ε2). L
Now, extending this example to experts, suppose there are n experts where one expert has

probability 1/2 + ε while the rest have probability 1/2 to be correct. To distinguish the biased
(best) expert, we must play each expert about 1/ε2 times, and hence about n/ε2 times on total. At
each such exploration step, we will incur an expect regret of ε (as the optimum strategy just goes
with the best expert). So Regret is εT = ε n

ε2
= n

ε . Parameterizing ε = (n/T )1/2 as a function of T ,

we get a lower bound of
√
nT for a game consisting of T steps.
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2.1 A refined Regret Bound

Fix an η. Let lt be a loss vector at time t. Consider the algorithm in the full information setting
with update rule

pt+1(i) =
pt(i)e

−ηlt(i)

N(t+ 1)

where N(t + 1) is the normalization
∑

i pt(i + 1) = pt(i)e
−ηli(t) This variant is called the Hedge

algorithm.

Theorem 1 Fix η and let lt be such that ηlt ∈ [−∞, 1], then the above algorithm has regret

log n

η
+
∑
i

ηpt(i)lt(i)
2

We will give a potential function proof for this using KL-divergences.
Given discrete probability distribution p and q on n points, the KL-divergence D(p‖q) is defined

as
D(p‖q) =

∑
i

pi log(pi/qi) = Ep[log(
p

q
)] = Ep[− log(

q

p
)]

This is also referred to as relative entropy and has the interpretation as the number of extra bits
need to encode elements coming according to distribution p using a code that has been optimized
for distribution q. For relatively entropy to be well-defined, we require that each qi > 0.

Some simple properties:

1. D(p‖p) = 0 for any p. This follows directly by definition.

2. D(p‖q) ≥ 0 for any p, q. This follows by noting that − log x is a convex function in its domain
and thus,

D(p‖q) = Ep[− log
q

p
] ≥ − log(Ep[

q

p
]) = − log 1 = 0

Here we use Jensen’s inequality, E[f(x)] ≥ f(E[x]) for any convex function f .

3. D(p‖Un) = log n − H(p), where Un is the uniform distribution on n items, and H(p) =∑
i pi log(1/pi) is the entropy of p. This follows directly by the definition of relative entropy.

We can now prove the Theorem.

Proof: Let p∗ be the fixed distribution of the optimum offline algorithm. Let On(t) = pt · lt
and OFF (t) = p∗lt denote the cost incurred by online and offline at time t. We consider the
KL-divergence of p∗ and pt as the potential at time t

Φ(t) =
1

η
D(p∗‖pt)

We will show that at each time step t,

On(t)−Off(t) + Φ(t+ 1)− Φ(t) ≤ η
∑
i

pt(i)l
2
t (i) (1)
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Summing up over time, gives the regret is at most∑
t

η
∑
i

pt(i)l
2
t (i) + Φ(0)− Φ(T + 1) ≤

∑
t

η
∑
i

pt(i)l
2
t (i) + (lnn)/η

where we use that Φ(T + 1) ≥ 0 and Φ(0) = D(p∗‖Un) ≤ log n, assuming the online algorithm
starts from the uniform distribution.

It remains to show .

∆Φ = Φ(t+ 1)− Φ(t) =
1

η
(Ep∗ [log

p∗

pt+1
]− Ep∗ [log

p∗

pt
])

=
1

η
Ep∗ [log

pt
pt+1

] =
1

η
Ep∗ [log

N(t+ 1)

e−ηlt(i)
]

= Ep∗ [ηlt(i) + logN(t+ 1)] = p∗ · lt +
1

η
logN(t+ 1)

To reduce further,

N(t+ 1) =
∑
i

pi
te−ηli(t) ≤

∑
i

pi
t(1− ηli (t) + η2li

2 (t))

where use that e−x ≤ 1 − x + x2 , x ε [−1,∞]. This is precisely where we use the bound in the
Theorem statement on the losses. As log(1 + x) ≤ x for all x ∈ (−1,∞), we obtain

logN(t+ 1) ≤ −ηptlt + η2pt(i)lt(i)
2
.

This gives that

On(t)−Off(t) + Φ(t+ 1)− Φ(t)

= pt · lt − p∗ · lt + p∗ · lt +
1

η
logN(t+ 1)

= pt · lt +
1

η
logN(t+ 1)

≤ pt · lt +
1

η
(−ηptlt + η2pt(i)lt(i)

2
) =

∑
i

ηpt(i)l
2
t (i)

2

We will see another proof of the theorem above using a Primal Dual approach in the next
lecture.

2.2 Bandit Regret

We show a weaker regret bound what depends on time as T 2/3. Suppose the gain vector gt ∈ [0, 1]n.
Recall that in the full information setting, RWM achieves the following guarantee.

Theorem 2 For any ε ≤ 1/2, The expected regret E[R] = E[G]−G∗ ≤ εG∗ − logn
ε .

As usual, the analogous bounds also holds for gt ∈ [−1, 1]n.
In the bandit setting, we cannot see gt and only see gt(it), we we play it at time t. But we will

use the above to show the following.

3



Theorem 3 If gt ∈ [0, 1]n. E[G] ≥ (1− ε)Gi −O(nlogn
ε2

).

Crucially, note the second term. The numerator is n log n instead of log n in the full information
setting and denominator is 1/ε2 instead of 1/ε. Also, for gains in [−1, 1]n, the regret is bounded
by εT + (n log n)/ε2. Optimizing ε, we get a regret bound of O((n log n)1/3T 2/3). The analysis is
identical to the case of gains in [0, 1]n.

Proof: The main idea is the following. The bandit algorithm will run a copy of the RWM with fake
gain vectors g̃t, where g̃t will be an unbiased estimator for the actual gain vector gt. We will call
this the “fake” game. The bandit algorithm will use the probabilities pt given by the fake RWM,
to play its “real” game.

We now give the details. Let pt be the probabilities given by RWM at time t. The bandit
algorithm plays an expert it with probability qt(it) = pt(it). It then creates the gain vector g̃t
defined as g̃t(j) = g(j)/qt(j) if j = it and g̃t(j) = 0 otherwise. Note that g̃t is a random gain vector
that depends on the outcome it. Formally, it should be written as g̃itt , but we follow the standard
literature and just write it as g̃t.

Crucially, note that E[g̃t] = gt, where the expectation in taken over the random choice of it. In
particular, for every coordinate j, E[g̃t(j)] = gt(j). Now, the bandit will run the RWM game with
g̃t and to obtain pt+1 and use these to play the bandit game.

The second important observation is that our expect regret in the bandit game will be no worse
than in RWM. So, one could hope to use Theorem 2. In particular, in the fake game, the gain G̃
satisfies

E[G̃] =
∑
t

Et[ptg̃t] ≥ (1− ε)E[G̃∗]− ρ log n/ε

where ρ is the width of the vectors g̃.
Now, as Et[g̃t] = g, we have Et[ptg̃t] = ptgt. For the same reason, the overall gain for a fixed

expert i satisfies E[G̃i] = E[Gi]. Moreover, As expectation of maximum of any collection of random
variables satisfies E[maxXi] ≥ maxE[Xi], this gives E[G̃∗] ≥ G∗ and hence

E[G̃] =
∑
t

ptgt ≥ (1− ε)G∗ − ρ log n/ε

However, the problem is that if some entries pt(i) are very small, then the entries of g̃ can be
aribtrarily large, and we do not get any meaningful regret guarantee. So, a crucial idea is to reduce
the width by adding a small fraction of the uniform distribution to qt. In particular, the bandit
plays with probabilities

qt(i) = (1− γ) pt(i) +
γ

n

Note that as qt(i) ≥ γ/n, and gt(i) ≤ 1, this will ensure that g̃(i) ≤ n/γ for any i and so the
width is bounded by γ/n. Moreover, as qt(i) ≥ (1 − γ)pt(i), the gain of the bandit algorithm can
be related to the gain of RWM also.

We now finish the analysis. As the width ρ ≤ n
γ , the fake gain satisfies

E[G̃] ≥ (1− ε)E[G̃∗] +
n

γ

log n

ε

, and the bandit gain in the real game satisfies

E[G] = qtgt ≥ (1− γ)ptgt.
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Together with E[G̃∗] ≥ E[G∗], we have

E[G] ≥ (1− γ) (1− ε)− E[
(1− γ)n

γ

log n

ε

. To optimize, we set γ = ε, and use (1− ε)2 ≈ 1− 2ε for ε small enough to obtain

E[G] ≥ (1− ε)G∗ +
n log n

ε

2

2
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