
LNMB: Randomized Algorithms Lecture 1 Date: Mar 1, 2021
Instructor: Nikhil Bansal

1 Introduction

Randomness is a very powerful idea in discrete mathematics and algorithms. It provides a very
useful way to think about problems, even where you do not expect probability to play any role at
first glance. This is a huge area, and this course will give a brief glimpse into it.

To get a sense of this, let us consider a few motivating puzzles.

1.1 Puzzle 1: Checking identities

Suppose we are given three n× n matrices A,B and C. We would like to check if C = AB or not?

Of course, we can compute the product AB in O(n3) time or in O(n2.376) using faster multipli-
cation and check if C = AB.

But can we do this check faster, say in O(n2) time?

Solution. Pick a random vector x where each entry is 0 or 1 randomly. Compute A(Bx) and
Cx. If they are equal, say YES, else say NO.

As matrix times a vector can be computed in O(n2) time, this takes O(n2) time.

Correctness. Clearly if AB = C, then the algorithm always says YES as ABx = Cx for every
x. The following shows that the algorithm can actually detect AB 6= C with reasonable chance.

Theorem 1. If AB 6= C, then with probability at least 1/2, the algorithm returns NO.

Proof. We claim that if M is any matrix with at least one non-zero entry, then for the random x,
Pr[Mx = 0] ≤ 1/2. This will imply the result M = AB − C.

We now prove the claim. Suppose the first column of M has some non-zero entry. Let x = (x1, y)
where y = (x2, . . . , xn). Let us fix the outcome of y (and allow x1 to be random) we have two cases:

(i) If My = 0, then with probability 1/2, x1 = 1 and hence Mx = Mx1 6= 0.

(ii) If My 6= 0, then with probability 1/2, x1 = 0 and hence Mx = My 6= 0.

So no matter what y is, the claim always holds.

Amplification by repetition. So if C 6= AB, we can detect this with probability at least 1/2.

Remark: Let us make sure we understand what this means. The theorem is not saying that
the algorithm only works correctly for half the fraction of matrices A,B and C. This would be a
useless algorithm. It is saying that for every input A,B,C that is given it will answer correctly
with probability at least 1/2 (where the probability is over the random choice of x)!

While the probability 1/2 of detecting error might sound terrible at first glance, if repeat this
algorithm k times (say k = 100) by picking x independently and randomly each time, we get:

(i) If AB = C the algorithm says YES each of the k times.
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(ii) If AB =6= C, we will detect this with probability at least 1− 2−k (as the probability it says
YES each of the k times is at most 2−k).

This is good enough in practice, or you can set k = 1000.

1.2 Puzzle 2: Computing averages secretly

Suppose there are n people working at a company. They know their own salaries, but they are
curious and would like to know what is the average salary. Can they do this in such a way such
that no person reveals any information about their own salary to anyone else, but still they all
figure out the average salary?

Solution: Pick a huge number M (much larger than any salary, say like 10100). Person 1 picks a
random number x between −M and M , adds his salary to it, and tells it to person 2. Then person
2 add his salary to this number and ends it to person 3, and so on. At the end, person n adds his
salary to the number he receives and sends it to player 1. Player 1 them subtracts x from this sum,
divides it by n and broadcasts this to everyone.

We will not do a formal proof of correctness here, but you should see that, the average is
computed and during this protocol players 2, . . . , n basically see a random number and get no
information. Moreover player 1 only knows x, and hears back x+ S where S is the sum of all the
salaries.

1.3 Puzzle 3: Low communication

Suppose there are two n bit files A and B at different locations (think of these as two copies of a huge
1TB database). We want to check whether they are identical. Of course, we could transfer A to
B’s location and compare them bit by bit. But our goal is to do this with minimal communication.

One can show that deterministically one basically needs to compare all the n bits.

Turns out one can do it using O(log n) bits with randomization. Note that we would like to
detect the error if the files just differ in one bit somewhere.

Theorem 2. There is an algorithm that uses O(log n) bits of communication and,

(i) Always answers Yes if the files are identical.

(ii) Answers No with probability at least 8/9 if the files are not identical.

Solution. Pick a prime number between 10n and 20n (this can be done efficiently by picking a
random number and efficiently checking if it is a prime, but let us ignore this point).

Let A = a1 · · · an and B = b1 · · · bn where ai, bi are the i-th bits of files A and B.

Consider the polynomial A(x) =
∑n

i=1 aix
i−1 and B(x) =

∑n
i=1 bix

i−1.

Player 1 picks a random point z ∈ Fp evaluate A(z) and sends (p, z, A(z)) to player 2. Player 2
evaluates B(z). If B(z) = A(z) it says YES, else NO.

Note that the communication is only 3 log p = O(log n) bits. (Also, while evaluating the poly-
nomials, all computations can be done modulo p, so that the intermediate numbers stay bounded).
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Correctness. Clearly if A = B, the algorithm always returns yes.

Otherwise, if A 6= B, the consider the non-zero polynomial A(x)−B(x). It is of degree at most
n. As a degree n polynomial can have at most n roots in any field, there at most n values of z where
A(z) = B(z). Since p ≥ 10n, the algorithm will correctly report No for the remaining p − n ≥ 9n
values of z.

1.4 Puzzle 4: Streaming

Suppose there is a long stream a1, . . . , am of tokens passing by. E.g. these can be IP addresses of
various packets going through a network during the day. Let us say a token can be one of n types.
We would like to know how many distinct items are there in the stream.

If we had n space, this would be very easy. We could just a maintain an array of size n, where
the j-bit is 0 or 1 depending on whether we ever saw a token of type j.

The problem is that this is quite memory intensive. Here is a surprising result which shows that
one can compute this arbitrarily accurately using randomization with just O(log n) bits. Note that
this space in barely enough to store a constant number of counts.

Theorem 3. For any accuracy parameter ε > 0 (say 0.01) and δ > 0, there is a randomized
algorithm that estimates the number of distinct items within 1± ε factor, with probability 1− δ, and
uses O( 1

ε2
log(1/δ) log n) bits of space.

There is the area of streaming and sublinear algorithms, which is very popular these days due
to big data. We will this and more in detail in the course.

Remark: The result above also works if tokens can both enter and leave. More formally, a token
ai is a tuple (ji, ci) where ji ∈ [n] is the type of i and ci is an integer (possibly negative). E.g.
(5,−7) means remove 7 items of type 5. Let nj =

∑
i:ai=j

ci denote the overall frequency of type
j. Then we wish to determine the number of j such that nj 6= 0.

1.5 Puzzle 5: Strategy design and expert prediction

Suppose there are n bins. Each day, we choose a bin, and then a ball arrives in one of the bins. If
the ball arrived in the bin we picked, we gain 1, otherwise we get 0. This happens every day, and
the game stops when some bin reaches T balls. Our goal is to come with a strategy to maximize
our gain.

Note that any deterministic algorithm is doomed. The adversary (who knows our strategy) will
always put ball in a bin where we did not pick, resulting in 0 gain.

What can we do with randomization? What is the gain if we pick a random bin? Here is a very
surprising result.

Theorem 4. Given any ε > 0, there is a randomized strategy with expected gain ≥ T −
√
T log n.

This is a special case of a very general setting, and these ideas have various surprising applications
in algorithms, machine learning and game theory. We will see some of this in the course.
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1.6 Puzzle 6: Cliques and Coloring: Probabilistic method

Randomness is also very useful to show the existence of objects, which are otherwise very hard to
construct. This leads to the so-called probabilistic method. We will only touch this briefly in this
course. There is a nice Mastermath course on this topic, and we refer to the excellent book by Alon
and Spencer.

Let χ(G) denote the chromatic number (the minimum colors needs for a valid coloring of vertices)
of G. Clearly, if the graph a clique of size k, then χ(G) ≥ k. Let ω(G) denote the clique number
of G (the size of the maximum clique).

Are there graphs with small ω(G), but large χ(G). In other words, any valid coloring requires
a lot of colors, even though there are no large cliques.

Indeed this it true in a very strong sense.

Theorem 5. For every n, there are graphs on n vertices with ω(G) ≤ 3 log n and yet χ(G) ≥
n/(3 log n).

In fact, a random graph on n vertices where each edge is picked randomly with probability 1/2,
will satisfy this with very high probability. We will show this (very easily) in the next class.

So, even though almost every graph will satisfy this property, yet, no one still knows how to
explicitly construct anything remotely close to such a graph!

This makes the probabilistic method a very powerful and an intriguing technique.

1.7 Puzzle 7: Computing the volume of convex bodies

Let K be a convex body in Rn. Recall that K is convex iff for any points x, y ∈ K, the line joining
them αx+ (1− α)y, α ∈ [0, 1] is also in K.

We would like to compute the volume of K. Typically, writing down the description of K
already requires space exponential in n, so one typically assumes that K is described implicitly by
a membership oracle: that given a query point q answers whether q ∈ K or not.

For concreteness, one assumes that 0 ∈ K and K contains (say) a ball of radius at least 1/n100

and is contained in a ball of radius n100.

Amazingly, it turns out that any deterministic algorithm that makes polynomial number of
queries cannot determine K even approximately to a factor exponential in n. Here is actually a
proof sketch of this surprising result.

Proof. (Sketch) Consider the adversarial strategy for the membership oracle that always says yes,
if the query q lies inside the unit radius ball B, and no if q is outside the ball. Then after querying
points q1, . . . , qm, we still cannot distinguish whether the body K is the ball B or the convex hull
of q1, . . . , qm.

It is a nice exercise to show that no matter what q1, . . . , qm are, K’s volume is at most m/2n

times that of the unit ball B. (Hint: show that K is contained in the union of balls Bi of radius
qi/2 centered at qi/2. But for each i, the volume vol(Bi) is at most 2−n times the volume of B.
Let p = λiqi, where λi ≥ 0 and

∑
i λi = 1 be a point in the convex hull. Then, if p is not in union

of the balls, then the angles 0, p, qi are acute for all i, and hence 〈p, p − qi〉 > 0. Now multiplying
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by λi and taking a convex combination gives 〈p, (
∑

i λi)p−
∑

i λiqi〉 > 0, but this is a contradiction
as the left side is 0 by the definition of p).

Surprisingly, Dyer, Frieze and Kannan showed the following.

Theorem 6. There is a randomized algorithm that for any convex body K, and any ε > 0, runs in
time polynomial in n (the dimension) and computes the volume of K to within 1 + ε factor, with
high probability.

This algorithm is based on random walks and Markov chain approach. We will not talk much
about these methods in this class, but they are very powerful and useful and it is good to know
that they are out there.
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