
LNMB: Randomized Algorithms Lecture 2 Date: Mar 8, 2021
Instructor: Nikhil Bansal

Today will look at some basic randomized algorithms and see how to analyze them. Later we
will look at some basic applications of the probabilistic method.

1 Some basic Randomized Algorithms

Let us first define what is randomized algorithm. These are algorithms, that given an input, also
have access to random bits during their execution (in other words, they can toss coins during their
execution). A very crucial point is that we do not make any randomness assumption about the
input (the input is worst case). The randomness is only over the internal random coin tosses of the
algorithm. This will become more clear in the examples below.

1.1 Pattern Matching.

Given a string A of length n and a pattern B of length m ≤ n. Find all occurrences of B in A.

Naively this takes time O(nm), as we can check for B at every possible starting location of A.
There is a clever (and complicated) O(n) deterministic time algorithm by Knuth, Morris and Pratt.

But here is a very simple randomized algorithm with the following properties.

Theorem 1. There is a randomized algorithm that runs in O(n) time, and (i) it finds all occur-
rences of B in A. (ii) It returns a false match with probability at most n−8.

Remark: There is nothing special about n−8 (and we can make it lower by repetition or choosing
other parameters). Even though the algorithm can make an error occasionally, we can actually fix
this by just checking (in additional m time) that the answer returned is actually a match.

Let A = (a0, a1, . . . , an−1) and B = (b0, . . . , bm−1). Let Ai be the substring (ai, ai+1, . . . , ai+m−1)
of length m and let us define the polynomials

Ai(x) =
m−1∑
k=0

xm−1−kai+k and B(x) =
m−1∑
k=0

xm−1−kbk.

Algorithm. Fix a prime p ∈ [n10, 2n10]. Pick a random z ∈ Fp.

For i = 0, . . . , n−m, we check if Ai(z) = B(z) (again we work modulo p).

The point is that given Ai(z), we can evaluate the next quantity Ai+1(z) using only O(1)
computations as

Ai+1(z) = zAi(z)− zmai + ai+m.

So, checking if Ai(z) = B(z) for all i takes only O(n) time.
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Correctness. Clearly, whenever Ai = B, we will find the match. If Ai 6= B, then the polynomial
Ai(z) − B(z) 6= 0 and has degree m, so at most m values of z for which it can be zero. Since z
was random there is only m/p chance. Since there are n possible locations for i, applying a union
bound, the probability of getting any false match is at most n ·m/p ≤ n−8.

1.2 Finding the k-th element, or median finding.

Here, given n numbers a1, . . . , an and some integer k ≤ n, we want to find the k-the largest element.
Let assume that the numbers are distinct (or ties can be broken in some order).

We can solve this by sorting in O(n log n) time, but there is a classical (but tricky) O(n) time
deterministic algorithm due to Blum et al.

Here is a very simple randomized algorithm.

1. Pick a random element as pivot. Call it a. Compare each element to a. Let L be the list of
elements smaller than a, and B be the list of those greater than a.

2. If k ≤ |L|, recurse on finding the k-element in L. If k = |L| + 1, return a as the answer. If
k > |L|+ 1, recurse on finding the k − (|L|+ 1)-th largest element in B.

We will prove the following.

Theorem 2. For any k and any list of n numbers, the algorithm finds the k-th element in expected
time at most 4n.

Note that the algorithm always returns the right answer (there is no chance of error like in our
previous examples). Here, randomness only affects the running time.

Proof. As the problem breaks recursively into a problem of the same type, it is natural to write a
recurrence just like we would for deterministic algorithms.

Let T (n) denote the expected time for a list of n numbers (for the worst possible choice of k).
We either recurse on L (which will have expected time T (i− 1)) or on B (which will have expected
time T (n− i), and spend n time on comparing the pivot with other elements. So if pivot was i-th
largest element, then the expected running time is at most

n + max(T (i− 1), T (n− i))

Now the crucial point is that since the pivot is random, i takes each value from 1 to n with
probability 1/n. This gives

T (n) ≤ n +
1

n

n∑
i=1

max(T (i− 1), T (n− i)

As T (c) ≤ T (d) for c < d, taking bigger of the two terms in each case gives,

T (n) ≤ n +
2

n

n∑
i=n/2+1

T (i)

(we will not worry about ceilings or floors in n/2 as they do not really matter). It is easy to check
that T (n) = 4n satisfies this recurrence.
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1.3 Quicksort

We are given numbers a1 < . . . < an ( assume they are distinct) in some arbitrary order, and we
wish to sort them.

The Quicksort algorithm works as follows.

1. Pick a random pivot ak. Compare each number with the pivot, and divide the list into
elements smaller than ak (call this L<k), and those larger (call it L>k).

2. Recursively sort L<k and L>k, and append these with ak in between to return the sorted list.

Analysis. We will prove that

Theorem 3. The expected number of comparisons is at most 2n lnn.

Proof. For i < j, let Xij be the indicator that ai and j are compared. We will show that,

E[Xij ] =
2

j − i + 1
.

This will imply the result as, by linearity of expectation, the expected total number of comparisons
X satisfies

E[X] =
∑
i

∑
j>i

E[Xij ] =
∑
i

∑
j>i

2

j − i + 1
≤

∑
i

(2 lnn) = 2n lnn.

So it remains to show E[Xij ] = 2/(j − i + 1). The key observation is just this: Consider the
numbers ai, . . . , aj . As long as no pivot has been chosen among these elements, they will all appear
together in some list. Once some pivot ak is chosen with i ≤ k ≤ j,

1. If k 6= {i, j}. Then ai and aj will be placed in separate lists and will never be compared
again.

2. If k = i or k = j, then ai and aj will be compared.

Since a pivot is chosen randomly every time, there is exactly 2/(j − i + 1) probability of this
happening.

1.4 Karger’s Min-Cut Contraction Algorithm

Check the link on the website for figures and description of the basics. We give below a brief
summary.

A contration step picks a random edge and contracts the two end-points of that edge. We delete
the self-loops, but keep the multi-edges. The contraction algorithm keeps applying contraction
steps until two vertices are left. It then returns the corresponding cut.

Theorem 4. Fix any mincut (S, S). The contraction algorithm returns this cut with probability at
least 2/(n(n− 1)).

Observe that as a corollary this implies that any connected graph has at most n(n − 1)/2
minimum cuts.
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Proof. Let k denote the size of the min-cut of G. Then the minimum degree ≥ k and hence the
number of edges m ≥ nk/2. So the probability (S, S) survives the first contraction step is at least
1− k/m ≥ 1− 2/n.

A second observation is that even if G has been contracted to some j vertices, each vertex has
degree at least k. This is because a vertex v in the contracted graph G′ corresponds to some subset
Av of vertices in G, and the degree of v in G′ is exactly the number of edges in the cut (Av, Av) in
G, which is at least k.

At there are n − i + 1 vertices at contraction step i, the probability of surviving at step i
(conditioned on having survived in all the previous steps) is at least 1− 2/(n− i + 1). This gives
that the overall probability of survival is at least

n−2∏
i=1

(1− 2

n− i + 1
) =

2

n(n− 1)
.

Formally, let Ai denote the event that (S, S) survives the contraction in step i. Then, we have

Pr[A1 ∩ · · · ∩An−2] =
n−2∏
i=1

Pr[Ai|A1 ∩ · · · ∩Ai−1] ≥
n−2∏
i=1

(1− 2

n− i + 1
) =

2

n(n− 1)
.

We can repeat this algorithm say 100n2 times, and return the smallest cut. This ensures that
the algorithm succeeds with probability at least 1− (1− 2/n(n− 1))100n(n−1) ≥ 1− e−50 (where we
use 1− x ≤ e−x).

The random contraction algorithm can be implemented in time O(n2). So, the overall running
time to get constant success probability is O(n4). This is quite high.

We now reduce this running time to O(n2 log2 n).

1.5 Better Amplification

The key idea is the following. The chance of a cut not surviving a contraction step gets substantially
larger as the size only when the contracted graph G′ gets substantially smaller. On the other hand,
when G′ is much smaller, the running time should be much lower.

The trick below tries to trade this off in a clever way (we amplify only when the failure probability
starts to get high).

A key observation is the following: Starting from a graph G on n vertices, if we apply the
contraction steps until size reduces to r = n/

√
2, the probability that the cut survives is at least

(1− 2

n
)(1− 2

n− 1
) · (1− 2

r + 1
) =

r(r − 1)

n(n− 1)
≈ 1

2
.

So now consider the following algorithm:

(i) If G has 2 vertices terminate and return the cut.

(ii) Otherwise, do the following twice. Starting from G on n vertices, apply the contraction
algorithm until there are n/

√
2 vertices left. Call the resulting graph G1 and G2.

(iii) Go to step (i) and recurse on G1 and G2.

Finally, choose the best of the all the cuts returned by the algorithm.
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Theorem 5. The running time is O(n2 log n).

Proof. Applying contraction to G until its size becomes n/
√

2 takes time O(n2). So we get the
recursion for the overall running time S(n) = 2S(n/

√
2)+O(n2). It is easily checked that this gives

S(n) = O(n2 log n).

In the homework exercise you will show that the probability that a particular min-cut (S, S)
survives in at least one of the returned solutions, is at least Ω(1/ log n).

In other words, the overall algorithm runs in O(n2 log n) time and has an Ω(1/ log n) probability
of returning a minimum cut. Now, repeating this algorithm O(log n) times gives a constant success
probability.
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