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Instructor: Nikhil Bansal

Suppose we are considering hash functions from [n] to [m]. What does it really mean to “pick a
random has function h”? We want each value h(i) for i ∈ [n] to be ”randomly mapped” to a value
in [m].

If we think a bit about this, what this really means is that out of mn possible functions from
[n] to [m], we pick one of these functions uniformly at random.

1 Limited independence

We saw streaming algorithms for computing the `0 and `2-norm of frequencies in O(log n) bit-space,
assuming a suitable random hash function.

But there is a problem. E.g. for `2 norms we used random function h from [n] to {−1, 1}. But
as there are 2n such functions h, we need at least n bits to even just store this function (we use the
same value of h(i), every time we see i)!

Turns out there is a way to fix this problem. This leads us to understanding the notion of
independence in a more fine-grained way.

k-wise independent random variables Suppose X1, . . . , Xr are random variables (on some
probability space), and k � r.

Definition 1. We say that X1, . . . , Xr are k-wise independent, if for every k distinct indices
i1, i2, . . . , ik ∈ [r], the random variables Xi1 , . . . , Xik are independent.

In particular, this means that for any outcomes a1, . . . , ak

Pr[Xi1 = a1, Xi2 = a2, . . . , Xik = ak] = Pr[Xi1 = a1] Pr[Xi2 = a2] · · ·Pr[Xik = ak]

Example. Suppose r = 3, and X1, X2, X3 are 0-1 r.v.’s with Pr[Xi = 1] = 1/2 for i = 1, 2, 3.

1. ThenX1, X2, X3 being independent means that each of the outcomes (0, 0, 0), (0, 0, 1), . . . , (1, 1, 1)
for (X1, X2, X3) occurs with probability 1/8.

2. Now suppose (X1, X2, X3) takes values (0, 0, 0), (0, 1, 1), (1, 0, 1) or (1, 1, 0) with probability
1/4 each. Then (check that) this is 2-wise independent. But clearly not independent (e.g. in
each outcome X1 +X2 +X3 is even).

Hash functions. Let us now consider hash functions from [n] to [m]. A hash-family H is simply
some collection of hash functions, say H = {h1, . . . , h`}. We say that this family has size `.

Definition 2. A hash family H of functions (from [n] to [m]) is k-wise independent , if for every
k distinct i1, . . . , ik ∈ [n] in the domain, and any k values j1, . . . , jk ∈ [m] (not necessarily distinct)
in the range,

Pr
h∈H

[h(i1) = j1, h(i2) = j2, . . . , h(ik) = jk] =
1

mk
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In other words, if we consider any k locations i1, i2, . . . , ik, and pick h randomly from H, then
h looks like a random function on these indices.

Remark: This concept can be confusing, so make sure you understand it well.

Examples.

1. For j ∈ [m] let hj be the function that has value hj(i) = j for each i ∈ [n]. The family
H = {h1, . . . , hm} is 1-wise independent.

This is because if we fix any i ∈ [n], and pick a random h from H, then h(i) takes each value
in [m] with equal probability. That is,

Pr
h

[h(i) = j] = 1/m for all j ∈ [m]

2. Similarly, convince yourself that the family H of all possible mn functions from [n] to [m] is
n-wise independent (or just independent).

3. Consider hash functions h from {1, 2, 3} to {0, 1}. Consider the family of four functions
H = {h1, h2, h3, h4} where

h1(1) = 0, h1(2) = 0, h1(3) = 0

h2(1) = 0, h2(2) = 1, h2(3) = 1

h3(1) = 1, h3(2) = 0, h3(3) = 1

h4(1) = 1, h4(2) = 1, h4(3) = 0

Check that this is 2− wise independent family of hash functions from [3]→ {0, 1}

1.1 Small families of hash functions.

If we only require k-wise independent hash functions, then small families exist. For simplicity we
only consider the case of n = m and n prime. This is an extensively studied topic and much more
is known.

Example. For k = 2, consider the hash family of size n2, where each hash function h is indexed
by a, b ∈ {0, . . . , n− 1} and defined as

ha,b(x) = ax+ b mod n

To see that this is 2-wise independent, we need to check that for any i1 6= i2, and any j1, j2 ∈
{0, . . . , n− 1}

Pr
h

[h(i1) = j1, h(i2) = j2] =
1

n2

(Check that) this is same as showing that there is exactly one choice of a, b for which

ai1 + b = j1 and ai2 + b = j2

This is clear as these are two linear equations with two unknowns (over the field Fn), and the
equations are not linearly dependent (as i1 6= i2).

We have the following more general construction.
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Theorem 3. For any k and n, where n is prime, there is a k-wise independent family of hash
functions from Fn = {0, 1, . . . , n − 1} to Fn of size nk. Each hash function is described by k
numbers a1, . . . , ak ∈ Fn and is defined as

ha1,...,ak(i) = a1i
k−1 + a2i

k−2 + . . .+ ak−1i+ ak

In particular, each has function is completely specified by k log n bits (by specifying the numbers
a1, . . . , ak)

Proof. Clearly the family has size nk. To see that it is k-wise independent, we need to show that
given any distinct i1, . . . , ik and some j1, . . . , jk, there is exactly one function h in the family such
that h(ig) = jg for g = 1, . . . , k.

This is easily verified since the parameters x = (a1, . . . , ak) are the solution to the k × k linear
system of the form Cx = d, where C is the Vandermonde matrix, which has determinant non-zero
as i1, . . . , ik are distinct, and hence is invertible over any field. So the system has exactly one
solution.

1.2 Using limited independence for streaming.

Suppose X1, . . . , Xn are k-wise independent random variables, then the key point is the following.
Consider the r.v. X = f(X1, . . . , Xn) where f is a polynomial of degree ≤ k over n variables, then
E[X] is exactly the same as if X1, . . . , Xn were (fully) independent (can you see why?).

Now consider our streaming algorithm for the `2 norm. We show it suffices to choose h uniformly
from a 4-wise independent family H of hash functions from [n]→ {−1, 1}. The exist such families
of size O(n4), so we just need O(log n) bits to specify a particular hash function h.

Recall that our streaming algorithm output Y = (
∑

i fih(i))2 as the estimate for
∑

i f
2
i . Let Xi

be the r.v. denoting h(i) (where the randomness is over the hash family H). Then Y =
∑

i f(i)Xi.
Now, for the analysis we only computed the mean E(Y ) and variance Var(Y ). As Var(Y ) is

degree 4 polynomials in X1, . . . , Xn, it suffices for the analysis if X1, . . . , Xn are 4-wise independent.
This is equivalent to H being a 4-wise independent hash family.

2 Chernoff Bounds

Let X = X1 + . . . + Xn be a sum of independent random variables Xi, with E[Xi] = pi. For
simplicity we only consider the case when Xi ∈ {0, 1}. The same bound also holds when Xi ∈ [0, 1].
In fact, the technique we will see is much more generally applicable to various other settings (that
we will not have time to explore in this course).

Let E[X] = µ. Recall that E[X] =
∑

i E[Xi] =
∑

i pi.

Theorem 4. (Chernoff Bounds) For any δ > 0,

Pr[X ≥ (1 + δ)µ] ≤ e(δ−(1+δ) ln(1+δ))µ.
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Proof. The idea will be to apply the humble Markov’s inequality on the appropriate random vari-
able. Let t > 0 be a parameter that we will optimize later.

Pr[X ≥ (1 + δ)µ] = Pr[etX ≥ et(1+δ)µ] ≤ E[etX ]

et(1+δ)µ
(1)

We now establish an upper bound on E[etX ]. Indeed,

E[etX ] = E[et
∑
iXi ] = E[

∏
i

etXi ] =
∏
i

E[etXi ]

where the last step uses independence of the Xi. Now,

E[etXi ] = (1− pi) + pie
t = 1 + pi(e

t − 1) ≤ epi(et−1)

where the last step uses 1 + x ≤ ex. This gives,

E[etX ] ≤ e
∑
i pi(e

t−1) = e(e
t−1)µ

and plugging this bound in (1), gives that for any t > 0,

Pr[X ≥ (1 + δ)µ] ≤ e(e
t−1)µ

et(1+δ)µ
= e(e

t−1−t(1+δ))µ

So we can pick t to minimize et − 1 − t(1 + δ). Setting the derivative et − (1 + δ) = 0, gives
t = ln(1 + δ). Plugging this value of t gives the result.

Simpler form. By simple calculus it follows that for any δ > 0

δ − (1 + δ) ln(1 + δ) ≤ −δ
2

2 + δ

This gives the more usable form (but with slightly weaker bound for δ � 1)

Corollary 5. For any δ > 0

Pr[X ≥ (1 + δ)µ] ≤ e
−δ2µ
2+δ

For 0 < δ ≤ 1, this gives

Pr[X ≥ (1 + δ)µ] ≤ e
−δ2µ

3

A very similar calculation as for Theorem 4, gives the lower tail,

Theorem 6. For 0 < δ ≤ 1,

Pr[X ≤ (1− δ)µ] ≤ e
−δ2µ

2
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2.1 Applications

1. Coin tossing. Suppose we have n fair coins. Let X denote the number of heads. Then using
the upper tail and lower tail bound,

Pr[|X − µ| ≥ δµ] ≤ 2e−δ
2µ/3

where µ = n/2. So probability of deviating from n/2 by, say, more than 0.01n is exponentially
small in n.

More generally, the probability that |X − n/2| ≥ k
√
n, is at most e−ck

2
where c is some fixed

constant.

Of course, the results also work if say X1, . . . , Xn are outcomes of coins with different bias
for heads p1, . . . , pn. We again have

Pr[X ≥ (1 + δ)µ] ≤ e−δ2µ/3

2. Given n balls and n bins, where each ball in thrown randomly and independently in a bin.
Consider bin 1, and let X denote the number of balls in it. Then µ = E[X] = 1, and by
Chernoff bounds

Pr[X ≥ k + 1] ≤ exp(k − (k + 1) ln k + 1) ≤ exp(−k ln k/e) = (e/k)k

By union bound over the n bins, the probability that maximum loaded bin has more than
k + 1 balls is at most n(e/k)k.

You should check that for k = c(lnn/ ln lnn) this tends to 0 as c grows.

This is also the right behavior for maximum load, though the above argument only shows an
upper bound (we have not seen techniques to prove lower bounds on such quantities in the
course).

3 Learning with expert advice

We recall the problem mentioned in Lecture 1. There are n experts. Each day they predict 0 or
1, and we learn the true outcome at the end of the day. We want to come up with our prediction
strategy based on the advice of these experts that makes as few mistakes in total as possible.

Let us warm up with a simple case.

3.1 Perfect Expert Case

Suppose there was some expert who never makes a mistake. How well can we do? Consider the
following algorithm.

Majority Algorithm. Each predict the majority outcome (given by at least 50 percent) from
the current pool of experts. At the end of each day, remove the experts that predicted incorrectly.

Theorem 7. If there is some perfect expert, then majority makes at most log n mistakes.

Proof. Note that the perfect expert is never removed, as hence is always in the pool. Next, each
time our algorithm makes a mistake at least half the experts from the current pool are removed.
This can happen at most log n times.
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3.2 No perfect expert

We now consider the general setting, where no expert is perfect. A natural modification of the above
algorithm, is to maintain some weight on the experts (which indicates how reliable we find them),
and do a weighted majority. We describe a deterministic algorithm, which will make essentially at
most twice the number of mistakes of the best expert.

3.2.1 Weighted Majority Algorithm (WMA).

Let wt(i) denote the weight of expert i at the end of time t. The algorithms works as follows:

1. Initially w0(i) = 1.

2. At each time t = 1, . . ., predict according to the weighted majority using weights wt−1.

3. For each expert i, update its weight as wt(i) = (1/2)wt−1(i) if it makes a mistake at time t,
otherwise keep wt(i) = wt−1(i).

Theorem 8. Let m∗(t) denote the number of mistakes of the best expert until time t, and m(t) be
those of WMA. Then

m(t) ≤ 1

log(4/3)
(m∗(t) + log n) ≈ 2.41(M + log n)

Proof. Let w(t) =
∑n

i=1wt(i) denote the total weight of the experts at the end of time t. We make
two simple observations.

1. At the end of time t, the best expert has weight 2−m
∗(t). As all weights are non-negative, this

gives w(t) ≥ 2−m
∗(t).

2. If WMA makes a mistake at any time k, then w(k) ≤ 3
4w(k − 1). Because if WMA makes a

mistake at time k, at least 1/2 of the weight w(k − 1) is reduced by 1/2.

Together this gives,
2−m

∗(t) ≤ w(t) ≤ (3/4)m(t)w(0) = n(3/4)m(t)

Taking logarithms (to the base 2) and rearranging gives the result.

Optimizing the Parameters. Of course, there is no reason why halving the weight the right
thing to do. So let us replace 1/2 by 1− 2β for some β > 0, and repeat the argument.

Theorem 9.

m(t) ≤ (2 +
β

2
+O(β2))m∗(t) +

2

β
log n

In particular, as β → 0,

m(t) ≈ (2 + β)m∗(t) +
1

β
log n

Proof. Repeating the argument above with 1− 2β instead of 1/2 gives

(1− 2β)m
∗(t) ≤ w(t) ≤ n(1− β)m(t)

Taking logarithms gives, m∗(t) ln(1−2β) ≤ lnn+m ln(1−β). Using ln(1−x) = −x− x2

2 −
x3

3 − . . .,
simple algebra gives the result.
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So we essentially do no worse the two times the best expert. Let we use how we can do even
better, and get rid of this factor 2, using randomization.

3.3 Randomized Weighted Majority Algorithm (RWMA).

Algorithm (RWMA). On a mistake, we reduce the weights by (1− 2β) as before, but instead to
make the prediction at time t, we do the following: Pick a random expert i with probability

pt(i) =
wt−1(i)

w(t− 1)
,

and return the prediction of this expert (note that
∑n

i=1 pt(i) = 1).

Theorem 10. Let E[m(t)] be the expected number of mistakes by RWMA after t steps, and m∗(t)
be those of the best expert. Then,

E[m(t)] ≤ 1

2β
lnn+

1

2β
ln(

1

1− 2β
)m∗(t)

In particular, as β → 0,

E[m(t)] ≤ (1 + β)m∗(t) +
1

2β
lnn

Proof. Consider the random variable Yk which is 1 if RWMA makes a mistake at time k (and 0
otherwise). Our total mistakes is m(t) =

∑t
k=1 Yk, and so by linearity of expectation

E[m(t)] =
t∑

k=1

E[Yk]. (2)

Let ci,k = 1 if expert i makes a mistake at time k, and 0 otherwise. As we choose expert i with
probability pk(i) at time k, we have

E[Yk] =
n∑
i=1

pk(i)ci,k =
n∑
i=1

wk−1(i)

w(k − 1)
ci,k

Next, we track the total weight w(k) after k steps. Let us observe that the weights evolve as

wk(i) = (1− 2βci,k)wk−1(i).

Summing this over all experts i, and writing wk−1(i) = pk(i)w(k − 1) gives

w(k) =
∑
i

(1− 2βci,t)pk−1(i)w(k − 1)

= (1− 2βE[Yk])w(k − 1)

≤ exp(−2βE[Yk])w(k − 1)

So expanding this out, gives

w(t) ≤ w(0) · exp(−2β

t∑
k=1

E[Yt])

= w(0) exp(−2βE[m(t)] (using (2))

= n exp(−2βE[m(t)]) (as w(0) = n)
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Moreover, as the best expert has weight exactly (1 − 2β)m
∗(t), we have w(t) ≥ (1 − 2β)m

∗(t).
Taking logarithms of these two inequalities gives

m∗(t) ln(1− 2β) ≤ lnn− 2βE[m(t)]

As β → 0, using ln(1− 2β) ≈ −2β − 2β2 +O(β3), this gives

m(t) ≤ (1 + β) +
1

2β
lnn.
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