Abstract data-types

This page is a quick summary of what we discussed in terms of abstract data-types. First, we introduced type ‘set’ (with some critical aspects thereof):

	Set

	· A mathematical set of things of type T.
· Operations include:
· add-element.

· remove-element
· element-present?
· Size
· some kind of constructor
· comparison (operator==)


along with several possible implementations and some aspects of those implementations, broadly summarized as follows:

	Linked list
	Array
	Tree
	Hash table

	· Traditional linked lists (this means searching linearly through them).

· We can also introduce a policy of what happens when searching for an element: if it's found, then we could just do nothing; we could move it to the front (so that it's found more quickly if we search for it again), or we could migrate it one link closer to the front.

· Finally, there is the issue of 'sortedness': if we keep it sorted, we need an ordering on T, but then we can find things (or at least stop looking for them) more quickly.
	This is essentially the same as with the linked lists (they can both share virtually all the code, including the on-found policy stuff). There is one additional aspect: some kind of growth policy (what happens when we need the array bigger).

An clever suggestion was made: if type T is an ordinal type, then use it as an index into an array of bool, indicating whether the particular T is present in the set. This actually is a form of hashing in which the hash function is the identity function h(t)=t.
	All reasonable tree versions require an ordering on T so that it can be used as a search tree. There were some additional observations and options:

· Choosable arity.

· Arity of 1 (unary trees) actually means a sorted linked list.

· Choosable balancing strategy.

· Similar to the two ‘linear’ structures (lists and arrays), we can have an ‘on-found’ policy. This may conflict with the balancing strategy; for example, you can’t necessarily move things up in the tree if you have to keep it balanced.
	Hash tables explicitly do not require an ordering on T, but do require a hash function (in some cases more than one) on T. Some of the options are:
· Which hash function h?

· We need a collision policy: use buckets (keep another (sub)set of the collided T’s);  stipulate that there are no collisions (and design h that way); or re-hash — compute a new hash value to reach another point in the hash-table.

· In the case of re-hashing, we need to decide on open (growable tables)  or closed (fixed size tables — usually a prime number of entries)  hashing.


(During class we also discussed ‘hashing’ briefly, as a reminder to everyone who forgot what it was all about.) We had two kind volunteers at the board to present a taxonomy diagram — it turned out half-decent, though it quickly became obvious that perhaps some other kind of diagram would be more appropriate. This gave a good introduction to me presenting ‘feature diagrams’, useful in showing the internal structure of a data-structure taxonomy (as opposed to an algorithmic taxonomy, where the traditional diagrams are perhaps more useful, since the edges have a clear purpose). If you want more about feature diagrams, follow any links to generative programming, where they’re used heavily, or go to www.generative-programming.org.

We then got to discuss how to actually implement ‘sets’ in C++. Clearly, we would like each of the implementations to ‘conform’ to some kind of common interface (defined by the Set ADT), and that should (in principle) allow substitution of any of the implementations without causing problems in the rest of the program. At first glance, you would think that this can be done by defining a set of methods (along with their signatures — their argument types and return types) which each implementation must provide. That, however, is not enough — what we really need is a behavioural description of the methods (in terms of pre- and post-conditions and then perhaps including the class invariants) in the interface. An implementation is then substitutable if the corresponding preconditions are weakenings of the interface-specified ones and the corresponding postconditions are strenghtenings of the interface-specified ones.

Back to the C++ implementation: at the board, we had several possible solutions:

1. Ad hoc. In this version, we simply give the implementations directly and eye-ball that they have the same interfaces.

2. Abstract base-class (interface). Here, we give an abstract base-class (one with pure-virtual/abstract methods — so that it cannot be instantiated directly) and then inherit the implementations from it and fill in the code where required. Any see any problems with this?
3. Template wrapper. Here, we use a template class ‘Set’ which takes, as one of its template arguments, the type of the implementation to use. It then provides ‘pass-throughs’ (methods which do nothing more than call other methods with the same arguments — it can therefore be implemented inline) to the implementation. This should be very very fast. Another version is given here.
4. Reversed template wrapper. (No implementation is yet provided for this, since our ‘volunteers’ are doing this for us in an upcoming lecture.)

I should note that someone also suggested using procedure pointers, which is basically a slightly faster way of faking what happens with virtual methods.

