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Abstract

The report encompasses an overview of recent developments concerning cross-monotonic
cost sharing methods, a subject that has received a lot of attention from computer

scientists, mathematicians and economists recently. In particular, the results of Moulin
and Shenker [12], who established the connection between group-strategyproofness and

cross-monotonicity, and those of Könemann, Leonardi, and Schäfer [9], who gave a
cross-monotonic cost sharing algorithm for the Steiner Forest game, are summarized. A

lower bound is given for this game, showing that these results are tight, and some
thoughts about the choice for cross-monotonicity are presented, based on results found in

[15] and [7].
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Preface

This report is the main result of a three-month internship of the author at the Università
degli Studi di Roma “La Sapienza”, completed as part of the Master’s program “Industrial
and Applied Mathematics” at the Eindhoven University of Technology.

During this period the author cooperated with Jochen Könemann, Stefano Leonardi,
and Guido Schäfer. He would like to express his thanks to these people for making this
project interesting and fruitful. He would like to thank Stefano Leonardi also for being so
kind to receive him at “La Sapienza” for this period.

The report encompasses an overview of recent developments concerning cross-monotonic
cost sharing methods, a subject that has received a lot of attention from computer scien-
tists, mathematicians and economists recently. It also presents some new results in the
field.

In Chapter 1 the model that we use throughout the report is introduced, along with
some fundamental properties and the important theorem by Moulin and Shenker, which
couples a concept called cross-monotonicity with a concept called group-strategyproofness.
In Chapter 2 we present a primal-dual algorithm for an important problem, the Steiner
Forest problem, and detail how this algorithm can be modified to yield a cost sharing
method. Chapter 3 shows a lower bound on the cost recovery of any cross-monotonic
cost sharing method for this problem. This lower bound coincides with the cost recovery
factor of the algorithm from the previous chapter. After this, we explore the limitations
of and alternatives to cross-monotonic cost sharing methods. Finally, in Chapter 4 some
unresolved problems are mentioned and some closing remarks are given.
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Chapter 1

Models, concepts and fundamental
results

This report discusses various aspects of game-theoretic versions of optimization problems.
More specifically, all problems considered are of a graph-theoretic nature: they are defined
on an undirected graph G = (V,E) with vertex set V and edge set E ⊆ V × V . In this
chapter the game-theoretic background and necessary concepts from the theory of approx-
imation algorithms are treated to some extent. It has been written from the viewpoint of
someone who has encountered combinatorial optimization and linear programming before,
but who does not have much experience in game theory.

1.1 Game-theoretic context

Game theory is a vast field, in which economists, biologists, and other scientists have
found tools to analyze their models. Many books have been written on the subject, and
this report does not intend to replace those. In fact, it does not even aspire to give a
condensed introduction to the field. To that end a book like [13] is more useful. There is
only one model that is considered in this report, namely cost sharing. The descriptions
and results in this section are based on those in [8, 12].

In this model, we are presented with a set U of players requesting “service”. Each
player i ∈ U has a certain utility u′i for receiving this service, and we assume that this
utility is known only to the player himself. The service comes at a cost that may be
dependent on the set of players receiving the service. For each subset P ⊆ U , define c(P)
as the total cost incurred if all players in set P are serviced and no other players receive
service. Clearly this cost needs to be paid for, and it is quite natural to divide the cost
somehow among the players. A cost sharing mechanism is an algorithm that performs the
following tasks, when presented with the set of all players U :

• Determine a subset P ⊆ U that will receive service.

• For each player i, determine the price xi that the player has to pay for this service.

Of course it can not select just any subset P. To be able to create a sensible selection
process, each player has to commit to a utility ui that he has for receiving the service. This
might be his private utility u′i, but nothing prevents a player from reporting a different
utility. The player announces his utility only once. After this, he is not allowed to change
the reported utility or refuse participation if the outcome is unsatisfactory with respect to
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the private utility. If we define, for a set P determined by the algorithm,

pi :=
{

1 i ∈ P
0 i 6∈ P,

then the benefit of a player is u′ipi − xi. It is reasonable to expect players to have some
influence on the outcome of the mechanism depending on their reported utility. This is
formalized in the following three requirements:

No Positive Transfers A player always has to pay for receiving service; he can never
receive money. That is, xi ≥ 0 for all i ∈ U .

Voluntary Participation A player will never be worse off than before he entered the
mechanism. That is, uipi − xi ≥ 0 for all i ∈ U .

Consumer Sovereignty For each player i ∈ U there is a value ũi such that ui ≥ ũi

implies i ∈ P, independent of what other players bid.

These reasonable assumptions rule out the most obvious unfair mechanisms, like the
mechanism that will always return the empty set P = ∅ leaving all players empty-handed.
Also, if a player reports his true utility u′i, he will never be worse off than he would have
been by not participating at all.

As a further restriction to the mechanism we impose the following requirement:

Group-strategyproofness For a subset of players Q ⊆ U , consider the outcome of
the mechanism∗ x′, p′ when all players report their private utility, and the outcome
x, p where the players in Q may have reported utilities ui 6= u′i (i ∈ P). Group-
strategyproofness states that if for all i ∈ Q,

u′ipi − xi ≥ u′ip
′
i − x′i,

then for all i ∈ Q
u′ipi − xi = u′ip

′
i − x′i.

This property states that a player is encouraged to report his true utility: acting
otherwise will not improve his benefit, even if he manages to conspire with a group of
other players to cheat†. If a cost sharing mechanism is group-strategyproof, all players
will report their true utility, provided that

• they do not settle for a compromise: an ever so slight decrease in the benefit of one
player will cause this player to refuse participation in a coalition.

• no transfer payments are allowed. A transfer payment consists of one player paying
directly to another player instead of paying the mechanism.

If transfer payments were allowed, a player i could compensate for the loss in benefit of
another player j in a coalition.

∗Throughout the report, we will occasionally resort to vector notation. We will denote a vector
(x1, . . . , xn) by x.

†The weaker notion where all sets Q are required to be of size 1 is called strategyproofness . This notion
is only useful if there is no interaction at all between players, and hence is of limited interest.
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We would also like the mechanism to recover all cost, that is, if the cost of servicing a
set players P is denoted by c(P), then∑

i∈U
xi =

∑
i∈P

xi = c(P).

This property is called budget balance. Finally, we would like the mechanism to maximize
the total benefit, which is referred to as efficiency.

But now we have gone too far. Jain and Vazirani [8] mention that

“a classical result in game theory [3, 16] shows that such a mechanism does
not exist even for a submodular cost function . . . Such a mechanism does
not exist even after relaxing the condition of group-strategyproofness to just
strategyproofness.”

How, then, can we fix this? Jain and Vazirani [8] suggest dropping either budget
balance or efficiency. After dropping budget balance,

“one can show that if the cost function is nondecreasing and submodular,
then there is only one way of maximizing efficiency [12]. This is called the
marginal cost mechanism. This mechanism is strategyproof, though not group-
strategyproof. It never creates a budget surplus but can run a deficit, and in
many cases raises no revenue at all [12].”

This leaves us with the option of dropping efficiency, and this is exactly what we will
do in the remainder of this report.

1.1.1 Cross-monotonic cost sharing methods

A cost sharing method is given by an algorithm that, on input of a player subset P ⊆ U ,
outputs a feasible solution to the underlying problem, and a cost function ξP : U → R+,
which assigns a cost share to each player. That is, for a subset P ⊆ U and a player i ∈ U ,
the cost share for this player is given by ξP(i) and ξ satisfies

ξP(i) = 0 if i 6∈ P, and (1.1)∑
i∈P

ξP(i) = c(P). (1.2)

Note that these cost shares can be computed for any set P and are independent of the
players’ reported utilities.

A cost sharing method is called cross-monotonic if its cost function ξ satisfies that for
all P ⊆ U , for all Q ⊆ P, and for all i ∈ Q,

ξQ(i) ≥ ξP(i).

Intuitively, cross-monotonicity entices players to encourage other players to join in:
individual costs can not go up as the size of the player set increases.

There is a weaker notion, weak cross-monotonicity , which we will encounter briefly
in Section 3.1.2. A cost function is weakly cross-monotonic if for all P ⊆ U and for all
Q ⊆ P, ∑

i∈Q
ξQ(i) ≥

∑
i∈Q

ξP(i).

If a cost allocation satisfies this property for a certain set P, this allocation is said to
be in the core with respect to P. The core is a classical game-theoretic concept; see [13,
Chapter 13] for a formal treatment. Note that a cross-monotonic cost sharing method
automatically yields a cost allocation in the core.
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1.1.2 A group-strategyproof cost sharing mechanism from a cross-monotonic
cost sharing method

An important algorithm by Moulin and Shenker [12] shows that a group-strategyproof cost
sharing mechanism follows automatically from a cross-monotonic cost sharing method.

Input: A set of players U ; for each player i ∈ U a utility ui.

1. Set P = U .

2. Set R := {i ∈ P : ξP(i) > ui}. If R 6= ∅, reset P := P \ R and repeat this step for
the new set P.

Output: xi := ξP(i) for all i ∈ U .

Algorithm 1.1: The Moulin and Shenker group-strategyproof cost sharing mechanism

Theorem 1.1 (Moulin and Shenker [12]). If the cost sharing method with cost function ξ
is cross-monotonic and satisfies (1.1) and (1.2), then algorithm 1.1 is a group-strategyproof
cost sharing mechanism, that is, it satisfies No Positive Transfers, Voluntary Participation,
Consumer Sovereignty, budget balance and group-strategyproofness.

While this sounds like good news, we will find out in the next chapters that finding a
cross-monotonic cost sharing method that is budget balanced is not easy for most prob-
lems. In fact, Section 3.1 will show that for some problems no such method exists! The
solution is to relax the budget balance condition of the cost sharing mechanism. Note that
we will only relax it, not drop it altogether. A cost sharing mechanism is called α-budget
balanced if for the returned set of players P ⊆ U and for the returned solution to serve
these players,

1
α
· c(P) ≤

∑
i∈P

xi ≤ OptP .

Here we make a distinction between the cost of the solution returned by the mechanism,
denoted by c(P), and the (possibly lower) cost of the optimal solution for this player set,
denoted by OptP .

Similarly, for a cost sharing method we relax (1.2) to

1
α
· c(P) ≤

∑
i∈P

ξP(i) ≤ OptP (1.3)

for all P ⊆ U .
The second inequality will sometimes be referred to as competitiveness; the first as

α-cost recovery. Jain and Vazirani [8] prove the following theorem:

Theorem 1.2 (Jain and Vazirani [8]). If the cost sharing method with cost function ξ is
cross-monotonic and satisfies (1.1) and (1.2), then algorithm 1.1 is a group-strategyproof,
α-budget balanced cost sharing mechanism, that is, it satisfies No Positive Transfers, Vol-
untary Participation, Consumer Sovereignty, α-budget balance and group-strategyproofness.

Proof. Most conditions are easy to verify; only the proof of group-strategyproofness needs
elaboration. To prove this property, consider the true utilities u′i (for i ∈ U) and suppose
a subset of players Q ⊆ U forms a coalition to cheat and report false utilities ui. This
means ui = u′i for i 6∈ Q, but ui may be different from u′i for i ∈ Q. Denote the output
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of the mechanism on input u′ by (p′, x′) and on input u by (p, x). Now we have to show
that, if for all i ∈ Q,

u′ipi − xi ≥ u′ip
′
i − x′i, (1.4)

then this must hold with equality for all i.
Define the set P ′ := {i ∈ U : p′i = 1} and P := {i ∈ U : pi = 1}. First we prove that

P ⊆ P ′. Suppose this is not the case, and let i1, . . . , ik be the list of players that were
dropped in the run on the utilities u′, in that order. Let ij be the first player in this list
that was not dropped in the run on the utilities u. This means P ⊆ U \{i1, . . . , ij−1} =: T .
By cross-monotonicity and the fact that player ij was not dropped in the run on u, we
know

u′ij < ξT (ij) ≤ ξP(ij) ≤ uij . (1.5)

Now we need to distinguish between the case where ij is part of the coalition and where
it is not. First, assume ij 6∈ Q, so uij = u′ij . This is in contradiction with the inequalities
in (1.5), so we must have that ij ∈ Q. Substituting p′ij = 0 and pij = 1 into (1.4), we get
that

u′ij ≥ ξP(ij).

This is again in contradiction with (1.5), and hence we must have that P ⊆ P ′. Therefore
we have that for all i ∈ P, ξP(i) ≥ ξP ′(i). So

u′ipi − xi = u′ipi − ξP(i)
≤ u′ipi − ξP ′(i)
= u′ipi − x′i

≤ u′ip
′
i − x′i

where the last inequality follows again from the fact that P ⊆ P ′ and hence pi ≤ p′i.
Together with (1.4) we then have the desired result that for all i,

u′ipi − xi = u′ip
′
i − x′i.

Because of this result, for finding an α-budget balanced cost sharing mechanism for a
given game, it suffices to find an α-budget balanced, cross-monotonic cost sharing method.

1.1.3 A note on nomenclature

In the literature one can find cross-monotonicity under the name of population monotonic-
ity. There are cost sharing schemes, algorithms, methods and mechanisms. Throughout
this report we will consequently refer to a cost sharing method as the algorithm that di-
vides the cost on a given subset of players, and a cost sharing mechanism as the overall
algorithm that picks the player set to be serviced and assigns the cost (possibly by invoking
a cost sharing method).

Different papers on this subject use different definitions of α-budget balance (also
called, more accurately, α-approximate budget balance). Immorlica, Mahdian and Mir-
rokni [7] use this definition:

α · c(P) ≤
∑
i∈P

ξP(i) ≤ c(P) ∀P ⊆ U .
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This definition is clearly weaker because the competitiveness is relaxed to hold only against
the cost of the solution produced. However, since they do not restrict themselves to
polynomial-time computable methods their proofs actually make use of the definition
from this report. Note also that their α is defined as 1/α in this report.

In Könemann, Leonardi, and Schäfer [9] and Jain and Vazirani [8] the constant α
resides on the other side:

c(P) ≤
∑
i∈P

ξP(i) ≤ α ·OptP ∀P ⊆ U .

This is equivalent to the definition used in this report since one can be converted into the
other by scaling all cost shares by a factor α. A justification for our choice is that it seems
to be the most natural one when reasoning about lower bounds (Section 3.1).

Finally, because of the close relationship between a cost sharing method and its cost
function ξ, we will probably use ξ to refer to both from time to time.

1.2 Approximation algorithms; the primal-dual method

There exist many problems for which no efficient algorithm is known. It is a widely ac-
cepted conjecture that for a large class of these problems, the so-called NP-hard problems,
an efficient algorithm does not even exist! “Efficient” in this context means “solvable in a
number of elementary steps bounded by a polynomial in the input size”. For more formal
definitions and extensive treatments, many good books exist. The author learned the
basics of complexity through [6, 18].

Input: A graph G = (V,E); a cost function on the vertices c : V → R+; a subset T ⊆ E
of edges.
Output: A minimum-cost subset R ⊆ V of vertices such that each edge in T has at
least one endpoint in R.

Problem 1.2: Vertex cover

If finding an exact solution takes too much time, it is only natural to lower one’s aims
and find a solution that is “good enough”. In this report we will focus on optimization
problems, and minimization problems in particular. Consider the (relatively simple) vertex
cover problem. In Problem 1.2 a slightly more complicated description of this problem
than usual is given, which will prove useful in describing the related game. It is well-known
that this is an NP-hard problem. Consider the following integer programming formulation
for the problem:

min
∑
v∈V

c(v)xv (IP-vc)

s.t. xu + xv ≥ 1 ∀(u, v) ∈ T

xu ∈ {0, 1} ∀u ∈ V.

In this formulation, an indicator variable xv is introduced for each v ∈ V , such that

xv =
{

1 v ∈ R
0 v 6∈ R

In this way, an assignment to the variables xv corresponds to the choice of a subset R ⊆ V
and vice versa. The optimal solution to this linear program is clearly a minimal vertex
cover.
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In general integer programs are hard to solve. One could hope to obtain some infor-
mation about the solution by relaxing the integrality constraint:

min
∑
v∈V

c(v)xv (LP-vc)

s.t. xu + xv ≥ 1 ∀(u, v) ∈ T

xu ≥ 0 ∀u ∈ V.

Note that we don’t have to require xu ≤ 1, because this will automatically be satisfied by
the minimum-cost solution. The dual to this LP is

max
∑
e∈T

ye (D-vc)

s.t.
∑

e∈δ(v)∩T

ye ≤ c(v) ∀v ∈ V

ye ≥ 0 ∀e ∈ T

in which we use δ(v) to denote the set of all edges which have v as one of the end vertices.
The optimal solution to (LP-vc) is not necessarily a valid edge cover. Consider, for

example, the instance in Figure 1.1.

u

v
w

Figure 1.1: Instance of the vertex cover problem with three unit-cost vertices and
three edges that need to be covered.

Assigning xu = xv = xw = 1/2 will produce a feasible solution to (LP-vc) (of cost
3/2), whereas an optimal edge cover has cost 2.

A typical way to obtain an approximation algorithm for a problem is to design a so-
called primal-dual algorithm. Such an algorithm constructs a feasible primal solution x to
the original problem and feasible dual solution y to the dual of the linear programming
relaxation in such a way that x and y are related in a useful way. In an algorithm for the
example above, they will be at most a factor 2 away from each other. See [20, Chapter
15] for an excellent explanation of the details. In the next chapter we will describe a
primal-dual algorithm for another problem, the Steiner Forest problem, in detail.

To give some intuition for the connection between primal-dual algorithms and cost
sharing, one could see the total dual value as the cost that is charged to the players, and
the individual dual variables might be helpful in distributing the cost among these players.
In the next chapter, we will use these ideas to create a constant-factor cross-monotonic
cost sharing method for the Steiner Forest game.
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Chapter 2

Cost sharing through primal-dual
algorithms

This chapter shows cross-monotonic cost sharing methods for several games. It relies
heavily on a still unpublished work by Könemann et al. [10]. We will start in Section 2.1
with the classical primal-dual algorithm for the Steiner Forest problem due to Agrawal,
Klein and Ravi [1]. In Section 2.2 we describe the cross-monotonic adaptation of this
algorithm introduced in [9] and prove cross-monotonicity. Afterwards, in Section 2.2.1, we
derive a new lifted-cut linear programming formulation for Steiner forests that is strictly
stronger than the standard undirected cut formulation. We use this formulation to prove
that the cost sharing method of Section 2.2 is 2-budget balanced.

Note that there exist other primal-dual based cost sharing methods that take a slightly
different approach tuned to the problem at hand. Noteworthy are the 3-budget balanced
algorithm for the Facility Location game by Pál and Tardos [14] and the various attempts
at a method for the Single-Source Rent-or-Buy game (or Connected Facility Location
game), where the best budget-balance factor is 4(1+ ε) for an exponential-time algorithm
[11] and 4.55 for a polynomial-time algorithm [5].

2.1 A primal-dual algorithm for the Steiner Forest problem

Input: A graph G = (V,E); a cost function c : E → R+ satisfying the triangle inequality;
a set R ⊆ V × V of k terminal pairs, that is, R = {(si, ti) : si, ti ∈ V ; i = 1, . . . , k}.
Output: A minimum-cost subset of edges F ⊆ E such that there is an s − t-path for
each terminal pair (s, t) ∈ R.

Problem 2.1: Steiner Forest

The Steiner Forest problem is defined in Problem 2.1. A special case is the Steiner Tree
problem, Problem 2.2, in which there is a special root vertex r, such that {s, t} ∩ {r} 6= ∅
for all terminal pairs (s, t) ∈ R.

Input: A graph G = (V,E); a cost function c : E → R+ satisfying the triangle inequality;
a set R ⊆ V of k vertices; a special root vertex r ∈ V .
Output: A minimum-cost subset of edges F ⊆ E such that there is an s − r-path for
each vertex s ∈ R.

Problem 2.2: Steiner Tree
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The Steiner Tree and Forest problems frequently pop up in network design problems,
for example in the design of digital circuitry. Both problems are, inevitably, NP-hard.

The best known approximation algorithm for the Steiner Tree problem is due to Robins
and Zelikovsky [17] and achieves an approximation factor of approximately 1.55. The
best known algorithm for the Steiner Forest problem achieves an approximation ration of
(2− 1/k) and is due to Agrawal, Klein and Ravi [1]. It is exactly this algorithm that will
be discussed in this section. Since it is a primal-dual algorithm, we will start with the
linear-programming formulation used to tackle the problem.

2.1.1 Undirected cut LP formulation for the Steiner Forest problem

Let S ⊆ V be a subset of the vertices. We define δ(S) to be the set of all edges that have
exactly one endpoint in S and we also let R(S) be the set of terminal pairs in R that are
separated by S, i.e., R(S) := {(s, t) ∈ R : |{s, t} ∩ S| = 1}. A subset S ⊆ V is a Steiner
cut if |R(S)| ≥ 1. Let S be the set of all Steiner cuts.

Consider a Steiner cut S ∈ S. Any feasible solution F for a given Steiner forest instance
must cross this cut at least once, i.e., |δ(S)∩F | ≥ 1. This gives rise to the following integer
programming formulation for the Steiner forest problem: We have a variable xe for each
edge e ∈ E which has value 1 if e is part of the resulting forest and 0 otherwise.

OptIP := min
∑
e∈E

c(e) · xe (IP)

s.t.
∑

e∈δ(S)

xe ≥ 1 ∀S ∈ S (2.1)

xe ∈ {0, 1} ∀e ∈ E

The relaxation of this problem is the following:

OptLP := min
∑
e∈E

c(e) · xe (LP)

s.t.
∑

e∈δ(S)

xe ≥ 1 ∀S ∈ S (2.2)

xe ≥ 0 ∀e ∈ E

The dual of the linear programming relaxation (LP) has a variable yS for all Steiner
cuts S ∈ S. There is a constraint for each edge e ∈ E that limits the total dual assigned
to sets S ∈ S that contain exactly one endpoint of e to be at most the cost c(e) of the
edge.

OptD := max
∑
S∈S

yS (D)

s.t.
∑

S∈S: e∈δ(S)

yS ≤ c(e) ∀e ∈ E (2.3)

yS ≥ 0 ∀S ∈ S

2.1.2 The primal-dual algorithm

The primal-dual algorithm based on the LP formulation of the previous section was first
introduced in [1]. We will refer to it as AKR. Since it is a primal-dual algorithm, it
constructs both a feasible and integral primal solution for (LP) and a feasible dual solution
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for (D). The algorithm starts with an infeasible primal solution and reduces the degree of
infeasibility as it progresses. At the same time, it creates a dual feasible packing of sets
of largest possible total value. The algorithm raises dual variables of certain subsets of
vertices. The final dual solution is maximal in the sense that no single set can be raised
without violating a constraint of type (2.3).

We can think of an execution of AKR as a process over time. Let xt and yt be the
primal incidence vector and feasible dual solution∗ at time t. We use F t to denote the
forest corresponding to xt, so e ∈ F t iff xt

e = 1 for all e ∈ E. Initially, x0
e = 0 for all

e ∈ E and y0
S = 0 for S ∈ S. In the following we say that an edge e ∈ E is tight if the

corresponding constraint (2.3) holds with equality.
Assume that the forest F t at time t is infeasible. We use F̄ t to denote the subgraph

of G that is induced by the tight edges for dual yt, that is,

F̄ t :=

e ∈ E :
∑

S∈S,e∈δ(S)

yt
S = c(e)

 .

A connected component S of F̄ t is active iff S separates at least one terminal pair, i.e., iff
S ∈ S. Let Ct be the set of all active connected components of F̄ t at time t. AKR raises
the dual variables for all sets in Ct uniformly at all times t ≥ 0.

Suppose now that two active connected components S1 and S2 collide at time t in the
execution of AKR. In other words, there are terminals u ∈ S1 and v ∈ S2 such that a
path between u and v becomes tight as a consequence of increasing yS1 and yS2 . If this
happens, we add the path to F t and continue. S1 and S2 are, of course, part of the same
connected component of F̄ t′ for t′ > t. See Figure 2.1 for an example.

The following is the main result of [1]:

Theorem 2.1. Suppose that algorithm AKR outputs a forest F and a feasible dual solution
{yS}S∈S . Then c(F ) ≤ (2 − 1/k) ·

∑
S∈S yS ≤ (2 − 1/k) · OptR, where OptR is the

minimum-cost of a Steiner forest for the given input instance with terminal set R.

2.2 A cross-monotonic cost sharing method for the Steiner
Forest game

We next describe the modifications that are necessary to turn AKR into a cross-monotonic
cost sharing method. We use CSF to refer to this new algorithm. The game which we
would like to play is the Steiner Forest game, Game 2.3. As in the previous section, the
Steiner Tree game (Game 2.4) is a special case of this.

Input: A graph G = (V,E); a cost function c : E → R+ on the edges; a set of players U .
Objective: Each player i ∈ U wants to establish a path between a terminal pair (si, ti).
Output: A set of players P ⊆ U ; a minimum-cost subset F ⊆ E of edges such that
there is an si − ti-path for each player i ∈ P.

Game 2.3: Steiner Forest

Define the time of death d(s, t) for each terminal pair (s, t) ∈ R as

d(s, t) :=
1
2
· c(s, t), (2.4)

∗Here we use the vector notation introduced in the footnote on page 5.
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Figure 2.1: Example of a run of AKR. The instance is assumed to be a complete
graph with cost function given by the euclidean distance between two points. Edges
have been omitted in the first picture, and there are no Steiner vertices. Edges are
drawn as soon as they become tight. In this instance, all tight edges are added to F t,
but in general this needs not be the case.

Input: A graph G = (V,E); a cost function c : E → R+ on the edges; a root vertex
r ∈ V ; a set of players U .
Objective: Each player i ∈ U wants to connect a terminal vertex si ∈ V to the root
through a path.
Output: A set of players P ⊆ U ; a minimum-cost subset F ⊆ E of edges such that
there is an si − r-path for each player i ∈ P.

Game 2.4: Steiner Tree
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where c(s, t) denotes the cost of the minimum-cost s, t-path in G. We assume for ease of
presentation that each vertex v ∈ V has at most one terminal on it. This assumption is
without loss of generality since we can replace each vertex in V by a sufficient number
of copies and link these copies by zero-cost edges. We extend the death time notion
to individual terminals and define d(s) = d(t) = d(s, t) for terminals s, t ∈ R. The cost
sharing method CSF is asked to provide a feasible forest for the terminal set R′ := {(si, ti) ∈
R : i ∈ P}. If a vertex v is a terminal for a player j 6∈ P, it is treated as if there was no
player for this vertex.

Using the notation from the description of AKR in the previous section, we obtain CSF
by modifying the definition of Ct. We say that a connected component S of F̄ t is active
at time t if it contains at least one terminal v ∈ S with death time at least t; i.e., S is
active iff there exists a v ∈ S with d(v) ≥ t. CSF grows all active connected components
in Ct uniformly at all times t ≥ 0. Observe that this way CSF also raises dual variables
of connected components in Ct that do not correspond to Steiner cuts. In what follows
we denote by N the set of non-Steiner cuts: N := {S ⊆ V : S 6∈ S, S ∩ R′ 6= ∅}.
Furthermore, we let T := S ∪ N be the set of all Steiner and non-Steiner cuts.

The intuition behind CSF is that a terminal pair (s, t) is active for the time it would
take s and t to connect in the absence of all other terminals. Therefore its activity time
is independent of other terminal pairs and this is crucial to achieve cross-monotonicity.

For a terminal v ∈ R′ and for t ≤ d(v) we let St(v) be the connected component in F̄ t

that contains v. Also let at(v) be the number of terminals in St(v) whose death time is
at least t. The cost share of terminal vertex v ∈ R′ is defined as

ξR′(v) :=
∫ d(v)

t=0

1
at(v)

dt. (2.5)

Furthermore, we define ξR′(s, t) := ξR′(s) + ξR′(t) for all (s, t) ∈ R′.

Theorem 2.2. ξ is a cross-monotonic cost sharing method that is 2-budget balanced.

A proof of this theorem was first presented in [9]. There, one of the major difficulties
was to show that ξ is competitive, i.e., that the sum of the cost shares is at most the
optimal cost, OptR′ . Since we share the entire dual produced during the execution of CSF
among the terminal pairs in R′, proving competitiveness is equivalent to showing that the
dual solution {yS}S∈T satisfies ∑

S∈T
yS ≤ OptR′ .

If y were a feasible solution to (D) this would follow immediately from weak duality. Here,
however, we cannot apply this argument, since CSF also raises dual variables of non-Steiner
cuts. In the next section we present an alternative proof for the competitiveness of ξ based
on a different linear programming formulation. The proof of cross-monotonicity will be
given in Section 2.2.2. The final part of the theorem, 2-cost recovery, is proven in the next
lemma:

Lemma 2.3. ξ satisfies
1
2
· c(P) ≤

∑
i∈P

ξP(i).

Proof. For each terminal v ∈ R′, introduce a new terminal pair (ṽ, ṽ′) and edges (v, ṽ)
with c(v, ṽ) = 0 and (ṽ, ṽ′) with c(ṽ, ṽ′) = 2 d(v). Run the algorithm AKR on the set of
terminal pairs R̃ ∪ R′ where R̃ = {(ṽ, ṽ′) : v ∈ R′}. We denote by S̃ the set of all Steiner
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cuts in this new problem, and we use Ẽ for the set of new edges. Since the edge (v, ṽ)
will go tight at time t = 0, the component containing v will be active for precisely the
same amount of time as in the run of CSF, so we can convert the dual constructed by AKR
on the new problem to the dual constructed by CSF, and vice versa. Since the new edges
do not become tight before the death time of a vertex v, the solution computed by AKR,
when restricted to the original graph, must be equal to the solution computed by CSF. By
Theorem 2.1 the solution returned for this new problem is within a factor 2 of the optimal
solution for this problem. Using this, we see∑

e∈E∪Ẽ

c(e)xe =
∑
e∈E

c(e)xe +
∑
e∈Ẽ

c(e)xe

≤ 2
∑
S∈S̃

yAKRS = 2
∑

S∈S∪N
yCSFS + 2

∑
v∈R′

yAKR{ṽ′}.

Furthermore, we know that edge (ṽ, ṽ′) is added at time exactly 1/2 · c(ṽ, ṽ′). Hence∑
e∈Ẽ

c(e)xe = 2
∑
v∈R′

yṽ′ .

The lemma follows immediately since c(P) =
∑

e∈E c(e)xe.

2.2.1 A strong non-standard LP relaxation for the Steiner Forest prob-
lem

Recall that we let R = {(s1, t1), . . . , (sk, tk)} be the set of terminal pairs in our instance.
Without loss of generality, we assume in the following that d(s1, t1) ≤ . . . ≤ d(sk, tk). We
define a precedence order ≺ on R by letting (si, ti) ≺ (sj , tj) iff i ≤ j. We extend this
order to terminal vertices and let u ≺ v for u ∈ {si, ti} and v ∈ {sj , tj} iff either i < j, or
i = j and u = sj .

Consider a terminal w and let w̄ be w’s mate in the Steiner forest instance (i.e.,
(w, w̄) ∈ R or (w̄, w) ∈ R). We let Sw ⊆ S be the set of Steiner cuts that separate w and
w̄ and for which (w, w̄) is the highest ranked such terminal pair:

Sw := {S ∈ S : w ∈ R(S), v ≺ w for all v ∈ R(S)}.

We also let Nw ⊆ N be the set of all non-Steiner cuts containing w and w̄ where (w, w̄)
is the terminal pair of highest rank:

Nw := {S ∈ N : {w, w̄} ⊆ S ∩R, (v, v̄) ≺ (w, w̄) for all (v, v̄) ∈ S ∩R}.

Recall that we define T := S ∪ N as the set of all Steiner and non-Steiner cuts. We then
say that a terminal w ∈ R is responsible for a cut S ∈ T if S ∈ Sw ∪Nw.

The dual of the lifted-cut relaxation for the Steiner forest problem is as follows:

OptLC−D := max
∑
S∈T

yS (LC-D)

s.t.
∑

S∈T : e∈δ(S)

yS ≤ c(e) ∀e ∈ E (2.6)

∑
S∈Sw

yS +
∑

S∈Nw

yS ≤ d(w) ∀w ∈ R (2.7)

yS ≥ 0 ∀S ∈ T
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Notice that a feasible solution to (LC-D) may assign positive values to non-Steiner
cuts S ∈ N . The constraints of type (2.7) are necessary as the objective function value of
(LC-D) would be unbounded in their absence.

The linear programming dual of (LC-D) has variables xe for every edge e ∈ E and
variables xw for every terminal w ∈ R:

OptLC−P := min
∑
e∈E

c(e) · xe +
∑
w∈R

d(w) · xw (LC-P)

s.t.
∑

e∈δ(S)

xe + xw ≥ 1 ∀S ∈ Sw, ∀w ∈ R (2.8)

∑
e∈δ(S)

xe + xw + xw̄ ≥ 1 ∀S ∈ Nw, ∀w ∈ R (2.9)

xe, xw ≥ 0 ∀e ∈ E, ∀w ∈ R

The following lemma relates the cost of any feasible solution for the given Steiner forest
instance to the objective function value of an optimal solution for (LC-P).

Lemma 2.4. Let F be a feasible solution for the underlying instance of the Steiner Forest
problem. We can construct a solution x that is feasible for (LC-P) and satisfies:∑

e∈E

c(e) · xe +
∑
w∈R

d(w) · xw ≤ c(F ).

In particular, this implies that OptLC−D = OptLC−P ≤ OptR.

Proof. Let T be a tree in F . We use E(T ) and V (T ) to refer to the edges and vertices of
T , respectively. We construct a solution x that is feasible for (LC-P) and show that for
each tree T ∈ F ∑

e∈E(T )

c(e) · xe +
∑

w∈R∩V (T )

d(w) · xw ≤ c(T ).

The lemma then follows by summing over all trees in F .
Consider a tree T ∈ F . Let (w, w̄) be the terminal pair that is responsible for the

non-Steiner cut V (T ). Moreover, let P denote the unique w, w̄-path in T . We set xe := 1
2

for each edge e ∈ E(P ) and xe := 1 for each edge e ∈ E(T \ P ). Moreover, we assign
xw = xw̄ := 1

2 and xr := 0 for all terminals r ∈ (R ∩ V (T )) \ {w, w̄}.
The objective value for x on T is

c(T )− 1
2
c(P ) +

1
2

d(w) +
1
2

d(w̄) = c(T )− 1
2
c(P ) + d(w, w̄) ≤ c(T ),

where the last inequality holds since d(w, w̄) ≤ 1
2c(P ), by the definition of death time

(2.4).
It remains to be shown that x is feasible for (LC-P). We show for each tree T in F and

for all v ∈ R∩V (T ) that x satisfies the cut-requirements of constraints (2.8) and (2.9) for
sets S ∈ Sv ∪Nv.

Consider a cut S ∈ Sv for some v ∈ R ∩ V (T ). If v ∈ {w, w̄}, constraint (2.8) holds
since S intersects P and xv = 1

2 . Now let v /∈ {w, w̄}. As (w, w̄) is responsible for V (T )
we must have (v, v̄) ≺ (w, w̄) and hence {w, w̄} ∩ S = ∅. It can now be seen that S either
intersects at least one edge e of T that is not on P (and hence xe = 1) or it intersects
at least two edges e1 and e2 on P (and therefore xe1 = xe2 = 1

2). Thus, constraint (2.8)
holds in this case as well.
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Next consider a non-Steiner cut S ∈ Nv for terminal v ∈ R∩V (T ). If v 6∈ {w, w̄} then
{w, w̄} ∩ S = ∅ as before and S crosses at least one edge of T that is not on P or at least
two edges of P . Hence constraint (2.9) holds. Otherwise, S may cross no edge of T but
xw + xw̄ = 1 and thus (2.9) is satisfied.

Note that CSF computes a solution that is feasible for (LC-D). By applying the previous
lemma to the optimal forest F ∗ for player set R′ we get the following corollary:

Corollary 2.5. ξ satisfies competitiveness:
∑

(s,t)∈R′ ξR′(s, t) =
∑

S∈T yS ≤ OptLC−D ≤
OptR′.

2.2.2 Cross-monotonicity of the cost sharing function

In order to prove the cross-monotonicity of CSF we consider an arbitrary player i ∈ P and
let P0 = P \ {i}. We will use R to denote the terminal set of all players in P (rather than
the set of terminal pairs like above). We also let R0 be the set of terminals in P0.

Let us first introduce some simplifying notation. Assume that CSF(P) terminates at
time t∗ with forest F . Similarly, CSF(P0) finishes at time t∗0 with forest F0. Moreover,
for all times t we let Ct and Ct

0 be the sets of connected components of F̄ t and of F̄ t
0,

respectively. The next lemma shows that Ct
0 is a refinement of Ct.

Lemma 2.6. For all times t ≤ t∗ and for all S0 ∈ Ct
0 there must be a vertex set S ∈ Ct

such that S0 ⊆ S.

Proof. At time t = 0 the claim is evidently true. Suppose that the theorem does not hold.
Let t∗ be the smallest time t at which there is a component S0 ∈ Ct

0 that is not contained
in any component in Ct. Since at all times t < t∗ this was not true, we must have that
the moats of two components C0 and D0 met at time t to form S0 together. That means
at least one of the two must be active at time t∗, say that this is C0 and that the active
terminal in C0 is v. Since t∗ is the smallest such time, the component containing v must
have been contained in a component C ∈ Ct and D0 ⊆ D ∈ Ct at all times t < t∗. But since
v ∈ C, this component must be active as well. Moreover, D is active for at least as long
as D0. Hence, the moats of C and D must meet as well at time at most t∗, which means
that still S0 ⊆ S for some set S containing both C and D at time t∗. This contradicts the
assumption, so the theorem must hold.

This claim immediately implies cross-monotonicity. Let ξj(v) and ξ0
j (v) be the cost

shares of terminal v for player j 6= i in CSF(P) and in CSF(P0), respectively.

Corollary 2.7. Algorithm CSF is cross-monotonic, i.e., for each terminal v ∈ R0 and
player j ∈ P0 we have

ξ0
j (v) ≥ ξj(v).

Proof. Let St(v) and St
0(v) be the moats containing terminal v at time t in CSF(P) and

CSF(P0), respectively. Similarly, let at(v) and at
0(v) be the number of players with a

terminal with death time at least t in St(v) and St
0(v). Lemma 2.6 implies that St

0(v) ⊆
St(v) and hence at

0(v) ≤ at(v) for all t ≤ t∗. Hence we obtain

ξj(v) =
∫ dj(v)

t=0

1
at(v)

dt ≤
∫ dj(v)

t=0

1
at

0(v)
dt = ξ0

j (v)

for all j ∈ P0 and v ∈ R0 and the corollary follows.
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Chapter 3

Limitations of cross-monotonic
cost sharing methods

Requiring a cost sharing method to be cross-monotonic is quite a severe limitation, which
we will explore in this chapter. First we show in Section 3.1 that there are lower bounds
on the budget balance factor of some games. These lower bounds imply that for these
games, any cost sharing method, possibly taking exponential time for the computation,
will fail to recover more than that fraction of the cost on some instances. We disprove a
conjecture from Jain and Vazirani [8] and argue that by only a slight modification in the
definition of the game no cross-monotonic cost sharing algorithm can recover any fraction
of the cost.

After that we show in Section 3.2 that cross-monotonicity is not an essential ingredient
in obtaining a group-strategyproof mechanism. In fact, a recent paper by Penna and
Ventre [15] claims to have found a budget-balanced group-strategyproof mechanism for
the Steiner tree game. We will show that their claim does not hold for the Steiner tree
game as we define it, but only for a weaker game.

At this point one might start to wonder whether cross-monotonicity is the final answer
in the quest for good group-strategyproof mechanisms. Fortunately there is a positive
result by Immorlica, Mahdian and Mirrokni [7] that shows how, if we require two natural
extra prerequisites, finding a group-strategyproof mechanism is as hard as finding a cross-
monotonic cost sharing method. We present this result in Section 3.3.

3.1 Lower bounds on cost recovery

The tools used in this section are adaptations of those used in [7]. In that paper, cleverly
constructed instances of a game are used to argue that any cross-monotonic cost sharing
method must fail to recover more than a certain fraction of the cost on at least one specific
subset of the players. The general idea is visualized in Figure 3.1. There exist relatively
cheap solutions for player subsets A ∪ Bi (i = 1, . . . , k) but players A can only share
their solution with one of the Bi. The other Bj , j 6= i have to buy a more expensive
solution. Cross-monotonicity prevents the algorithm from charging them more than the
cheap solution, hence creating a gap.

In this section the technique is applied to the Steiner Tree game. This result has
appeared previously in [19] and will also appear in the forthcoming paper [10].

We will consider any given cross-monotonic cost sharing method ξ for the Steiner tree
game and show that there is an instance of the game where the sum of the cost shares of
all players is considerably smaller than the cost of an optimum solution. Instead of using
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Figure 3.1: General approach for lower bound proofs

a probabilistic argument similar to the one described in [7], we use a more direct (but
ultimately equivalent) proof based on convex combinations.

The family of instances used in our proof resembles the one used for the facility location
lower bound in [7]. We construct an undirected graph G = (V,E). In this graph, there
are k pairwise disjoint classes Ai, (i = 1, . . . , k), each of which contains m vertices. Every
one of these vertices corresponds to a player who wants to connect this vertex with the
root. The set of all players that have a vertex associated with them in Ai is denoted with
Ai. The set of all players is U :=

⋃k
i=1Ai.

Let B be a set containing all sets with exactly one element from each of the Ai, i.e.

B := {{a1, . . . , ak} : ai ∈ Ai, i = 1, . . . , k} .

For each set B ∈ B, we introduce a unique vertex fB with distance 1 to all vertices in B.
Every vertex fB is connected to the root r, with edges of length 3. Finally, the graph is
completed by setting the cost of the remaining edges to the length of the shortest path
for the two end vertices using only previously defined edges.

The following key lemma argues that we may assume that ξ is symmetric in the sense
that ξT (c) = ξT (d) for any two players c, d ∈ Ai ∩ T and for any 1 ≤ i ≤ k.

Lemma 3.1. If there exists an α-budget balanced cost sharing method for the Steiner tree
game, there exists also an α-budget balanced cost sharing method satisfying that for all i
and for all sets of players T ⊆ U , ξT (c) = ξT (d) for each c, d ∈ T ∩ Ai. Moreover, for
each c ∈ T ∩ Ai, d ∈ Ai \ T , ξT (c) = ξ(T \{c})∪{d}(d).

Proof. Let ξ̃ be an α-budget balanced cost sharing method for the Steiner tree game. Pick
an index i and a set of players T ⊆ R. Let πi be a permutation of the elements of a class
Ai. This means that, for c ∈ Ai, if c had as terminal vertex aci, it will now have as
terminal vertex aπi(c)i. Define the map π by

π(c) = πi(c) iff c ∈ Ai.

For a set of players T , we define

π(T ) := {d ∈ U : ∃c ∈ T : d = π(c)}.

Let Π be the set of all (m!)k possible maps that arise in this way.
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Define the cost sharing method ξ by

ξT (c) =
∑
π∈Π

1
(m!)k

ξ̃π(T )(π(c))

The important observation here is that the cost sharing method ξ̃ works on vertices. So
if we swap two players, the cost shares for these players will be swapped as well. In other
words, for any two permutations the algorithm will be presented with the same number
of terminals, but these terminals may have switched location in the graph - though they
do stay within the same class.

For a player c 6∈ T the value ξT (c) will be 0 because π(c) 6∈ π(T ). For all players
c ∈ T ∩Ai, the sum will result in the same answer. Since we average over all permutations,
the location of a demand is no longer important. So if ξ is indeed cross-monotonic and if
it is α-budget balanced, the proof is completed.

Consider adding a player d to set T . We have to argue that the cost share of an
individual player cannot go up. For a player c ∈ T we see that

ξT ∪{d}(c) =
∑
π∈Π

1
(m!)k

ξ̃π(T ∪{d})(π(c)) ≤
∑
π∈Π

1
(m!)k

ξ̃π(T )(π(c)) = ξT (c).

This follows since π(T ∪ {d}) = π(T ) ∪ {π(d)} and hence the cross-monotonicity of ξ̃ can
be applied to each term.

Now we show α-budget balance. To this end we must specify which solution is returned
by the algorithm. If we denote with Sπ the solution returned by cost sharing method ξ̃
when run on set π(T ), we return the solution S ∈ {Sπ : π ∈ Π} with cost

c(S) = min
π∈Π

c(Sπ).

Of course this solution is not necessarily feasible for the original player set, but because of
the symmetry of the instance there is a graph isomorphism that maps the solution back
to a feasible one without changing the cost.

Now we can write ∑
c∈T

ξT (c) =
∑
c∈T

∑
π∈Π

1
(m!)k

ξ̃π(T )(π(c))

=
∑
π∈Π

1
(m!)k

∑
c∈T

ξ̃π(T )(π(c))

≥
∑
π∈Π

1
(m!)k

1
α
· c(Sπ)

≥
∑
π∈Π

1
(m!)k

1
α
· c(S)

=
1
α
· c(S).

Competitiveness can be proven using a similar line of reasoning: the cost of the optimal
solution must be the same in any permutation. With that, the proof is complete.

Notes: It is possible to prove a more general notion of symmetry by averaging over
permutations of the classes Ai as well. This is not needed in the proof of the theorem,
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however, and therefore omitted. The arguments in this proof can easily be applied to
other graphs. Hence one can assume symmetry for other lower bound proofs as well.

Now suppose we are given a cost sharing method ξ as in Lemma 3.1. From this point on
we will identify players with vertices to avoid complication of notation. Ask the algorithm
for cost shares for a subset of players {a1, . . . , ak} where ai ∈ Ai. By construction of the
graph, all these terminals can connect to vertex f{a1,...,ak} at cost 1, at which point they
are only 3 units away from the root. Hence there is a solution of cost k +3 for this subset.
Competitiveness states that

k∑
j=1

ξ{a1,...,ak}(aj) ≤ Opt{a1,...,ak} ≤ k + 3.

Therefore there must be at least one index i such that ξ{a1,...,ak}(ai) ≤ k+3
k . By Lemma

3.1, this holds for every set {a1, . . . , ai−1, c, ai+1, . . . , ak} where c ∈ Ai and the other aj

are the same as before.
For this index i we consider the instance with subset P := {a1, . . . , ak}∪Ai. We bound

the sum of the cost shares for this set as follows:∑
c∈P

ξP (c) =
∑
c∈Ai

ξP (c) +
∑
j 6=i

ξP (aj)

≤
∑
c∈Ai

ξ{a1,...,ai−1,c,ai+1,...,ak}(c) +
∑
j 6=i

ξ{a1,...,ai−1,ai+1,...,ak}(aj) (3.1)

≤ m · k + 3
k

+ k + 2 (3.2)

The inequality in (3.1) is due to cross-monotonicity: the cost share of a player over a
subset of P can not be smaller than the cost share for that player over P .

We know a set of players never pays more than the cost of the optimal tree connecting
these players. For set {a1, . . . , ai−1, ai+1, . . . , ak}, which has one player from each of the
k − 1 sets Aj (j 6= i), there is a solution of 3 + k − 1 = k + 2. This provides an upper
bound on the rightmost term of (3.1). For the leftmost term, we argued above that
ξ{a1,...,ai−1,c,ai+1,...,ak}(c) ≤

k+3
k .

Due to the large amount of symmetry in the instance, we can in fact describe the
optimal solution.

Lemma 3.2. The optimal solution for connecting the players in a set P , as defined above,
to the root has cost 2m + k + 1.

Proof. See Figure 3.2, in which vertices in classes Aj that have no demand, as well as
irrelevant vertices fB have been omitted. An optimal solution has been marked with bold
lines. All players have to connect to a vertexfB for a certain set B as defined above. The
vertices f{a1,...,ai−1,cj ,ai+1,...,ak}, for cj ∈ Ai (j = 1, . . . ,m), have been labeled f1, . . . , fm. It
is obvious that the other vertices fB play no role here, since they can connect fewer of the
selected players to the root simultaneously. From the vertex fj players have the choice of
connecting directly to the root, at cost 3, or finding another way. Clearly it is efficient to
have as many as possible players connect to the same vertex fB. We can connect at most
k players this way. For the remaining players, all in Ai, it is now possible to connect to
the partially constructed tree at cost 2 since they have distance 2 to each of the already
connected players. This results in a total cost of k + 3 + 2(m− 1) = 2m + k + 1.
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Figure 3.2: Optimal solution for a set of players P := {a1, . . . , ak} ∪ Ai. In this
figure, Ai = {c1, . . . , cm} and P \ Ai = {a1, . . . , ak′}, the latter set containing one
element from each of the k − 1 classes Aj with j 6= i.

Using more than one (fB, r) edge does not improve the solution. At most one player
from Ai can benefit from this edge - the other players in Ai can reach the vertex fB at
cost 3, which gives no improvement. Moreover, even for this one player the cost would
increase with 1. This concludes the proof.

Combining Lemma 3.2 with Inequality (3.2), we can now prove the following theorem:

Theorem 3.3. There is no 2 − ε-budget balanced, cross-monotonic cost sharing method
for Steiner trees for any ε > 0.

Proof. The ratio between the cost shares of players in the subset P as defined above and
the cost of the network they use can be bounded as follows:∑

c∈P ξP (c)
c(P )

≤
∑

c∈P ξP (c)
OptP

≤
mk+3

k + k + 2
2m + k + 1

=
k2 + 4k + 2
2k2 + k + 1

,

where the last equality holds if we choose m = k2. This ratio tends to 1
2 as k →∞, which

completes the proof.

3.1.1 Lower bounds for other games

The lower bound holds not only for the Steiner Tree game, but also for more general games
that have the Steiner Tree game as a special case, such as the Steiner Forest game (Game
2.3) and the Single-Source Rent-or-Buy game which we will detail here.

Input: A graph G = (V,E); a cost function c : E → R+ on the edges; a multiplication
factor k ∈ R+; a root vertex r; a set of players U .
Objective: Each player i ∈ U has a vertex vi for which he wants to construct a path
to the root.
Output: A set P ⊆ U ; a tree T ⊆ E with a vi − r-path for each i ∈ P. The cost of
putting an edge in this tree is either c(e) times the number of paths for which it is used,
or k · c(e).

Game 3.1: Single-Source Rent-or-Buy

The Single-Source Rent-or-Buy game reduces to the Steiner Tree game when we
choose k = 1. A primal-dual based cost sharing method [14] has a guarantee of 15;
approaches based on a randomized algorithm by Gupta et al. [4] have a guarantee of
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4(1 + ε) (exponential-time, [11]) and 4.55 (polynomial-time, [5]). The best known lower
bound is the one for the Steiner Tree game of value 2. For k very large, the game reduces to
the Shortest Path game in which each player individually buys a shortest path to the root
without interacting with other players. For this “game” there is a cost-sharing method
that is trivially cross-monotonic and 1-budget balanced (charge each player the cost of
his path). Most algorithms treat this problem as a facility location problem, where each
vertex is a potential facility which has cost 0. The algorithm tries to assign players to
facilities, and then builds a tree containing this set of facilities and the root. Paths from a
player to the facility are rented ; the tree is bought. That is, edges on a path to the facility
are paid for once for each path that uses it, whereas paths in the tree are paid once at a
price of k · c(e).

There exist lower bounds for some other games as well. Worth mentioning are the
lower bound of 2 for the Edge Cover game, a bound of 3 for the Facility Location game
(which matches the factor of the algorithm for this game given in [14]), and a 1

2
3
√

n bound
for the Vertex Cover game (a game based in the obvious way on Problem 1.2). These
bounds are taken from [7].

3.1.2 Cost sharing directly from LP gap?

Consider a minimization problem Π for which a factor α approximation algorithm exists,
and for which the bound on the approximation factor is obtained using an LP-relaxation.
Suppose moreover that the corresponding LP formulation is a so-called covering LP∗.
Then the following theorem holds (Theorem 8 in [8]).

Theorem 3.4. There is an efficiently computable α-budget balanced weakly cross-monotonic
cost sharing method for Π.

The definition of weakly cross-monotonic was given in Section 1.1.1. Jain and Vazirani
pose as an open problem the question whether also a cross-monotonic such method exists
in this case. The matching lower and upper bound for the Steiner tree and Steiner forest
games seem to support this case, as do the bounds for the facility location game (see
[14, 7]). However, this open problem resolves negatively for other games. Consider the
following linear program for the vertex cover problem (Problem 1.2), which we encountered
in Section 1.2.

min
∑
v∈V

c(v)xv (LP-vc)

s.t. xu + xv ≥ 1 ∀(u, v) ∈ T

xu ≥ 0 ∀u ∈ V.

This is clearly a covering LP, and in [20, Chapter 15] it is shown that an algorithm based
on this LP has an approximation ratio of 2. However, as stated in the previous section,
Immorlica et al. [7] show that no constant-factor-budget balanced cross-monotonic cost
sharing method exists for the associated game (where each player has an edge that he
wants covered), which disproves the conjecture.
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Input: A graph G = (V,E); a subset R ⊆ V of vertices; a cost function c : E → R+.
Output: A minimum-cost tree T ⊆ G such that there is a path between every pair of
vertices in R.

Problem 3.2: Steiner Tree (Alternative formulation)

3.1.3 What types of games make sense?

In approximation algorithms, the Steiner tree problem is often defined differently from
Problem 2.2. See Problem 3.2. The main difference is the absence of a root vertex. Now
consider Game 3.3 based on this problem.

Input: A graph G = (V,E); a cost function c : E → R+.
Objective: Each player has a vertex v ∈ V that he would like to connect to all other
players in the game. The set of all such vertices is called U .
Output: For a specific player set S ⊆ U , a tree T ⊆ G such that there is a path between
every pair of vertices in S.

Game 3.3: Steiner Tree (Alternative formulation)

In this formulation, a cross-monotonic algorithm will have to output cost shares of 0
for every player. Indeed: for subsets S ⊆ U with cardinality 1, the vertex in that set is
satisfied with a 0-cost tree. Hence any bigger set of players must necessarily be charged a
cost of 0 as well.

The same happens for an alternative formulation of the Single-Source Rent-or-Buy
game (Game 3.1). In this game, the Connected Facility Location game, every vertex is a
potential facility. A feasible solution for a set of players P consists of a path from each
player vertex to a facility, and a tree connecting all facilities that were used. The cost of
the tree is k times the cost of the edges in this tree.

3.2 Cross-monotonicity is a stupid thing to do!

From the discussions above it may occur to someone that finding a cross-monotonic cost
sharing method is far from trivial, and that the resulting cost sharing mechanism is not
always satisfactory, in that it recovers only a small part of the cost. In this section we will
explore other ways to share the cost, while maintaining the conditions of Theorem 1.1. To
that end, consider the following mechanism, which is also mentioned in [7]:

Input: A set of players U ; for each player i ∈ U a utility ui.
Order the n players arbitrarily from 1 to n; find the smallest index i such that ui ≥
c({i, . . . , n}).
Output: xj := 0 for all j 6= i; xi := c({i, . . . , n}); P := {i, . . . , n}.

Algorithm 3.4: One-pays-all group-strategyproof cost sharing mechanism

Theorem 3.5. Mechanism 3.4 is a cost sharing mechanism satisfying No Positive Trans-
fers, Voluntary Participation, Consumer Sovereignty, budget balance and group-strategyproofness.

∗Following [8], a linear program min{cx : Ax ≥ b} is a covering LP iff vector c ≥ 0, matrix A ≥ 0 and
vector b ≥ 0.
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Proof. No Positive Transfers, Voluntary Participation, Consumer Sovereignty and Budget
Balance are once again easy to verify. To see group-strategyproofness, consider a player
k ≤ i who wants to increase his benefit (for the other players the benefit is already
maximal). The only way to accomplish this is to make another player j < k pay for the
solution. However, this player will not cooperate in a coalition: u′j < c({j, . . . , n}) so
reporting a higher utility uj will lead to a benefit u′i − xi = u′i − c({j, . . . , n}) < 0.

This is a very unfair mechanism though, as it places the whole cost of the solution
on the shoulders of one player, and it will consequently often end up with smaller (if not
empty) player sets than Algorithm 1.1.

Note that the algorithm above charges only the cost of the computed solution, whereas
the optimal solution might be considerably cheaper. Penna and Ventre [15] tweak this
algorithm to show an algorithm for the Steiner tree game 2.4 that actually returns the
optimal solution (instead of an approximated solution as in the method above) and charges
all of the cost of that solution to the players.

Their mechanism, in simplified notation, is detailed in Algorithm 3.5.

Input: A connected graph G = (V,E); a root vertex r; a cost function c : E → R+; a
set players P = V \ {r} (once again we identify players and vertices); a utility ui for each
player.

• Build a Minimum Spanning Tree using Prim’s algorithm, that is, set T 0 =
(V 0, E0) := ({r}, ∅). In step i of the algorithm, find the edge e = (u, v) ∈ E with
u ∈ V i−1 and v ∈ V \V i−1 of minimal cost among all such edges. Set V i := V i−1∪{v}
and Ei := Ei−1 ∪ {e}.

• Now consider the vertices in the reverse of the order in which they were added,
and call them in this new order {1, . . . , n} (excluding the root vertex, which would
have number n + 1). Find the first vertex i, according to this order, whose utility
is at least the cost of the spanning tree at the moment this player was added, i.e.
ui ≥ c({i, . . . , n}) where c is the cost of the spanning tree.

Output: P := {i, . . . , n}; xi := c({i, . . . , n}); xj := 0 for j 6= i.

Algorithm 3.5: Penna and Ventre “Steiner tree”

They show that this mechanism is group-strategyproof, and that the tree produced is
actually the optimal Steiner tree on the set of players chosen.

The first fact can be proven in a way similar to Theorem 3.5; the second can be seen
as follows:

Proof. Take a Steiner tree S connecting all vertices in {i, . . . , n} to the root, and suppose it
contains at least one Steiner vertex. If Prim’s algorithm is executed on the graph restricted
to the vertices in S, it will produce a minimum spanning tree S′ on these vertices, and
hence the cost of this tree is at most c(S). However, since Prim’s algorithm will add the
vertices in T first, removing the vertices and associated edges in V (S) \V (T ) from S′ will
yield the spanning tree T , which is of lower cost than S′ since it is a subtree. So, for all
Steiner trees S connecting {i, . . . , n} to the root,

c(T ) ≤ c(S′) ≤ c(S).

Hence no tree S can be cheaper than the constructed tree T .
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While this is seems to be a nice result at first, one should have some reservations.
Once again, the main objection is that the mechanism can be considered unfair because it
stimulates the presence of so-called “free riders”: players who receive the service without
paying.

Moreover, the game played here is not the general Steiner Tree game 2.4 but a weaker
variant in which all vertices are players. The lower bound from Section 3.1 still holds for
this game if we require cross-monotonicity, though. There is no polynomial-time extension
of Algorithm 3.5 to the more general game defined in this report unless P = NP . Jain and
Vazirani use this same weaker formulation for their 2-approximate cost sharing method,
but their method can be extended to the general problem.

3.3 Cross-monotonicity is the only sane way.

The good news comes from Immorlica et al. [7]. They argue that finding a group-
strategyproof mechanism is as hard as finding a cross-monotonic cost sharing method
under two extra assumptions:

No Free Riders If a player’s reported utility ui = 0, then this player will not receive
service.

Upper Continuity If for all ε > 0, a player receives service if he reports ui = k+ε, then
he will receive service if he reports ui = k.

The first condition deals with the most obvious unfair mechanisms like the ones detailed
in the previous section. The second is less intuitive, but also not too strange to ask.
Immorlica et al. [7] argue that without this assumption, a (1−ε)-budget balanced algorithm
exists for any non-decreasing cost function.

The key in their proof is to introduce a cost function ξM based on the group-strategyproof
mechanism M , as follows:

Based on Consumer Sovereignty, each player i has a bid bi at which he is certain to
receive service in a group-strategyproof mechanism M . Now define ξM

S (i) as the cost
charged to player i in the scenario where all players j ∈ S bid bj and all others bid 0.

If M is subject to the properties mentioned above, they manage to show that this
cost sharing method is actually cross-monotonic. Moreover, since for each set S that is
served using the Moulin-Shenker mechanism the total cost charged is equal to the total
cost charged by the mechanism M , α-budget balance holds if he holds for M as well. This
proves the following theorem (Theorem 4.3 in [7]):

Theorem 3.6. The cost function c has an upper-continuous α-budget balanced group-
strategyproof mechanism with no free riders if and only if it has an α-budget balanced
cross-monotonic cost sharing method.

The details of the proof of cross-monotonicity are not difficult (they make use of the
various properties of cost sharing mechanisms stated in Section 1.1 of this report), but
extend beyond the scope of this report and are therefore omitted.
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Chapter 4

Where to go from here?

The quest for cross-monotonic cost sharing methods has only just begun, and there are
many problems for which an efficient algorithm has yet to be found. Moreover, for several
other methods the lower and upper bounds on cost recovery do not yet meet. In this
chapter some of these problems are stated. In 4.2 we end with some concluding remarks.

4.1 Open questions

One of the more tantalizing open problems is to close the gap between cost sharing method
and lower bound for the Single-Source Rent-or-Buy game (Game 3.1) mentioned in Sec-
tion 3.1.3. The best known lower bound for this game is 2, since the Steiner Tree game
is a special case∗. The best known cost sharing method, for which no polynomial-time
implementation is known, is due to Leonardi and Schäfer [11] and has a budget-balance
factor of 4(1+ε) for arbitrary ε > 0. The best approximation algorithm for the underlying
optimization problem, due to Gupta et al. [4], is randomized with an expected ratio of
about 3.55. Just like the Steiner Tree game, this game too can be generalized into a game
with several sources and sinks.

Other questions are related to the paper by Penna and Ventre [15]. Notice that, while
the proof that the Moulin-Shenker mechanism 1.1 uses cross-monotonicity, the algorithm
itself will never consider a player again once he has been dropped. Hence it considers
player sets U = P0 ⊇ P1 ⊇ · · · ⊇ Pt = P. Can we abuse this fact? Penna and Ventre try
to do this by restricting cross-monotonicity to only those sets an algorithm can actually
output — a notion they call self cross-monotonicity. As argued above their mechanism is
unfair, and under the conditions imposed by Immorlica et al. [7] the answer is negative,
but what if these conditions are weakened slightly?

As mentioned in Section 1.1, transfer payments are not allowed in our model. Can we
still get group-strategyproof mechanisms if we do allow those? What happens to the cost
recovery factor?

Finally, a cost sharing method for another generalization of the Steiner Tree game, the
so-called Point-to-Point Connection game (a game based on a problem described in [2])
would be a most welcome result.

∗The author of this report made quite an effort to prove a stronger bound, but without success.
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4.2 Closing remarks

In this report we have given a concise overview of a number of recent developments in the
field of algorithmic game theory. We have seen the central role that cross-monotonicity
plays, and experienced some of the consequences of this property. On the positive side,
we have seen polynomial-time algorithms for a number of problems. There are many open
problems in this field, of which only a few have been mentioned, and there are many ways
to go from the departing point of this report.

The author hopes that it has been a helpful read and comments, suggestions, and
corrections are most welcome.
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