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1 Introduction

In this report we will look at an allpass IIR filter and implement it using a
systolic array. We are interested in an implementation of this recursive filter
that can handle a sample rate that is at least four times the clock rate of the
processing elements (PEs) used to implement it. But the ideal is to find an
implementation that can be easily scaled for various sample and clock rates.

For the implementation we will confine ourselves to allpass filters with real
coefficients. We will also assume that the coefficients are not set, but vary
during the operation of the filter. So whatever implementation is chosen it
should be easy to update it when the coefficients change.

Many ways of implementing filters, or IIR filters in specific, can be found in the
literature (see the bibliography of this report for example), but none of these
focus on the allpass filter. We hope to find an efficient implementation by taking
advantage of the special properties of the allpass filter.

For every implementation we will take a look at the following characteristics:
the ratio between the sample rate and processing rate (K), number of simulta-
neous inputs (P ), required hardware, hardware utilization, multiplications per
output sample, cycle time, throughput, response time, latency and the num-
ber of locations that have to be updated when the filter coefficients change. A
summary of these characteristics can be found in appendix A.

2 The allpass filter

In this section we describe some of the properties of the allpass filter. We
will first discuss the transfer function and then show how the filter can be
decomposed into smaller order filters. We will also show the so called direct
form implementation and discuss what the state space form of the all-pass looks
like.

2.1 Transfer function

In general the transfer function of an IIR filter can be written in the form form:

H(z) =
(
∑

i : 0 ≤ i < M + 1 : biz
−i)

(
∑

i : 0 ≤ i < N + 1 : ciz−i)
(1)
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where c0 = 1.

But we consider an all-pass filter, which is a special case of an IIR filter with
the following properties:

M = N

bN−i = (−1)Nc∗i for all 0 ≤ i < N + 1

The term c∗i denotes the complex conjugate of ci. Because of its construction the
all-pass filter does not amplify (or attenuate) any frequency, i.e. its amplitude
response is constant. So all the frequencies pass through the filter without their
amplitude being affected, hence the name all-pass filter.

While the amplitude of the signals frequencies are left alone the filter does alter
their phase, that is why the allpass filter is also known as a ”phase shifter”.

The above mentioned properties result in a system with the transfer function:

H(z) =
(
∑

i : 0 ≤ i < N + 1 : c∗N−iz
−i)

(
∑

i : 0 ≤ i < N + 1 : ciz−i)
(2)

with c0 = 1. So the order of our allpass filter is N .

We will confine ourselves to coefficients that are real numbers (i.e. ci = c∗i for
all 0 ≤ i < N + 1), because this usually the case in practice and it might give
us the opportunity to save some multiplications.

2.2 Decomposition

Decomposing the filter means that we split the filter into smaller, simpler fil-
ters. Decomposition alone will not result in a filter implementation meeting our
requirements, but we mention it here since it may simplify implementation.

Any IIR filter of order three or higher can be decomposed in the parallel or
serial combination of several first or second order filters.

2.2.1 Serial Decomposition

The serial decomposition results in an implementation of several lower order
filters in cascade. This decomposition is fairly easy to accomplish for the allpass
filter once its poles are known.

The relation between the poles and zeroes of an allpass filter is zi = 1
p∗

i

, where

zi denotes a zero and pi a pole of the filter for 0 ≤ i < N . This means that the
transfer function can be decomposed into:

H(z) = (
∏

i : 0 ≤ i < N :
z−1 − p∗i
1 − piz−1

) (3)

which is a cascade of N first order sections.

While the serial decomposition of conventional implementations do not meet our
requirements, the decomposition shows how block implementations of smaller
order filters may be used to get a block implementation of the allpass filter.
Note that each element of this decomposition is another allpass filter.
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Also consider that the above decomposition is not the only possible one. Because
of the relation between the numerator and the denominator we can also derive
the decomposition:

H(z) = (
∏

i : 0 ≤ i < N :
z−1 − pi

1 − piz−1
) (4)

Another way to see this is to note that all complex poles appear in complex
conjugate pairs. Then (4) can be gained by rearranging the numerators of the
products in (3). But do note that these elements are no longer allpass filters,
unless all the poles of the filter are real.

It is also possible to write the filter as the cascade of several first order and
second order filters in such a way that all these filters all have real coefficients.
This is possible because poles are either real or appear in complex conjugate
pairs. So a first order section can contain a real pole and a second order section
can be used for a pair of complex conjugate poles.

2.2.2 Parallel Decomposition

Parallel decomposition decomposes the filter into several lower order filters in
parallel. Each of these lower order sections receive all the inputs of the original
filter. And the outputs of all the sections are added together to obtain the
output of the original filter.

This decomposition can be accomplished by partial fraction expansion. There
are multiple methods available, but we will only consider the Heaviside ”Cover-
Up” method here.

This method requires that the poles of the filter are known. We will assume
here that that is the case and that they are all distinct. The method does work
for filters that have multiple (non-distinct) poles in the same location, but it
requires some more work. It also requires that the degree of the numerator is
smaller than that of the denominator. This can be accomplished by taking one
factor out of the numerator, for which we will choose :z−1 − p∗0. We then get
the following decomposition:

H(z) = (z−1 − p∗0)(
∑

i : 0 ≤ i < N :
di

1 − piz−1
) (5)

where di = 1−piz
−1

z−1−p∗

0

H(z) for z = pi:

di =
(
∏

j : 1 ≤ j < N : p−1
i − p∗j )

(
∏

j : (0 ≤ j < N) ∧ (j 6= i) : 1 − pjp
−1
i )

(6)

Note that di is not a polynomial in z, but rather a single (complex) number.

Also note that (5) describes a first order FIR filter cascaded with the parallel
composition of several first order IIR filters. If a fully parallel implementation
is needed the fact that multiplication distributes over addition can be used to
combine the FIR filter with each of the IIR filters. This would then result in N

parallel, first order, IIR filters.

An other way of parallellizing an IIR filter is described by Krukowski, Cale and
Cain [? ].

3



d d

z
-1

HH©©

HH©©
d©©

HH
d

z
-1

©©
HH

z
-1

©©
HH

HH©©
dd

-
?

- -

- -¾¾

¾

?

?
¾ -

66

6

¾ -

6

66

-

-c1

-c2

-c3

c2

c3

c1

u y

Figure 1: Direct Form II for N = 3

2.3 Direct Form

The allpass filter described by the transfer function (2) can be viewed as two
cascaded subsystems:

H(z) = 1
(
P

i:0≤i<N+1:ciz−i) ×
(
P

i:0≤i<N+1:cN−iz
−i)

1
(7)

Remember that we are only looking at implementations where the coefficient
are real. That is why the complex conjugate of a coefficient can be replaced by
the regular coefficient, as has happened in the transfer function here.

If we select the streams u(i), y(i) and x(i) to be the input, output and stream
between the two subsystems respectively, the following relations hold (using
c0 = 1):

x(i) = −(
∑

j : 1 ≤ j < N + 1 : cjx(i − j)) + u(i)
y(i) = (

∑

j : 0 ≤ j < N + 1 : cN−jx(i − j))
(8)

Note that both subsystems need to keep a history of the last N elements of
stream x(i). This means that this history can be shared between the two sub-
systems.

When using simple PE’s like multiplicators, adders and buffers to implement
the system in a straightforward way according to these formulas it is said to
be in direct form II (see figure 1). The direct form II is interesting because it
contains the minimum number of buffer places required for an implementation
of an N -th order filter (namely N buffer places).

2.4 State space form

The formulas in (8) are also very close to describing the system in the so called
state space form. In state space form the system has a state vector x of size N

which is used, together with the latest input, to calculate the new output and
the new state:

x(i + 1) = Ax(i) + bu(i)
y(i) = cT x(i) + du(i)

(9)

For an order N filter the matrix A is N × N , the vectors b and c are of size
N and d is a scalar. Note that the same filter can be described in multiple
ways with the state space form. For our allpass filter the most straightforward
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description would probably be to choose the state vector x(i) to contain the last
N x(i)′s from (8). This choice leads to the following values for A, b, c and d:

A =















0 1 0 . . . 0
0 0 1 . . . 0
...

...
...

. . .
...

0 0 0 . . . 1
−cN −cN−1 −cN2

. . . −c1















b =















0
0
...
0
1















cT =
(

1 c1 . . . cN−2 cN−1

)

d = cN

+cN

(

−cN −cN−1 . . . −c1

)

The matrix A has the form of a companion matrix (or is a special case of a
Leslie matrix) which has some usefull properties. Note that this state space
form is only one of many possible forms. All state space forms describing the
same filter with the same state vector size are related to each other by similarity
transformations. Assume, for example, that another description of the allpass
filter in state space form is done by A′, b′, c′, d′. Then there is a nonsingular
matrix M such that following relations hold:

A′ = M−1AM b′ = M−1b

c′ = MT c d′ = d

The article of Lu, Lee and Messerschmitt [? ] describes how to obtain the state
space form of a decomposed (serial or parallel) filter. The advantage of this filter
is that the state update matrix A is quasi-triangular (for serial decomposition)
or quasi-diagonal (for parallel decomposition). Quasi-diagonal means that the
matrix is block diagonal with block size 2. Quasi-triangular means that the
matrix can be written as the sum of a triangular matrix and a quasi-diagonal
matrix.

For many implementations the state space form with quasi-diagonal state update
matrix is desired. A diagonal matrix is actually ideal, but it is generally not
possible unles either: the filter has no complex poles or hardware components
using complex arithmetic are allowed.

So we will show how to construct the state space form for parallel decomposed
filters here. To do this we have to start out with the state space forms of the
filter’s parts. We will describe these with Ai, bi, ci, di where 1 ≤ i ≤ k and k

denotes the number of filter parts. Then the state space form of the entire filter
is:

A =











A1 0 . . . 0
0 A2 . . . 0
...

. . .
. . .

...
0 0 . . . Ak











b =











b0

b1

...
bk











cT =
[

cT
1 cT

2 . . . cT
k

]

d =
∑k

i=1 di
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Since the decomposed parts of the filter are all first or second order sections the
state update matrix of the entire filter (as presented here) will have a quasi-
diagonal form. If all the decomposed sections are first-order filters then the
matrix will be diagonal. We will get back to this form when we discuss the
various block-state implementations in Section 3.3.

Note that in Lu, Lee and Messerschmitt’s article [? ] d is said to be a vector,
but it is relatively easy to verify that this is an error. The scalar d cannot be a
vector and actually has to be the sum of the di’s.

We will not handle more of the state space form here. Some more information,
like the direct relationship between transfer function and state space form can
be found in the article of Barnes and Shinnaka [? ].

3 Inventarisation

In this section we will provide an overview of the different methods used in the
literature for the block implementation of filters. We will select some interesting
methods and see how they applied to the allpass filter. The two companion
articles by Parhi and Messerschmitt [? ? ] also contain a good overview and we
recommend reading them. Another one of their articles [? ] is not as extensive,
but very concise and clear and a therefore very good to read.

The reason we look at block implementations is quite simple; the processing rate
of the PE’s is lower than the sample rate. This means that handling inputs (and
outputs) has to be done in parralel, because no single PE has a high enough
processing rate to handle all the samples.

Of course the signal is received by the hardware in serial and serial to parallel
conversion has to take place. Likewise, at the output, parallel to serial conver-
sion has to be done. These converters will have to run at a higher processing
rate than the rest of the PE’s, but we will not concern ourselves with them.

In any case any purely serial implementation can never be efficient enough to
satisfy our requirements and therefore we will concentrate on block implemen-
tations. So, Mitra and Hirano’s implementation of an allpass filter with the
minimum number of multipliers[? ] is interesting, but since it is a serial imple-
mentation it is not possible to have a sample rate exceeding the clock rate and
therefore we do not handle it in any more detail.

Before we move on some general notes. First of all the implementation of
nonrecursive filters meeting our requirements is not very hard. The thing that
makes recursive filters hard to implement is their recursion. To this end the
recursive portion of the filter (the denominator of the tranfer function) is often
considered seperately from the rest of the function in literature. But since there
is a connection between the numerator and denominator of an allpass filter, we
would like to keep an eye on the numerator as well.

3.1 Look-ahead computation

The problem with implementing fast IIR filters is that a produced output is
immediately needed in the calculation of the next. This can be avoided by
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look-ahead computation, as it is called in literature, but perhaps look-back
computation would be a more appropriate name.

With the look-ahead computation the transfer function of the filter is altered in
such a way that an output does no longer depend on the output that immediately
preceded it. This can be accomplished in two ways: by using clustered look-
ahead or scattered look-ahead. Each of these methods are described in the next
paragraphs.

Both methods have one thing in common; they work by adding cancelling poles
and zeroes to the filter. This works nice in theory, but in practice the finite
precision arithmetic of the hardware may pose problems. To cancel each other
a pole and zero must lie at the same exact location in the z-plane, but because
of the finite precision this is not always possible. In general the problem will not
be very severe, but it is something to keep in mind when using these methods.

3.1.1 Clustered look-ahead

The idea of clustered look-ahead is to make an output i depend on output
i − P . . . i − P − N , instead on i − 1 . . . i − N . So instead of depending on the
last N outputs a new output will depend on the N outputs that were produced
P outputs ago. Clustered look-ahead, in effect, delays the moment on which a
specific output is needed by a constant number of outputs P .

Clustered look-ahead basically comes down on unfolding the recursive specifi-
cation of the outputs. Detailed descriptions can be found in the literature [?
? ? ? ? ]. Arun [? ] shows how the clustered look-ahead computation can
be used to implement a block filter. Sung and Mitra [? ], and Wu and Capello
[? ], show how decomposition can be added to reduce the amount of required
hardware.

We will not treat the clustered look-ahead method in more detail, because it
has some drawbacks. The most important drawback is that the filter might
become unstable as the poles that are added to the filter might lie outside the
unit circle. Furthermore the rewriting of the transfer function removes the nice
relationship an allpass filter has between its coefficients.

3.1.2 Scattered look-ahead

The idea of scattered look-ahead is to make an output i depend on output
i − P, i − 2P . . . i − NP , instead on i − 1 . . . i − N . So instead of depending on
the last N outputs a new output will depend on N previous outputs that were
each produced P outputs apart.

Moyer [? ] uses an approach that looks like scattered look-ahead. But the
scattered look-ahead method is better described in the literature by a number
of other people [? ? ? ? ]. Compared to the clustered look-ahead the scattered
look-ahead has some good properties.

First of all, the filter remains stable, if it was stable in the first place. This is
caused by the method in which the additional poles and zeroes are selected. For
every pole P − 1 poles (and cancelling zeroes) are added, these additional poles
have the same distance to the origin of the z-plane as the original pole. In effect
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the orignal and new poles lie on the same circle around the origin. The new
poles are chosen in such a way that the distance between two neighbouring poles
(new or original) is equal for all of them. In other words the angle between the
poles is 2π

P
. So for P = 2 the new pole lies on the opposite side of the origin,

compared to the original. For P = 3 the two new poles make an angle of 120
degrees with the original, etc.

So the denominator of the tranfer function becomes a polynomial in z−P of
degree N , but the numerator remains a polynomial in z−1 and becomes of
degree PN . However, because of the regular structure in which the zeroes are
added it is possible to decompose this numerator into several smaller order
filters. Instead of PN + N only N(log2 P + 2) + 1 multiplications are necessary
in order to implement the filter. This only holds if P is a power of 2, for other
values of P a decomposition is also possible, but this requires slightly more
multiplications.

Another advantage of the clustered look-ahead method is that it is easy to
derive a parallel implementation from it. We can just use P systems each that
implement the recursive part of transfer function. System p (for 0 ≤ p <

P ) then calculates the outputs i for which i mod P = p. All these systems
will then produce the outputs that they need themselves, they do not need to
communicate outputs between them. The outuputs of these systems can then
be fed to another system which implements the nonrecursive part of the transfer
function

3.2 Difference Equation

A single output of a filter can be written as the linear combination of previous
outputs, previous inputs and the most recent input. The same can be done
for block filters. This is demonstrated by Burrus [? ? ]. The implementation
presented in his papers is stable if the original filter is, which was proven by
Mitra and Gnanasekaran [? ], who also introduced alternative implementations
for this method.

If the block size is larger than the order of the filter a block of outputs depends
only on: the previous block of outputs, the previous block of inputs and the
current block of inputs. For smaller block sizes the output block will depend on
more than one previous block.

To calculate a new block of outputs some matrices are used to multiply the
blocks on which the output block depends. These matrices can contain the
filter coefficients or part of the impulse response. The filter coefficients of the
numerator and denominator of the transfer function end up in different ma-
trices. Because of the relationship between the coefficients of an allpass filter
there is also a relationship between these matrices. This makes the method
very promising for implementing an allpass filter, however we found no way of
exploiting this relationship.

3.3 Block-state

The so-called block-state implementation is based on converting the state space
form into a state space form for blocks of in- and outputs. There are several
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articles [? ? ? ? ] that describe how to accomplish this.

The block state space form can be derived from the state space form of the
filter (described by A, b, c and d). The state space form for blocks, just like the
normal state space form, consists of two equations; one describes how the inputs
and last state can be used to calculate the new state and an other one describes
how the outputs can be calculated using the inputs and the last state. These
equations have the following form:

x(n + 1) = Ax(n) + Bu(n)

y(n) = C x(n) + Du(n)

The relations between state space form and the bold symbols of the block state
space form with block size P form are:

u(n) =











u(n)
u(n + 1)
...
u(n + P − 1)











y(n) =











y(n)
y(n + 1)
...
y(n + P − 1)











A = AP B =
[

AP−1b AP−2b . . . b
]

C =











cT

cT A
...
cT AP−1











[D]i,j =







0 i < j

d i = j

cT A(i−j−1)b i > j

The vector x is still the same size as in the state space form. In fact, it still
contains the same information, but not all states are calculated. In the block
implementation only every P -th state is calculated and stored in the state vector.

Since the state update equation contains the recursive part of the filter, the
component implementing it is hardest to speed up. But Lu, Lee and Messer-
schmitt [? ] describe a fast and fully pipelined implementation. However,
the state space form used with their method has to have a quasi-triangular
state update matrix (matrix A of the state space form). Implementations with
quasi-diagonal, triangular, or diagonal state update matrices are even easier to
implement.

Note that matrix A is quasi-triangular or quasi-diagonal if A is. In Section 2.4
we have shown how to derive a state update matrix A that is quasi-diagonal.

3.3.1 Parallel Block-state

The size of the state vector of a filter is at least the order of the filter. This is
also true for block-state implementations, and to minimize hardware the size of
the state is chosen as small as possible.

Nikias [? ], however, investigated a method which does not minimize the state
space. He starts out with the state space form and adapts it such that it can
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be implemented by a number of parallel filters. These parallel filters are of the
same order as the original. They each process one input of an input block and
produce and entire block of outputs. These output blocks then have to be added
together to produce the output block of the entire filter.

However, there is no indication that an allpass filter will be any easier to im-
plement in this manner than a normal filter. At least, not until we find a state
space form for the allpass filter which has some sort of symmetrical structure.
Besides, the implementation is not very hardware efficient.

3.3.2 Incremental Block-state

The number of required multipliers for the implementation of the block-state
filter depends on the block size and order of the filter. The bad news is that the
amount is quadratic in the block size. However, incremental output computation
can be used to solve this. There are several articles [? ? ? ] describing the
method of incremental output computation.

The state update component for a filter with block size P calculates states which
are P outputs apart. The output component then uses this state to calculate all
the outputs. With incremental computation some of the states skipped by the
state update component are calculated by the output component (to be specific
every I-th state of the P missed states is calculated). Each of these states is
then used for the calculation of a part of the output block. The end result is that
the number of multipliers becomes a combination of the block size, filter order
and increment size (I). If the optimum value of I is chosen (which depends only
on N and the number of filter poles with unity occurrence) then the number of
multiplications per output depends linearly on the order of the filter only.

So the incremental block-state is an implementation to make the amount of
required hardware increase linearly with the block size. This is a very good
method, but we see no indication that an allpass filter can be implemented
more efficiently than any other IIR filter in this matter. However, since this
is one of the most hardware efficient methods we will have to compare any
implementations we find with it.

3.4 Discrete Fourier Transform

The discrete fourier transform (DFT) can be used to calculate convolution. This
means that FIR filters can be implemented with the help of the DFT. But it is
also possible to implement IIR filters with it [? ? ? ? ].

The DFT is usually implemented in the form of the fast fourier transform (FFT).
Implementations of this kind have the advantage that the number of multiplica-
tions per output is logarithmic in the filter order. But this becomes interesting
only for filter of order 300 or so [? ]. For lower order filters the fourier transform
does not save that many multiplications.

Calculations with complex numbers are needed for the fourier transform, which
are more expensive than calculations with real numbers. The complex numbers
are used to represent the phase and amplitude (this is especially clear if the
complex number is put in polar form).
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The allpass filter has the property that it only alters the phase of a signal, the
amplitude is not altered at all. Since no amplitude alterations are made by the
allpass filter we might be able to find an implementation which only uses real
numbers to store the phase.

However we can make a simple calculation showing that this method will not
provide more efficient implementations for low order filters. Implementing the
DFT costs P log2 P complex multiplications. The inverse transform has a like-
wise cost. If we assume that a complex multiplication costs 4 real multiplica-
tions then the total number of multiplications of the transforms is 8P log2 P .
So the efficiency of this implementation (compared to Mitra and Hirano’s) is

NP
8P log

2
P

= N
8 log

2
P

.

If we implement the filter then P has to be at least N . Since the efficiency is
highest when P is low, this means the maximum efficiency is N

8 log
2

N
. So for

N ≥ 44 the efficiency of this implementation could be better than that of the
theoretical maximum.

But we want to find better implementations for allpass filters of lower orders.
And for the calculation above we did not take into account all the other calcu-
lations which have to be done. Calculating an IIR filter with the DFT is not
like calculating a simple convolution. More work than that has to be done.

4 Allpass Implementations

TODO

A Characteristics

This appendix contains a summary of filter implementation characteristics.

A.1 Tables

This section contains tables describing the characteristics of the different imple-
mentations.

The variable N1 represents the number of real poles with unity multiplicity of
the filter. Since we are also interested in filters with varying coefficients, we will
assume that N1 6= N . In fact, when nothing is known about the coefficients in
advance, the assumption N1 = 0 will have to be made to find implementations
which can handle any combination of coefficients.

For filters that do have N1 = N some implementations can be altered slightly to
improve some characteristics. This is especially true for the block filters, these
filters can use Tm + Ta as cycle time if N1 = N (instead of a cycle time that
is Tm + 2Ta). When doing this, no other characteristics of the implementation
changes except for the latency, which doubles. (This is not as bad as it seems,
since the latency is measured in clock cycles, and these clock cycles are now
shorter).
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For implementations with hardware components that can handle complex arith-
metic N1 = N can be assumed to hold. But it will often be more efficient to
use real arithmetic.

The tables describing the implementations contain the following information:

Implementation Name of the implementation.

Literature References to the literature describing this implementation.

P The number of simultaneous inputs, in effect the amount of parallelism.

Hardware The number and type of components needed for the implementa-
tion. Note that components capable of handling real numbers are the
default. If complex arithmetic is required this is mentioned in the ”Spe-
cial” section of the table.

Efficiency The minimum number of multipliers needed to implement an all-
pass filter with P = 1 is N (see Table 2). So for systems with P > 1
the minimum is PN . So the efficiency is PN divided by the number of
multiplications needed by the implementation to calculate P outputs. To
simplify these formula’s we will assume that N1 = 0.

Cycle time The time it takes a PE (processing element) to complete a single
cycle, expressed in Ta and Tm (the time required by adders and multipliers
respectively).

Latency The number of cycles between accepting an input and producing the
first output that can be affected by that sample.

Update What has to be done when the filter coefficients change:

Locations The number of locations that contain a constant which has to
be updated.

Calculations The number of constants that have to be recalculated on an
update. Note that this is never larger than the number of locations.
But it can be smaller; the same constant could be used at 2 different
locations for example.

Description A short description of what the update calculation would
look like.

Special Assumptions, remarks and comments about this implementation

There are also some common characteristics that are not present in the table,
because they are the same for all the implementations. These are:

K The ratio between the sample rate and processing rate (we are looking for
K > 1). This number is always equal to two.

Utilization The percentage of hardware that is used at any given time. The
designs are such that all the hardware components are used in every clock
cycle. So the utilization is 100%.
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Throughput The number of outputs per cycle. The designs are such that
outputs are produced every cycle (save for start up characteristics). And
the number of outputs equals the number of inputs P .

Response Time The number of cycles between accepting an input. Again the
designs are such that inputs are accepted in every cycle, and therefore the
response time equals 1.

We will also use notational shorthands for the ”mod” and ”div” operators. The
modulo operator is denoted by NM̃ and the division operator by NM̄ such that:

N = NM̄M + NM̃ ∧ 0 ≤ NM̃ < N

Implementation Direct Form

Literature
P 1
Hardware:
Buffers N

Adders 2N

Multipliers 2N

Efficiency 50%
Cycle time 2Tm + NTa

Latency 1 cycle
Update:
Locations 2N

Calculations N

Description Provide new coefficients
Special

Table 1: Direct Form characteristics
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Implementation Minimal allpass

Literature [? ]
P 1
Hardware:
Buffers N

Adders See ”Special”
Multipliers N

Efficiency 100%
Cycle time See ”Special”
Latency 1 cycle
Update:
Locations N

Calculations N

Description Provide new coefficients
Special This method only works on decomposed allpass filters.

It is actually a family of methods as more
implementations are available for a single filter.
See Mitra and Hirano’s article [? ] for details.

Table 2: Minimal allpass characteristics

Implementation Scattered look-ahead

Literature [? ? ? ? ]
P P is a design decision (but must be a power of 2)
Hardware:
Buffers PN

Adders PN(log2 P + 2) + P

Multipliers PN(log2 P + 2) + P

Efficiency N
N(log

2
P+2)+1

Cycle time Tm + NTa

Latency N(log2 P + 1) + 2 cycles
Update:
Locations PN(log2 P + 2) + P

Calculations N(log2 P + 2) + 1
Description Provide new coefficients and calculate clustered look-ahead

Special We assumed a direct form implementation of the
recursive part.
This means that the characteristics change when a different
implementation of the recursive part is used.
P need not be a power of 2, but the
characteristics change if it is not.

Table 3: Scattered look-ahead characteristics
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Implementation Block-state

Literature [? ? ? ]
P P is a design decision
Hardware:
Buffers N

Adders 2NP + 2N − N1 + P (P+1)
2

Multipliers 2NP + 2N − N1 + P (P+1)
2

Efficiency 2NP
4NP+4N+P 2+P

Cycle time Tm + 2Ta

Latency 1
2 (N + 2P − 1) cycles

Update:

Locations 2NP + 2N − N1 + P (P+1)
2

Calculations 2NP + 2N − N1 + P

Description Calculate the state space form and use look-ahead
Special The state update matrix is assumed to be quasi-diagonal

Table 4: Block-state characteristics

Implementation Parallel block-state

Literature [? ? ]
P P is a design decision
Hardware:
Buffers NP

Adders NP (P + 3) + P (P+1)
2 − N1P

Multipliers NP (P + 3) + P (P+1)
2 − N1P

Efficiency 2N
2NP+6N+P+1

Cycle time Tm + 2Ta

Latency 1
2 (PN + 2P − 1) cycles

Update:

Locations NP (P + 3) + P (P+1)
2 − N1P

Calculations NP 2 + P (P+1)
2 + 3N − N1

Description Calculate the state space form, use look-ahead and
translate to parallel block state form

Special The state update matrix is assumed to be quasi-diagonal

Table 5: Parallel block-state characteristics
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Implementation Incremental block-state

Literature [? ? ? ]
P P (and I with I ≤ P ) are a design decisions
Hardware:
Buffers N

Adders 2N(P + PĪ) + P (I+1)
2 +

P
Ĩ
(I+P

Ĩ
)

2 + NI(PĪ − 1) − N1PĪ

Multipliers 2N(P + PĪ) + P (I+1)
2 +

P
Ĩ
(I+P

Ĩ
)

2 + NI(PĪ − 1) − N1PĪ

Efficiency 2NP
4NP+P (I+1)+P

Ĩ
(I+P

Ĩ
)+2P

Ī
(2N+NI)−2NI

limP→∞
2NI

6NI+4N+I2+I

Cycle time Tm + 2Ta

Latency 1
2 (2P + PĪ + N − 2) cycles

Update:

Locations 2N(P + PĪ) + P (I+1)
2 +

P
Ĩ
(I+P

Ĩ
)

2 + NI(PĪ − 1) − N1PĪ

Calculations 4N − 2N1 + NP + 3IN + PĨN + 2I + PĨ + I2

Description Calculate the state space form and use look-ahead
Note that the number of calculations does not
hold for PĨ = 0 or PĪ = 0

Special The state update matrix is assumed to be quasi-diagonal
Asymptocially optimum I (max. efficiency):
√

2(2N − N1) rounded to the nearest integer.
But other choices are allowed.
I ≥ P

2 will lead to block-state.

Table 6: Incremental block-state characteristics
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(a) Scattered look-ahead (b) Block-state

(c) Parallel block-state (d) Incremental block-state (with optimum
I)

Figure 2: Efficiencies

A.2 Figures

In this section we present some figures that plot the efficiency and latency of
the implementations described in the previous section.

A.2.1 Efficiency

Figure 2 contains a plot for each of the different implementations. Each subfigure
of Figure 2 shows the efficiency of the implementation for different orders and
block sizes. Note that we assumed that N1 = 0, just as in the previous section.

To make it easier to compare the different implementations Figure 3 contains a
graphs describing the efficiencies for selected values of N .

For the graph of the incremental block-state we chose I such that the imple-
mentations efficiency is maximal. Note that Table 6 only describes the asymp-
totically optimum I, we used a more complicated formula to calculate the best
I.

Also note that with the correct choice for I, the incremental block-state is equal
to the ordinary block-state implementation. This is why the graphs of those
two implementations partially overlap.

A.2.2 Latency

Figure 4 contains a plot of the latencies for each of the different implementations.
Each subfigure of Figure 4 shows the latency of the implementation for different
orders and block sizes. Note that we assumed that N1 = 0, just as in the
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Figure 3: Efficiencies compared
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(a) Scattered look-ahead (b) Block-state

(c) Parallel block-state (d) Incremental block-state (with I opti-
mized for efficiency)

Figure 4: Latencies

previous section. Also note that the figure displays the latency in clock cycles,
but that the clock cycles of the scattered look-ahead implementation depend on
N and are not constant like the cycles of the other implementations.

Figure 5 and 6 contain plots comparing the different architectures. Figure 5
shows the latency in clock cycles, but figure 6 displays the latency in actual
sample periods. The latter is interesting because, while the implementation
may be parallel, in the end the implementation is placed between a serial to
parallel and parallel to serial converter. So Figure 6 shows the actual latency of
the system consisting of these converters and the chosen implementation.
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Figure 5: Latencies (in clock cycles) compared
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Figure 6: Latencies (in sample periods) compared
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