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Abstract. We present the Simple Language of Communicating Objects
(Slco) framework, which has resulted from our research on applying
formal methods for correct and efficient model-driven development of
multi-component software. At the core is a domain specific language
called Slco that specifies software behaviour. In this paper, we discuss
the language, give an overview of the features of the framework, and
discuss our roadmap for the future.

1 Introduction

The development of complex, multi-component software is time-consuming and
error-prone. One important cause is that there are multiple concerns to address.
In particular, the software should be functionally correct, but also efficient. Care-
less optimisation of code may introduce bugs and make it less obvious to reason
about the core functionality. To improve this, it is crucial that techniques are
developed that make every step in the development work flow systematic and
transparent.

With the Simple Language of Communicating Objects (Slco) framework,
we conduct research on the development of techniques for this purpose. Key
characteristics are (1) the use of a Domain-Specific Language (DSL) based on
well-known software engineering concepts, i.e., objects, variables, state machines,
and sequences of instructions, (2) formal verification in every development step,
from model to code, that does not require expert verification knowledge from the
developer, and (3) (optimised) code generation, by which (parallel) programming
challenges are hidden from the developer.

The framework uses the model-driven software development methodology, in
which models are constructed and transformed to other models and code by
means of model transformations. The framework makes use of a verified code
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generator [27,28]. Furthermore, the framework supports some verification of
model-transformations; support will be extended in the near future.

2 Related Work

In most related work, no verification is done (e.g. [9,20]) or only on either model-
to-model or model-to-code transformations [19]. Some techniques cover both,
e.g. [14], but they do not address the direct verification of transformations. This
means that correctness of a transformation cannot be determined once-and-for-
all; instead, every time it is applied, its result has to be checked. Furthermore,
a few transformation steps may quickly render verification infeasible [2]. In con-
trast, the Slco framework supports direct verification of transformations. We
have yet to achieve direct verification of all transformations, but transformations
of transition sequences consisting of user-defined actions can already be verified.

Scade 6 [10], Simulink [21], and Event-B [1] are frameworks offering fea-
tures similar to Slco. All frameworks offer verification methods for their models
and automatic code generation. Scade can make use of Lustre’s verified com-
piler [5] to generated code. Both Simulink and Event-B support verification
of generated code [11,15], however, to our knowledge the generators are not
mechanically verified and, thus, require some form of consistency verification
between model and code.

Unlike Scade, Slco is not limited to the sampling-actuating model of con-
trol engineering, and can be used to specify such systems via user-defined actions
serving as sampling and actuating calls. Of the frameworks mentioned above,
only Event-B offers verification of refinement transformations. Slco, in addi-
tion, also supports verification of other kinds of transformations. Finally, similar
to Scade, the Slco code generator is mechanically verified and preserves certain
correctness criteria, such as atomicity preservation and lock-deadlock freedom,
without the need for a consistency check.

3 The SLCO 2.0 Language

The second version of Slco is the core of the framework. The Slco DSL should
be used in the first development step to specify the intended functionality of
the system. Slco has been designed to model systems consisting of concurrent,
communicating components at a convenient level of abstraction. It has a formal
semantics.1 New to version 2 is the support for arrays, user-defined actions, com-
posite statements, the specification of a channel’s buffer capacity, and transition
priorities. We will introduce these additions together with the rest of Slco.

Slco models consist of a finite number of classes, which can be instantiated as
objects, channels for communication between objects, and user-defined actions;
each are declared in their own section of the model.

1 See http://www.win.tue.nl/∼awijs/SLCO/SLCO2doc.pdf.

http://www.win.tue.nl/~awijs/SLCO/SLCO2doc.pdf


290 S. de Putter et al

A class consists of a finite number of concurrent state machines, and ports
and variables shared by them that can be used for communication. Thus, Slco
supports components at two levels: each object forms a component that can com-
municate with other objects via message-passing, while inside an object multiple
components may exist that can interact via shared variables.

Variables are of type Integer, Byte, Boolean, or Array of one of these.
Furthermore, state machines can have private variables that are only accessible
by the owning state machine. Variables are declared in the variables section
of classes or state machines: Integer x := y + 1 declares an integer variable
named x that initially has the value of the expression y + 1.

A channel connects two ports of two objects; they are used to send messages
between state machines of two different objects. A channel accepts messages
(optionally with parameters of types Integer, Byte, or Boolean), it is either
synchronous or asynchronous and in the latter case either lossless or lossy (lossy
means that it may lose messages at any time). In case a channel is asynchronous,
a buffer size can be defined, which is by default 1. Let p and q be objects
with ports InOut, In, and Out; c(Byte) sync between p.InOut and q.InOut
and c(Byte) async[2] lossy from p.Out to q.In respectively denote a syn-
chronous and a lossy asynchronous channel named c that accepts messages with
one Byte parameter. The asynchronous channel may buffer up to two messages.
A port is attached to at most one channel. Furthermore, messages sent over
ports have a name and optionally a number of parameters with the same types
as defined on the connected channel.

A state machine consists of local variables, a finite number of states, an initial
state, and transitions between states. Transitions have an optional priority and
a (possibly empty) sequence of statements associated with it; for instance, given
user-defined action a and variable x, 1: s1 -> s2 {x := x + 1; a} denotes
a transition, with the priority 1, starting at state s1 that first performs the
statement x := x + 1 and then performs the action a. Upon completion of the
statements the state s2 is reached. A lower number indicates higher priority.
Higher priority transitions are considered for firing before lower priority ones.
Transitions with the same priority are fired non-deterministically. By default, a
transition has priority 0.

Parallel execution of transitions is formalised using an interleaving semantics,
in which SLCO statements are atomic, i.e., the transition with sequence of
statements is equivalent to a sequence of transitions each executing one of the
statements in the same order. No finer-grained interleaving is allowed. SLCO
offers five types of statements, some of which may sometimes be blocked from
execution. When this is the case, then the associated transition is blocked as
well. The five types of statements are:

1. (Boolean) Expression: a condition that is blocked if it evaluates to false. In
an expression, state machine-local and object-local variables may be refer-
enced.

2. Assignment : x := e indicates that the evaluation of an expression e is
assigned to variable x. The expression may be a logical (boolean) or arith-
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Fig. 1. An example Slco model (left) and part of its Java implementation (right)

metic expression. Again, both state machine-local and object-local variables
may be referenced. An assignment is always able to fire.

3. Composite: a statement grouping an optional boolean expression and one
or more assignments (in that order). It is enabled iff the expression at the
head is enabled. If no expression is included, it is always able to fire. For
instance, [x>0; x:=x-1; y:=y+1] (the square brackets denote a composite
statement) indicates that in case x is greater than 0, x is decremented and y
is incremented, all in one atomic step.

4. Send and Receive: these statements attempt to send or receive a message
to or from a particular channel, respectively. If the buffer associated to the
channel is full, a send operation is blocked. A receive operation is blocked
if the buffer is empty, or if the next message is not as expected; the receive
statement can store the received parameter values in variables, and check
whether an expression related to these values evaluates to true. If not, the
receive statement is not enabled, and communication fails.

5. User-defined action: an action that indicates yet-unspecified behaviour. User-
defined actions can be implemented in code or transformed to concrete
behaviour.

Figure 1 presents part of an Slco model Test on the left. It defines classes
P, Q (lines 4, 5). At line 6–7 variables x and y and ports Out1, Out2 and InOut
are defined. Class Q contains state machines SM1, SM2 (lines 9–20). At line 22,
objects p and q are declared as instances of P and Q, respectively. The object
ports are attached to channels at lines 24–27. Channel c1 accepts messages with
a Boolean and an Integer parameter.

State machine SM1 has a boolean local variable started (line 10), an initial
state Com0, and other states Com1 and Com2 (line 11).

Between the states, transitions with sequences of atomic statements are
defined (lines 12–18). The priority of the transition at line 17 enforces SM1 in
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Fig. 2. An overview of the Slco framework

state Com1 to consider the Com1 self-loop (line 15) before the transition to Com2
at line 17, i.e., it is first checked whether x > 0, only if this is not the case the
transition to Com2 is considered. A message named M with parameters false and
0 is sent at line 13, while the transition at line 17 attempts to receive a message
named S without parameters. At line 18, a user-defined action init is used, to
indicate that some unspecified initialisation procedure is to be performed when
moving from Com2 to Com0.

4 Features of the Framework

Figure 2 provides an overview of the Slco framework. The framework2 is imple-
mented in Python, using TextX [8] for meta-modelling and Jinja23 for model
transformation. Given an Slco model (top-left corner), a number of features
can be used.

Formal verification of Slcomodels. To formally verify that an Slco model satis-
fies desirable functional properties, it can be transformed to an mCRL2 model.
With the mCRL2 toolset [7], it is then possible to apply model checking [3].
Properties specified as µ-calculus formulas can be checked by first combining
model and property into a Parameterised Boolean Equation System, and then
checking the latter’s state space.

Model visualisation. Slco models can be transformed to Dot files to visualise
the state machines, thereby providing more insight into the structure of a model.

Slco model-to-model transformations. Transformations can be used to itera-
tively refactor or refine Slco models, for instance rewrite state machines or
replace user-defined actions with concrete behaviour. Some user-defined trans-
formations, specifically the ones between patterns of user-defined actions, can be
verified directly for the preservation of functional properties, using our transfor-
mation verification technique [16,22] implemented in the Refiner tool [23]. It
checks whether a transformation introduces patterns that are branching bisim-
ilar to the replaced patterns after abstraction w.r.t. a given property. In other
2 Git repository of the framework: https://gitlab.tue.nl/SLCO/SLCO.git.
3 http://jinja.pocoo.org.

https://gitlab.tue.nl/SLCO/SLCO.git
http://jinja.pocoo.org
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cases, preservation of properties can be determined for specific transformation
applications by verifying the resulting Slco model via mCRL2.

Transformation to multi-threaded Java. Before code is generated an Slco model
is translated to an Slco-al (Slco Annotated Level) model. An Slco-al model
is an Slco model that is more specific on how and where to ensure atomicity.

The Slco framework offers two partly verified code generators that take
an Slco-al model and generate multi-threaded Java code. The generators use
different methods to ensure atomicity of statements: the first generator uses a
locking mechanism, while the second generator uses transactional memory.

In both generators, each state machine in the given Slco-al model is mapped
to an individual thread. Hence, any variables shared by state machines corre-
spond with shared variables in the Java code. The code is constructed modularly:
implementations of generic concepts that are reusable in the generated code, such
as channel and a locking mechanism for shared variables, have been added to a
generic component library [27]. We have proven functional correctness of these
parts of the generator [6] using VeriFast [13]: (1) the atomicity of statements is
preserved in generated code, (2) messages sent over lossless channels are eventu-
ally received, and (3) generated code does not introduce deadlocks. In addition,
we have verified a robustness mechanism called Failbox [27] that is applied in
the code to ensure that in case of a malfunctioning thread, dependent threads
are notified if a thread fails.

The first generator enforces the use of a nested locking mechanism [28] to
ensure that variables are safely shared. Each variable (and each array cell) is
associated with an individual lock, and whenever for the execution of a statement
a number of shared variables needs to be accessed, it is attempted to acquire the
corresponding locks in a predefined order. The use of the fixed order prevents
deadlocks and we have proven that it ensures the preservation of the atomicity
of Slco statements [28].

On the right in Fig. 1, part of the Java implementation of model Test pro-
duced by the first generator is presented. This part covers the transitions at lines
15–17 in the Slco model and is part of a switch construct inside a while loop.
This loop is responsible for the continuous movement between state machine
states.

In the Slco composite construct at line 15 in the Slco model, class variables
x and y are accessed. For this reason, locks need to be acquired in the generated
code for both variables before the statement can be executed. At line 4 in the
code, the IDs for both variables are added to array java lockIDs in a sorted
way to ensure ordered locking. Next, the locks are requested (line 5). If the locks
are granted and the guard expression evaluates to true, the assignments of the
composite statement are executed (line 17). Note the releasing of the locks once a
statement has been executed. Alternatively, if the locks were not acquired or the
guard expression evaluated to false, it is attempted to perform the receive
statement specified at line 17 of the Slco model. If the receive statement
succeeded (line 10), the code ‘changes state’ according to the Slco transition
description (lines 12–13). Finally, at lines 19–23, the send statement at line 16 of



294 S. de Putter et al

the Slco model is executed. It is executed as a possibly blocking send operation,
since in the model, the state machine is in the middle of executing the statements
of the transition at lines 15–16, and cannot consider alternatives.

The second generator enforces the use of transactional memory, relying on
the AtomJava code translation [12]. Instead of our nested locking mechanism,
atomic blocks are used, to indicate that whenever the execution of a statement
accesses a variable simultaneously accessed by another thread, the execution
should be rolled back.

Reducing the use of synchronisation constructs with Slco-al. Naively using
nested locking or atomic blocks for all statements often leads to congestion
and, thus, results in under-performing parallel programs. As previously men-
tioned, Slco-al can be used to instruct code generators. It extends Slco with
constructs to indicate synchronisation.

Some statements do not actually need protection by a synchronisation mech-
anism; in such a case, the lack of such synchronisations is not observable. Further-
more, it is possible that statements within a composite statements can be fac-
tored out in a way that the model remains observably equivalent. To detect such
situations, the framework provides a transformation to mCRL2 that encodes an
atomicity detection and avoidance algorithm based on work on atomicity check-
ing of parallel programs [18]. This algorithm checks which specified data accesses
in a model need to be protected in the code by a synchronisation mechanism in
order to avoid potential atomicity violations. Furthermore, the algorithm deter-
mines when a fence suffices as an alternative to the more heavy-weight locks or
atomic blocks. With the output of the algorithm, composite statements can be
decomposed and the need for synchronisations can be indicated in an Slco-al
model. In the adapted model the use of these synchronisations is restricted to
the absolutely necessary and least costly ones. The adapted model is semanti-
cally indistinguishable from the original one during execution of their respective
generated code.

5 Roadmap

In the near future, we will continue our research in a number of directions. For
instance, it is our goal that most, if not all, Slco model transformations will
be directly verifiable. Our current technique in Refiner [16,23] is restricted to
transformations between action patterns, as opposed to the transformation of
(patterns of) other types of Slco statements. Establishing that a transformation
preserves properties for arbitrary input is stronger than having to verify resulting
models each time the transformation is applied.

Regarding model verification, we plan to work on a new version of our
GPU accelerated model checker GPUexplore [26] that accepts Slco mod-
els as input. Great speedups over 500× have been reported with this tool, and
connecting Slco will make it feasible to rapidly produce verification results for
larger models. We will also continue our research on compositional model check-
ing [17], to modularly verify Slco models.
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Regarding the Slco-al language, we will consider extending it to cover var-
ious other optimisation possibilities. In that respect, one can also think of opti-
mising code w.r.t. other criteria than performance, such as power efficiency and
security. To make smart decisions regarding quantitative characteristics of mod-
els, it may be required to extend our analysis towards probabilistic or stochastic
model checking [3], and to add support for modelling quantitative aspects [24,25].

Research on verified code generation will focus on verifying complete pro-
grams, as opposed to only verifying generic components. We plan to use Ver-
Cors [4] for this.

We plan to address the development of GPU software. For this, we need to
extend Slco to model such systems, and construct additional code generators.

Finally, we are considering to integrate our tool chain into the Eclipse IDE,
to create one environment in which all tools in the framework can be accessed.
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