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Examination Operating Systems (2IN05) 

on January 18, 2010, 14.00h-17.00h. 

 

The exam consists of two parts that are handed in separately. Part I consists of knowledge-

questions that must be answered on a separate sheet. Extensive explanations are not required in 

part I, compact answers will be appreciated, answers will be judged correct/wrong only. After 

you have handed in part I you may use the course book and the slides from the lectures for part II. 

(Note: just the lecture slides, no slides concerning exercises or previous exams or any other 

notes.) 

 

The exam covers the entire course and is split in a block A and a block B part, graded separately. 

Students that do not want to take the block A exam (because they already completed that) can 

skip the part pertaining to block A. Students that do take both exams are kindly requested to give 

the answers on separate sheets (4 in total). 

 

Both exams are estimated at 1.5h: 20 minutes for part I and 70 minutes for part II. We do not 

enforce this, hence, students that just take the block B exam are lucky to have more time. 

 

Work clearly. Read the entire parts first before you start. Scores for exercises are indicated 

between parentheses. There are 4 pages in total. 

 

 

PART I 

block A (4 points) 

 

 
1. Give at least three motivations for the existence of operating systems. 

a. Abstraction: to hide the complexity of the lower levels.  

b. Virtualization: to support sharing of computer resources among different users or 

applications.  

c. Resource Management: to address the needs of individual users and their 

applications while aims at maximizing overall performance of the system.  

d. Shared functionality: to provide common functionality (file system, liner 

memory, APIs) to most programs  

e. Concurrency: to enable the simultaneous using of resources.   

f. Portability: to support source code portability (unified machine view, 

standardized on APIs) 

 

2. What is meant with the term ‘race condition’? Give an example (simple, please). 

a. The situation that correctness of a concurrent program depends on specific 

interleavings being chosen. For example, in a program that assumes that the state 

is not changed between a test and an action that depends on the result of this test. 

 

3. Give three ways to pass control to the kernel.  

a. interrupt, trap, exception 
 



4. What do we mean by interference among concurrent threads? 

a. Assumptions or knowledge that one thread has about the state are disturbed by 

actions of another thread 

 

5. What is a task attribute, and what is  a scheduling metric? Give an example of both. 

a. Attribute is a property a task has. It can be static or dynamic. Examples: arrival 

time, computation time, required resource, deadline, etc.  

b. A scheduling metric is an observed property. It is the result of applying 

scheduling policies on a task. Examples: response time, turnaround time, average 

overshoot, etc.  

 

6. What is ‘priority inversion’? Give an example. 

a. The situation in scheduling that a high priority process is blocked by a process of 

middle priority, through blocking on a resource shared between this high and a 

(third) low priority process. During this blocking, arbitrary processes of middle 

priority can overtake. An example is found on the slides. 

 

7. Consider the following statements in a language like C or Pascal: 

  x := y; 

  x := 5+z; 

Here, x and y are shared variables and z is a local variable (accessible by just one thread). 

May these statements be regarded as atomic? Motivate your answer in one line. 

a. first assignment contains two references to shared variables: not atomic  

b. second assignment contains just one reference to shared variable: atomic  

This assumes that the compiler does not perform optimizations that jeopardize this by 

reordering or removing the assignments. 

 

8. What is the difference between the monitor signalling disciplines ‘signal-and-wait’ and 

‘signal-and-continue’? 

a. signal-and-wait: signalled process gets immediate access; signaller waits 

b. signal-and-continue: signalled process queues again for critical section accesss; 

signaller continues 



 

 

 

PART I 

block B (4 points) 

 

 

1. Mention three reasons to use buffering inside the kernel. 
a. Sharing 

b. Caching 

c. Solve speed differences 

d. Solve user/kernel problems 

 

2. What is system availability? 

a. the probability that a system is functioning (according to specifications) 

b. or: the degree to which a system or component is operational and 

accessible when required for use (IEEE) 

 

3. What is the working set, and what determines the lower and upper limits to its 

size? 
a. Working set is the set of physical memory pages currently dedicated to a running 

process. It includes the current top of stack, areas of the heap being accessed, the 

current area of code segment being executed, and any shared libraries recently 

used.  

b. Upper limit to its size: degree of multiprogramming.  

c. Lower limit: avoiding occurrence of page faults.  

 

4. What is the asynchronous part of a device driver? 

a. the part that is triggered by the device, viz., the interrupt handler. 

 

5. Which (possibly conflicting) requirements determine the choice of the page-size 

in a virtual memory system?  

a. Het moet een tweemacht zijn. 

b. Het moet een grote waarde zijn om de pagina-tabellen en hun beslag op 

het geheugen klein te laten zijn. 

c. Het moet een kleine waarde zijn om interne fragmentatie te beperken 

 

6. Explain the difference between mounting and symbolic linking. 
a. symbolic link: name in new namesystem + closure are the contents of a file 

b. mounting: closure and prefixing are (transparantly added to the resolution 

algorithm – joining two name spaces. 

 

7. Give three approaches to deal with deadlock. 

a. avoidance, prevention, detection 

 

8. What is the meaning of ‘locality of reference’, ‘spatial locality’ and ‘temporal 

locality’?  



a. locality of reference: the principle that series of references are close to 

each other with respect to some measure 

b. spatial locality: references are close to each other in space (e.g. references 

to neighboring pages) 

c. temporal locality: references are close to eachother in time (e.g. referring 

same object/block/page twice) 



PART II 

Block A (6 points + 1 bonus) 

 

 
1. (3.0 pt) The interface for a bounded buffer is as follows (see also the slides on this topic). 

 

proc Receive (var b: buffer; var y: elem)  

proc Send (var b: bufer; y: elem) 

 

a) (2 pt) Give an implementation of these two procedures using Conditional Critical 

Regions and Condition Variables. Define the type ‘Buffer’ accordingly. 

 

type Buffer = record b: array [0..N) of elem; 

                                  r, w, c: int; { init: 0, 0, 0 } 

                                  m: Semaphore; { init: 0 } 

                                  RB, { c = 0 } WB { c = N }: Condition 

                       end; 

 

proc Receive (var b: buffer; var y: elem) = 

|[ with buffer do 

          P(m);  

          while c=0 do Wait (m, RB) od; 

          y := b[w]; w := (w+1) mod N; c := c-1;  

          signal (WB);  

          V(m) 

   od 

]| 

 
proc Send (var b: bufer; y: elem) = 

|[ with buffer do 

          P(m);  

          while c=N do Wait (m, WB) od; 

          b[r] := y; r := (r+1) mod N; c := c+1;  

          signal (RB);  

          V(m) 

   od 

]| 

 

b) (1 pt) Assume there are two consumers. Make your solution fair. 

 

We use two extra variables: qr: counting the number of waiting receivers and lr: the receiver that 

received the previous turn. The interface of Reveive is extended with the identity of the receiver. 

We assume these identities are non-negative numbers. The solution relies on fairness of the 

access semaphore m. 

 

type Buffer = record b: array [0..N) of elem; 

                                  r, w, c, qr, lr: int; { init: 0, 0, 0, 0, -1 } 

                                  m: Semaphore; { init: 0 } 

                                  RB, { c = 0 } WB { c = N }: Condition 

                       end; 



 

proc Receive (var b: buffer; var y: elem; id: int) = 

|[ with buffer do 

          P(m);  

          while c=0 or (qr>0 and lr = id) do qr := qr+1; Wait (m, RB); qr := qr-1 od; 

          y := b[w]; w := (w+1) mod N; c := c-1;  

          lr := id; 

          signal (WB);  

          V(m) 

   od 

]| 
 

 

2.  (3.0 pt + 1pt bonus) Consider the following program. 

 

|[ var x, y: int; b: bool; 

   proc A = |[ while x < y do x := x+1 od ]| 

   proc B = |[ while b do y := y+1; b := x != y od ]| 

 

   x := 0; y := 1; b := true; 

   A || B 

]| 

 

(The symbol “!=” stands for inequality, as in C.) The program represents the parallel 

execution of two threads sharing three global variables and with a simple behavior. 

a) (2.0 pt) Assume that assignments and tests are atomic. Which of the following is 

possible? Use traces and/or invariants to show this. 

1. Both threads terminate. 

 

yes: (b)(y=y+1)(x<y)(x:=x+1) )(x<y)(x:=x+1)(b:=x!=y)(x>=y)(not b) 

 

2. A terminates and B does not. 

 

yes: (x<y)(x:=x+1)(x>=y) [(b)(y:=y+1)(b:=x!=y)]
infinity

 

 

3. B terminates and A does not. 

 

no: name the value of y: Y when B terminates. The maximum number of iterations for A is then  

Y-x (0 if this number is negative) since A terminates whenever x>=y.  

 

4. Neither thread terminates. 

 

yes: an infinite iteration of (the body of the repetition in B followed by the body of the repetition 

in A).  

 

b)  (1.0 pt) Is it acceptable to assume that tests and assignments are atomic? Explain what 

the considerations are. 

No. See exercise 7 of part IA. 

c) (Bonus: 1.0 pt) Rephrase the program such that all assignments and tests can be 

considered atomic. 



Each assignment is cut into a part with a local variable. The test must be computed in a local 

variable as well. 

 

A: local variables a: int; t: bool 

…..a := x; t := a<y; while t do a := x+1; x := a; t := a<y od 

B: local variable c: int 

….while b do c := y+1; y := c; b := c!=x od 



 

 

PART II 

Block B (7.0 points) 

 

 

 

1. A certain disk has the following characteristics: 

• Average seek time: 10msec, neighboring track seek time: 2msec 

• Rotations per minute: 800 

• Sectors per track: 10 

• Bytes per sector: 4096 

Answer the following questions: 

a) (0.5 pt) What is the data transfer rate? 

 

Transfer rate: 10 x 4096 per rotation, hence 800 x 10 x 4096 = 32000K/min (= 533K/sec) 

 

b) (1.5 pt) What are the times needed to read a file from 400K in case the file is 

stored randomly on the disk and in case the file is stored consecutively. What is 

the improvement in %? 

 

Random storage: each sector needs a track seek and a half rotation on average. We need 

100 sectors to store the file. Hence: 

 time1 = 100 *(0.01 + ½*60/800 + 1/10 * 60/800) = 5.5 sec 

Consecutive: reading full tracks connected by neighboring seeks 

 time2 = 0.01 + ½*60/800 + 10* (60/800 + 0.002) – 0.002 = 0.8155 sec 

 

time1/time2 = 6.7 (=670% improvement) 
 

2. Given is the following set of processes, with correspondent maximal numbers of 

required resources of three possible types. The number of resources for types r1, r2 

and r3 are 3, 3 and 2 respectively. Consider the situation that occurs after execution 

of A: Req (r1, 2); A: Acq (r1, 2);  
  

 

 

 

 

 

a. (1 pt) Draw the full claim graph for this situation. 

b. (3 pt) For each of the following three action sequences, explain if the Acq’s are 

admitted according to the Bankers’ algorithm. Draw diagrams, when necessary. 

1. B: Req (r3, 1); B: Acq (r3, 1) 

2. C: Req (r2, 1); C: Acq (r2, 1); B: Req (r2, 1); B: Acq (r2, 1) 

3. A: Req (r1, 1); A: Acq (r1, 1); C: Req (r3, 1); C: Acq (r3, 1) 

 

Process r1 r2 r3 

A 3 3 2 

B 2 2 2 

C 1 1 1 



  

 
 

Solution: the above 4 figures illustrate the solution. The first figure correponds to a). The 

second figure (left,low) gives the situation after b).1. It is not reducible (neither A nor B 

can be reduced) hence the banker’s algorithm would forbid the acq. For b).2 and b).3 the 

first acq’s are possible. The figures give the situations after the seond acq’s, which are 

not reducible. Hence, again the banker’s algorithm would forbid this. 

 

 

3. (1 pt) Filesystems often contain many small files. Explain with an example how a 

filesystem can be optimized to deal with this. What exactly is the problem with small 

files?  

 

The problem with small files is the waste of space (by taking up at least one allocation 

unit) as well as the pity extra disk access for the structure. 

The file contents may be stored in the descriptor, as happens in NTFS. An incremental 

multilevel hierarchy also helps to have fewer references for smaller files. Finally, making 

allocation units smaller helps limit fragmentation. 
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