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1 Introduction

In “Dynamical and Topological Tools for (Modern) Music Analysis” by Bergomi [Ber15]
various methods are described for the purposes of analysis and classification of music by its
acoustic properties. In particular, methods from a horizontal perspective, from a vertical
perspective, and a combination of both perspectives are presented.

The horizontal perspective is based on a formalization of the concept of voice leading, one
that is well-known in the field of music theory, by reinterpreting the motions through time as
paths in the Euclidean space. With this the author is able to visualize the main features of
a musical piece as the geometrical configurations of strands in a three-dimensional space, as
shown in Figure 1.

Figure 1: Visualization of two voices changing pitch through time in a short musical piece.

For the vertical perspective, time-related information is neglected, reducing the problem
to vertical musical entities (pitches and chords). These entities are effectively represented in
a graph, called the Tonnetz. By reinterpreting the Tonnetz graph as a geometrical shape,
existing topological techniques such as persistent homology can be used to classify its shape.
As this year’s Seminar Algorithms is on the topic of computational topology, this is the
perspective in particular that is of interest. For that reason this is the application that we
will focus on in this report.

Lastly, as a combination of the previous perspectives, a model is presented that mixes
signal and symbolic analysis. Here the authors represent the music as a time series of topo-
logical fingerprints, which can then be used to compare works in both topological and musical
terms.

Finding similarities or dissimilarities between musical pieces is particularly important
for the development of music information retrieval systems. [CVW04] For instance, music
recommendation systems (e.g. Spotify) use techniques to suggest songs it thinks the user may
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enjoy and to organize songs into musical genres and subgenres. Many of these organizational
techniques, however, are often still performed by humans assigning labels to tracks. But
research has been done into the automatic classification of music on the basis of a variety
of different ideas. Cilibrasi, Vitanyi, and Wolf present a method in which no background
on music is used at all, instead songs are classified based on compression of the information
representing the music piece. [CVW04] Chai and Vercoe use a similar representation for
melodies but instead of applying information theory, they apply hidden Markov models.
This is a powerful statistical tool for modeling processes that vary in time with a hidden
state. [CV01] Honingh and Bod take a more symbolic approach by considering the interval
categories of the notes in the music piece. From a music theory viewpoint this is actually a
very similar approach to the application discussed in this report. [HB11]

The paper is organized as follows. We first lay the basic groundwork by introducing some
traditional concepts from music theoretical analysis. In Section 3 we will discuss how these
musical concepts can be represented in topological terms. Next, in Section 4 we present the
actual application of music clustering using topological methods. Finally, in Section 5 we will
review and discuss the application.

2 Musical Preliminaries

In this section we consider some well-known musical concepts that will be essential when
introducing the topological representation of music in a later section. First we will present
the basic concepts of pitches, pitch classes, intervals, and chords. Then we introduce the
Tonnetz, a structure for representing acoustical properties of pitches. This last part is largely
based on the work of Bigo and Andreatta [BA16].

2.1 Basic Musical Concepts

As a general and slightly simplistic definition of music we will assume that a musical piece
consists of combinations of tones forming a melody. Pitch, duration, loudness, and timbre
are some of the major acoustic attributes of musical tones [PGW10]. In this report, loudness
and timbre will not be considered at all in the representation of music. And the duration of
tones will only be considered in later sections. Thus for now we will mostly concern ourselves
with pitches.

Pitch is a perceptual attribute of tones that allows the ordering of sounds on a frequency-
related scale. Intuitively this allows one to judge a sound as “higher” or “lower” than an-
other. In the context of music, pitches are generally labeled using either Helmholtz pitch
notation (e.g. a′), scientific notation (e.g. A4), or absolute frequency (e.g. 440 Hz). Each of
the three examples corresponds to a tone with the same pitch.

An octave is the interval between one pitch and another with half or double the frequency.
For example, the pitches A4 and A3 are one octave apart. There are twelve pitches in one
octave: C, C], D, D], E, F , F], G, G], A, A], B. The interval between each consecutive pitch
in this sequence is called a semitone. Thus an octave can also be expressed as the interval
obtained by moving twelve semitones in either direction. Two notes that are an octave apart
will sound essentially the same to humans because of their harmonic relation. For this reason
we consider pitches to be part of the same pitch class if they have the same relative position
within the octave. For example the pitch-class set of “A” is {. . . , A−2, A−1, A0, A1, A2, A3 . . . }.
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Besides octaves and semitones there are some other intervals that will be used in this
paper, such as the intervals of minor third (three semitones), major third (four semitones),
perfect fourth (five semitones), and perfect fifth (seven semitones). For example, the interval
from C4 to E4 is a major third as they lie four semitones apart.

Finally, a musical chord is a harmonic set of multiple pitches being sounded simultaneously.
In Western music, the most common type of chords are so-called triads. These chords consist
of three distinct pitches: a root pitch, a pitch one perfect fifth above the root pitch, and a
pitch one major/minor third above the root pitch. Depending on the choice of major or minor
third, the chord will be a major or minor triad. For example a C major triad chord consists
of a C (root), an E (major third), and a G (perfect fifth).

2.2 The Tonnetz

The Tonnetz (or tone-network) is a diagram that represents the acoustical properties of
pitches organized according to certain intervals. A version of it was first described by Euler
in 1739 [Eul39], which can be seen in Figure 2. In this original representation of the Tonnetz
an edge is drawn between pitches that are either a perfect fifth or a major third apart. More
recently, music theorists have investigated different derivations of the traditional Tonnetz,
often referred to as generalized Tonnetze.

Figure 2: The Tonnetz as drawn by Euler. The pitches C and G are a perfect fifth apart, as
indicated by the edge marked with v. Similarly, C and E are a major third apart, thus the
connecting edge is marked with iii.

One common derivation is called the neo-Riemannian Tonnetz, extending Euler’s Tonnetz
by including the minor third interval, see Figure 3. It is an infinite triangular planar lattice
graph with pitches organized along three non-orthogonal axes by the intervals of perfect fifth
(horizontal), major third (ascending diagonal), and minor third (descending diagonal). This
model in particular is of interest to music theorists because it can be used to represent modern
chord progressions. The major and minor triad chords appear as triangles in the diagram.
For example, the combination of pitches {C,E,G} on the corners of a triangle forms the C
major triad chord.

Other structures can be created by using different intervals or even different numbers of
intervals. For example a three-dimensional derivation has been introduced by Gollin [Gol98]
and has an additional interval axis. In this model chords of four notes, such as dominant
seventh and half-diminished chords, are represented by tetrahedra.
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Figure 3: A region of the neo-Riemannian Tonnetz. The three non-orthogonal axes along
which the pitches are organized are emboldened and labeled with the corresponding interval
in semitones.

The author of the application covered in this report limits themselves to dealing with
pitch classes instead of pitches. Therefore, what we call a Tonnetz in this paper is actually a
pitch-class Tonnetz. In this context the pitch classes are infinitely repeated along each of the
axes of the Tonnetz following the corresponding intervals.

3 Topology of Tonnetze

Before we can perform any sort of topological analysis on the Tonnetz, we need to represent
it using topological methods. In this section we will first show how the Tonnetz can be
represented as a simplicial complex. We will then introduce a deformation on this complex
and show how this can in turn be used to define a filtration of the Tonnetz complex.

3.1 Representing the Tonnetz as a Simplicial Complex

Since the Tonnetz is a graph, we can simply assign a different interpretation of its elements.
The vertices become 0-simplices in the complex, the edges become 1-simplices, and the tri-
angles become 2-simplices. In this reinterpretation we inherit the labels of the vertices. As
a result, the 0-simplices correspond to pitch classes, the 1-simplices correspond to the inter-
vals between pitch classes (minor thirds, major third, and perfect fifths), and the 2-simplices
correspond to the major and minor triad chords. We will refer to this complex as a Tonnetz
complex from here on and denote it by T , the underlying space will be denoted by |T |.

Similar to the Tonnetz, the Tonnetz complex is an infinite triangular planar lattice. This,
however, is not suitable for the computation of persistent homology, as we cannot induce a
finite filtration on it. Observe that the Tonnetz (complex) is doubly periodic as a result of the
periodicity of the pitch classes along the interval axes. Hence we let F be the fundamental
domain of T . Note that F corresponds to a region that is the torus, as shown in Figure 4, it
will be useful to refer to this warping as T.
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Figure 4: Left, the finite simplicial complex that is the fundamental domain F of the Tonnetz.
Right, the Tonnetz torus T of which F is the gluing diagram. Note the highlighted vertical
and horizontal edges that are the generators of the torus.

3.2 Deformed Tonnetze

We assume that we have a collection of n notes {(p1, d1), . . . , (pn, dn)} where each note is
represented by a tuple containing the note’s pitch class pi and duration di. Let V be the
0-skeleton of T and l : V → L the function mapping vertices to pitch-class labels. We are
now able to define a height function fV : V → R that maps the vertices of T to the total
duration of the pitch class they are labeled with:

fV (v) =
n∑

i=1

{
di if l(v) = pi

0 otherwise

With that we define f : |T | → R as the piecewise linear function that is obtained by linear
extension of fV over the simplicial complex T . Let T be the infinite simplicial complex that
is the deformation of the Tonnetz complex T by applying the height function f . In other
words, each point p in T will have a translation in the three-dimensional z-direction equal
to f(p), as visualized in Figure 5. Symmetrically to our definition of F as the fundamental
domain of T , we let F be the fundamental domain of T .

3.3 Filtration of the Tonnetz

As mentioned before, we are looking to induce a finite filtration on the Tonnetz, but this is
not possible on the infinite planar Tonnetz complex. So instead we consider the fundamental
domain F and induce a filtration on its warping T using the height function.

It is not possible to apply regular lower star filtration, as there is no guarantee that the
values of the height function fV are unique. Indeed, it is certainly possible that multiple pitch
classes are sounded for the same total duration.
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Figure 5: Example of a deformed Tonnetz T in which a single triad has been sounded.

By weakening the assumptions of the lower star filtration we obtain an alternative filtration
on a complex K. Consider the set of n unique values of fV , ordered as a1 < · · · < an.
Let Vi = {v ∈ V | fV (v) = ai}, the set of vertices in the complex for which the value with
respect to fV is ai. We define Ki =

⋃i
l=0 {St (v) | v ∈ Vl}, the sub-level set of K below ai.

With that, the sequence

∅ = K0 ⊆ K1 ⊆ · · · ⊆ Kn = K

is a filtration of the complex K. Hence we can induce a filtration on the finite complex T
with the sub-level sets of the piecewise linear height function defined on F .

Note that with this filtration a minimum or maximum may be a subcomplex of the de-
formed Tonnetz, as opposed to a single 0-simplex in the case of lower-star filtration. For
instance, some pitch classes may be silenced throughout a piece and will thus have the same
value of 0 under the height function, resulting in a subcomplex at the f−1(0) level.

4 Persistent Clustering of Music Pieces

Now that we have a filtration induced by the height function that completely rebuilds the
Tonnetz torus T, we can encode the birth and death-levels of the homology classes in per-
sistence diagrams. In this section we will first show and discuss some 0 and 1-persistence
diagrams of different pieces. Then we will show explain how these topological fingerprints are
used to cluster music pieces. Finally we shall present some results of this classification.

4.1 Persistence Diagrams

Using the filtration on T we compute persistence diagrams representing the topological fin-
gerprints of music pieces. See the first and second row of Figure 6 for some examples of 0 and
1-persistence diagrams respectively. We provide a musical interpretation of the configurations
of the cornerpoints and cornerlines in the diagrams, to describe some compositional styles of
the pieces.

0-persistence homology First note that the 0-persistence diagrams of a Tonnetz torus
will always contain one cornerline, because it is a fully connected complex. We can retrieve
some insight on the use of pitch classes in the composition by considering the birth-level of
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(a) Arabesque, Debussy. (b) Jeux d’Eau, Ravel. (c) Klavierstück I, Schönberg.

(d) Arabesque, Debussy. (e) Jeux d’Eau, Ravel. (f) Klavierstück I, Schönberg.

Figure 6: The 0 and 1-persistence diagrams representing the topological fingerprints of three
different compositions, in the top and bottom rows respectively.

this cornerline, that is the height of the minimal subcomplex in the deformed Tonnetz. Take b
to be the birth-level of the cornerline, we give an interpretation of its value:

• If b ≈ 0, the deformed Tonnetz has a low minimal subcomplex. Implying that some
pitch classes are of less relevance in the composition, corresponding to a stable tonal or
modal choice of pitch classes. For instance, see the 0-persistence diagram of Arabesque
in Figure 6a.

• If b � 0, all pitch classes have been sounded for a relevant time in the composition,
suggesting a more atonal or chromatic style. For instance, see the 0-persistence diagram
of Jeux d’Eau in Figure 6b.

We also give an interpretation of the presence of proper cornerpoints in the diagram.
Such cornerpoints correspond to additional minimal subcomplexes in the deformed Tonnetz,
meaning that the subcomplexes do not have a connecting edge in F . Multiple minimal
subcomplexes corresponds to a more atonal nature of a composition. For example, see the
0-persistence diagram of Klavierstück I in Figure 6c.
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1-persistence homology Similar to the case of 0-persistence homology, we note that in
the 1-persistence diagrams we will always find two cornerlines, corresponding to the two
generators of the Tonnetz torus. Let b1 < b2 be the birth-levels of the two cornerlines and
d = b2 − b1 the distance between them. Again, we give a musical interpretation of these
values:

• If b1 ≈ 0 and d� 0, as is the case in 1-persistence diagram of Arabesque in Figure 6d.
The low birth-level of the first cycle indicates that a pitch-class set exists that is used
in the composition, suggesting a precise choice of tonality or modality.

• If b1 � 0 and d� 0, as is the case in 1-persistence diagram of Jeux d’Eau in Figure 6e.
The high birth-level of the first cycle indicates an extensive use of all pitch classes. But
the high distance indicates a particular modal or tonal choice.

• If b1 � 0 and d ≈ 0, as is the case in 1-persistence diagram of Klavierstück I in Figure 6f.
The high birth-level of the first cycle again indicates that the entire chromatic scale
has been used extensively in the composition. However the low distance between the
cornerlines suggests there is not much variation and all pitch classes are used roughly
equally.

• If b1 ≈ 0 and d ≈ 0, is not represented in any of our example 1-persistence diagrams. In
this case the cornerlines are indicative of a small set of precise musical ideas, allowing
classification as modal or tonal.

4.2 Hierarchical Clustering

In order to cluster a collection of music pieces by their associated 0 and 1-persistence diagrams,
we consider the collection of persistence diagrams as a point cloud. By computing the pairwise
bottleneck distance we can then perform hierarchical clustering analysis. With this we get a
hierarchy of possible clusters, which we visualize using a dendrogram.

Figure 7: Example of a 2-dimensional point cloud on the left and its hierarchical clustering
visualized as a dendrogram on the right. In the point cloud there are two distinct groups
and two outliers, reflected in the dendrogram by the small relative horizontal distance in the
colored clusters.
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The dendrogram is a useful tool in the representation of hierarchical clusterings. It is a
2-dimensional graph in which the points represented by labels spaced along the vertical axis.
The clustering and similarities between the clusters are represented by splits in the horizontal
lines. The position of the splits along the horizontal axis indicates the dissimilarity of the
clusters. For instance, in Figure 7 two clear groups are represented by joins that span a small
horizontal distance, while outliers are joined much further along.

4.3 Classification Results

The author of the application paper has produced various examples to showcase the classifi-
cation of music pieces using the techniques described in the previous sections. In this section
we will consider some of these examples.

Example 1: For this example we will compare three different versions of the same jazz
standard, All the Things You Are. Version [1] is played by four instruments in a standard
way with some improvisations, [2] is performed by a piano solo, and finally, [3] is performed
by a trio version and also includes some improvisations.

Various parts of these versions are taken as separate pieces, indicated by the label after the
version number. The label [i]complete indicates that the persistence diagram was computed
over the entire song, [i]complete MIII is its transposition, and a label such as [i]intro indicates
that an individual segment has been selected. The variants labeled with [i]random are sounded
using random pitches for each note.

The hierarchical clustering based on the 0-persistence diagram of the three versions gives
us the dendrogram in Figure 8. The complete and transposed variants of each version have

Figure 8: The dendrogram visualizing the 0-persistence diagram clustering of three versions
of All the Things You Are.
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Figure 9: The dendrogram visualizing the 1-persistence diagram clustering of three versions
of All the Things You Are.

been clustered together with no dissimilarity. This is not unexpected, as the structure is not
changed by transposing the music piece. Additionally, the random variants form a distinct
cluster that has a large distance to the rest of the variants.

By clustering based on the 1-persistence diagram of the same pieces we get the dendrogram
in Figure 9. Again unsurprisingly, the complete versions and their transposed variants are
directly clustered together. The random-pitch versions are also still clustered together, though
not quite as distinctly.

Example 2: For this example we compare nine different classical and contemporary compo-
sitions by Beethoven, Debussy, Mozart, Ravel, and Schönberg. These particular pieces have
been selected because of the difference in their compositional styles.

The hierarchical clustering based on the 0-persistence diagrams of the nine compositions
is visualized in the dendrogram in Figure 10. We observe that two distinct clusters have
formed. The first cluster contains Schönberg’s first and second pieces and Jeux d’Eau by
Ravel. The second main cluster forms very suddenly, suggesting high tonal similarity between
the compositions.

We cluster the same pieces again, now based on the corresponding 1-persistence diagram.
The result is visualized in Figure 11. Again the first Schönberg piece is an outlier in its cluster
and the dissimilarity to the second piece expresses the atonality of the whole composition. In
the bottom cluster, the pieces by Mozart and Beethoven are segregated.
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Figure 10: The dendrogram visualizing the 0-persistence diagram clustering of nine classical
and contemporary compositions.

Figure 11: The dendrogram visualizing the 1-persistence diagram clustering of nine classical
and contemporary compositions.
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5 Conclusion

The author of the application was able to reinterpret musical melodies as topological struc-
tures and then classify the music pieces based on the persistent homological properties of
these structures. By definition of the deformed Tonnetz and its induced filtering, this clas-
sification is solely based on the selection and total duration of pitch classes. Hereby various
other acoustical properties are dismissed, such as rhythm, timbre, and loudness.

As mentioned in the introduction, other music classification methods exist that do not
work by topological techniques. In particular, different representations of music pieces includ-
ing additional acoustic attributes besides total duration and pitch classes. By inclusion of
these properties in their methods, it is likely that the results of the classification are entirely
different and perhaps of higher quality. It is not practical, though, to directly compare the
methods based on the related papers alone.

The application discussed in this report was just the method of vertical structure anal-
ysis described in the thesis paper. The author continues on this concept by incorporating
horizontal dynamics as well, that is including the evolution of a composition in time. This
method involves computing the evolution of the persistence diagram by taking snapshots of
it at fixed intervals. It is likely that this method results in better classification.

Methodology

When I was looking for a main subject to cover in this report I made extensive use of the
TU/e LibrarySearch tool, an interface for finding literature. By searching for terms from
computational topology (“simplicial complex”, “persistent homology”, etc.) together with a
term like “analysis” I quickly happened upon the subject of computational topology in music
analysis, which immediately grabbed my interest. From here I selected the materials that
involved as a main part the application of the topological methods that were discussed during
the seminar.

As for the discovery of papers for the related work section, I used both the TU/e Library-
Search tool and Google Scholar, searching for terms along the lines of “musical analysis”
and “music classification”. Google Scholar in particular was excellent for this as it performs
full-text searching of the documents and gives previews of the keywords in context. With Li-
brarySearch I was then able to obtain the full-text PDF file. Besides the mentioned literature
search engines, I also used the references of the already discovered papers. By recursively
perusing the references of each paper I was able to find more related works. I selected papers
based on their different approaches to music classification, trying to get a variety of wholly
unrelated and partially related applications.

The papers that I deemed to potentially be useful in the report were temporarily stored
in comments in my LATEX file near the relevant sections together with a short description.
While writing the body of the report I decided which papers were indeed relevant to what
I was writing. These references were then more permanently stored in a BibTEX file which
is then imported by BibLATEX using the biber backend. Using the Google Scholar plugin
for Google Chrome I was able to quickly get the citation for a paper in the BibTEX format,
though I made sure to confirm the details with the papers and journal websites.
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