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ABSTRACT
Weexamine a canonical scenariowhere several wireless data sources

generate sporadic delay-sensitive messages that need to be trans-

mitted to a common access point. The access point operates in a

time-slotted fashion, and can instruct the various sources in each

slot with what probability to transmit a message, if they have any.

When several sources transmit simultaneously, the access point can

detect a collision, but is unable to infer the identities of the sources

involved. While the access point can use the channel activity ob-

servations to obtain estimates of the queue states at the various

sources, it does not have any explicit queue length information

otherwise.

We explore the achievable delay performance in a regime where

the number of sources n grows large while the relative load remains

fixed. We establish that, under any medium access algorithm with-

out queue state information, the average delay must be at least of

the order of n slots when the load exceeds some threshold λ∗ < 1.

This demonstrates that bounded delay can only be achieved if a

positive fraction of the system capacity is sacrificed. Furthermore,

we introduce a scalable Two-Phase algorithm which achieves a de-

lay upper bounded uniformly in n when the load is below e
−1
, and

a delay of the order of n slots when the load is between e
−1

and 1.

Additionally, this algorithm provides robustness against correlated

source activity.
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1 INTRODUCTION
In the present paper we establish fundamental performance limits

and scalability properties for queue-oblivious medium access algo-

rithms. We examine a canonical scenario where n sources generate

messages that need to be transmitted to a common access point

through a shared collision channel with a time-slotted operation.

In particular, source i generates messages as a Poisson process of

rate λi/n, such that the total generation rate is λ < 1, and that

λi ∈
[
λ, λ

]
, for all n.

The system operates in a time-slotted fashion, and we assume

that the access point can instruct the various sources in each slot

with what probability to transmit a message, if they have any.When

only a single source transmits in a particular slot, the access point is

able to successfully decode the message, and determine the identity

of the source. When several sources transmit simultaneously, the

access point can detect a collision, but is unable to infer the identities

of the sources involved.

Under this setting, we establish that under any medium access al-

gorithm the delay must be at least Θ(n) slots when the load exceeds

some threshold λ∗ < 1. Furthermore, we introduce and analyse a

lightweight Two-Phase algorithm, which consists of an Adaptive

Aloha and a Round-Robin phase, and provides low delay across a

wide range of load values λ < 1. In particular, we derive a delay

upper bound for the Adaptive Aloha phase when the relative load is

below e
−1
. This delay upper bound is uniform in n and polynomial

in (e−1 − λ)−1. For higher load values, the Round-Robin phase is

used, yielding a delay of Θ(n) slots. In addition, we introduce a

Myopic Bayesian algorithm which achieves a delay of Θ(1) slots for
load values up to some threshold larger than e

−1
, at the expense of

greater complexity at the access point.

Related literature
A few studies in the literature proposed wireless scheduling policies

for delay-constrained flows, possibly in the presence of fading chan-

nels [4, 5]. However, these studies consider a downlink scenario

where full queue length information is available at the access point,

and are not specifically concerned with scalability issues. We are in-

terested in scenarios where the central challenge arises in devising

scalable mechanisms for supporting delay-constrained flows on the

uplink, where queue length information is not available and cannot

be gathered without a prohibitive overhead. CSMA-type policies

for delay-constrained flows in settings closer to ours were proposed

in [6, 7], but scalability issues were not explicitly addressed either.

Closest in spirit to our work are [3, 11, 13], which considered decen-

tralized contention resolution algorithms with only local feedback.

In particular, in [3] the authors proposed a decentralized algorithm

https://doi.org/10.1145/3219617.3219626
https://doi.org/10.1145/3219617.3219626


SIGMETRICS, June 2018, Irvine, CA Sem Borst and Martin Zubeldia

which achieves Θ(1) delay, but for very low arrival rates (less than

0.1 load).

Moreover, there is a rich literature on capacity upper bounds for

infinite-population random-access algorithms, i.e., the maximum

arrival rate for which there is a stable-random access algorithm.

The first bound was derived in [12] using information-theoretic

arguments. Subsequently, Molle [9] introduced the idea of a “genie"

that provides additional information beyond the feedback to the

system to obtain a sharper upper bound. The tightest upper bound

known today (0.568) was established in [15], using an approach

involving bounds for the probability that the channel is idle and

the probability of a successful transmission. Furthermore, there

are even tighter bounds for First-Come First-Served algorithms

(0.491), developed in [8], and for back-off based algorithms (0.420),

developed in [2].

Finally, there is also a vast literature on capacity lower bounds for

infinite-population random-access algorithms. In this setting, there

are an infinite number of sources generating messages, so algo-

rithms that rely on the number of sources being finite (like Round-

Robin) are excluded. Moreover, in the usual infinite-population

model sources never have more than one backlogged message. The

algorithm with the highest capacity in this setting was presented

in [10], and is stable for all load values below λ∗∞ ≈ 0.488.

2 LIGHTWEIGHT RANDOM-ACCESS
ALGORITHMS

2.1 Two-Phase algorithm
2.1.1 Adaptive Aloha phase. We consider a variation of the

Adaptive Aloha scheme in [14]. In a centralized implementation,

the access point only needs to maintain an estimate Kn (t) of the
total number of messages in the system, Qn (t). At the start of each
time slot, the access point broadcasts the value of this estimate

Kn (t), and all sources then attempt a transmission with probability

1/Kn (t), for each message they have. At the end of each slot, the

estimate Kn (t) is updated as follows: If the slot is idle, or there is

a success, then the new estimate is max {Kn (t) − 1, 1}. If there is a

collision, then the new estimate is Kn (t) + 2/(e − 2).

Theorem 1. Let us fix some λ < e
−1. IfQn (∞) is the total number

of messages in the system in steady state, then there exist constants

c(λ) ∈ Θ
( (
e
−1 − λ

)−4) , and η(λ) ∈ Θ
( (
e
−1 − λ

) 11
2

)
, such that

P
(
Qn (∞) ≥ q

)
≤ c(λ)e−η(λ)q .

This implies that the expected total number of messages under

this Adaptive Aloha scheme is polynomial in

(
e
−1 − λ

)−1
.

2.1.2 Round-Robin phase. We consider the classical Round-Robin

scheme, in which each source is only allowed to transmit a message,

once every n slots.

Proposition 2. Suppose λ < 1. Then, the system under the Round-
Robin scheme is stable, and for every i = 1, . . . ,n there exists a
constant d(λi ) ∈ Θ

(
(1 − λi )

−1
)
such that the steady-state delay of

messages at the i-th source is d(λi )n.

2.1.3 Combining the two phases. Finally, in order to decide

which phase to use, we keep an estimator
ˆλ of the total arrival

rate λ, and use Adaptive Aloha when
ˆλ < e

−1
, and Round-Robin

otherwise. This yields an Θ(1) delay when λ < e
−1
, and a Θ(n)

delay otherwise.

2.2 Introducing event-driven bursts of
messages

Suppose that in addition to the Poisson message arrivals, we also

have ‘event-driven’ message bursts that are triggered by events

that affect a significant portion of the sources, resulting in a large

number of nearly simultaneous messages. These bursts are assumed

to occur as a renewal process with rate η. Given that a burst oc-

curs, a random fraction B of sources (chosen uniformly at random)

generate an event-driven message.

2.2.1 Fluid model for Adaptive Aloha under event-driven traffic.
In order to analyze the behavior of the system when there are

event-driven message bursts, it is convenient to consider the scaled

process

(
Qn (t),Kn (t)

)
= (Qn (nt)/n, Kn (nt)/n). We now introduce

a fluid model for this scaled process.

Definition 3 (Fluid model). Given a renewal process R(t), a se-
quence of random fractions {Bi }i≥1, and an initial condition (q0,k0) ∈
[0,∞)2, a function (q,k) : [0,∞) → [0,∞)2 is said to be a solution

to the fluid model (or fluid solution) if:

(1) (q(0),k(0)) = (q0,k0).
(2) For almost all t ∈ [0,∞), q(t) and k(t) are differentiable and

satisfy

Ûq(t) =

[
λ −

(
q(t)

k(t)

)
exp

(
−
q(t)

k(t)

)]
1{q(t )>0 or Ûq(t )>0}, (1)

Ûk(t) =
2

e − 2

−
e

e − 2

[
1 +

q(t)

k(t)

]
exp

(
−
q(t)

k(t)

)
. (2)

We use the conventions 0/0 = 1, (q/0) exp(−q/0) = 0, and

exp(−q/0) = 0, for all q > 0.

(3) Let Ti be the i-th event of the renewal process R(t). Then
we have that q(Ti ) = q(T

−
i ) + Bi . Furthermore, these are the

only discontinuities in q, while k is always continuous.

Theorem 4 (Convergence of sample paths). Fix a time T >
0, a renewal process R(t), a sequence of random fractions {Bi }i≥1, and
an initial condition (q0,k0) ∈ [0,∞)2. If

(
Qn (0), Kn (0)

)
→ (q0,k0)

almost surely, then

lim

n→∞
sup

0≤t ≤T

(Qn (t), Kn (t)
)
− (q(t),k(t))


2

= 0, a.s .,

where (q(t),k(t)) is the unique fluid solution with the renewal process
R(t), random fractions {Bi }i≥1, and initial condition (q0,k0).

This means that, for all n sufficiently large, we can approximate

the behavior of the system by a fluid solution, which has the fol-

lowing properties.

Theorem 5 (Existence, uniqueness, and stability of fluid
solutions). A fluid solution as described in Definition 3 is unique.
Furthermore, if λ < e

−1 and η = 0 (i.e., there are no events), the
fluid model has a unique equilibrium (q∗,k∗) = (0, 0), to which the
corresponding trajectory (q(t),k(t)) converges in finite time.

This means that, after each event, almost all the messages from

the event are transmitted in finite time.
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2.2.2 Efficient flush of event-driven bursts. Recall that, if λ ≥ e
−1

and the Round-Robin phase is active, the number of backlogged

messages in each queue is Θ(1). Then, since a random burst of

messages adds at most one message to each queue, the burst only

generates a transient perturbation in each queue.

On the other hand, if λ < e
−1
, the Adaptive Aloha scheme is

active. Since Aloha is not very efficient at dealing with large bursts

of messages, we can use the high-throughput Round-Robin phase

whenever a burst is detected. In particular, an event-driven burst

of messages is detected when the estimate Kn (t) increases by an

amount κ(n) ∈ ω(
√
n),o(n) in a number of slots of the same order.

Note that, since κ(n) ∈ o(n), the burst is detected in o(n) slots. At
that point in time, the steady-state operation with Adaptive Aloha

is suspended, and a single Round-Robin sweep is performed to clear

the excess of messages. After the sweep is finished, the estimate Kn
is set to the expected number of backlogged messages that should

be present after the Round-Robin sweep.

3 ACHIEVING HIGHER THROUGHPUT:
MYOPIC BAYESIAN ALGORITHM

In order to achieve Θ(1) delay for higher values of λ, we introduce
a Myopic Bayesian algorithm that grants a specific subset of the

sources the opportunity to transmit, with the aim of (myopically)

maximizing the probability of a successful transmission in each slot.

The information about the history of the channel activity is stored

in a vector of probabilities p(k) = (p1(k),p2(k), . . . ,pn (k)) ∈ [0, 1]n .

The value pi (k) is a Bayesian estimate at the access point of the

probability that source i has a message to send in time slot k .
The Myopic Bayesian algorithm operates in its nominal mode

most of the time. However, in order to have a better reaction

to event-driven message bursts, a partial Round-Robin mode is

invoked whenever the sum of all pi (k) increases by an amount

ϵ(n) ∈ ω(
√
n),o(n) in a number of slots of the same order.

3.1 Nominal mode
In the nominal mode, the subset of eligible sources is dynamically

selected slot-by-slot based on the estimates pi (k), for i = 1, . . . ,n.
At the start of each slot, these estimates are updated to take into

account possible newly generated messages since the start of the

previous slot. Suppose that source i is instructed to transmit a mes-

sage with probability fi , if it has any. Assuming the queue states of

the various sources to be independent (which is an approximation),

the success probability in time slot k is estimated to be

P (success) =
n∑
i=1

pi (k
+)fi

∏
j,i

[
1 − pj (k

+)fj
]
.

If the sources are ordered such that p1(k
+) ≥ p2(k

+) ≥ · · · ≥

pn (k
+), it can be checked that the above estimated success prob-

ability is maximized when f ∗
1
= · · · = f ∗m∗ = 1, and f ∗m∗+1

=

· · · = fn = 0, where m∗
is the minimum value of m such that∑m

i=1 pi (k
+)/

[
1 − pi (k

+)
]
≥ 1. Finally, based on the observed chan-

nel activity in time slot k , the estimate p(k + 1) is updated in a

Bayesian manner.

Empirical evidence [1] suggests that this Myopic Bayesian algo-

rithm achieves a delay of Θ(1) slots for load values up to approxi-

mately 0.45 > e
−1
.

3.2 Partial Round-Robin mode
When the sumof allpi (k) increases by an amount ϵ(n) ∈ ω(

√
n),o(n)

in a number of slots of the same order, the nominal operation with

a dynamic slot-by-slot selection of the subset of eligible sources is

suspended, and replaced by a Round-Robin schedule for a period of

T (n) ∈ o(n) slots. During these slots, the access point estimates the

number of sources with a message to send, and resets the estimates

pi (k) accordingly. Afterwards, it returns to the nominal mode.

4 FUNDAMENTAL DELAY LOWER BOUND
AND THROUGHPUT-DELAY TRADE-OFF

In the previous sections we examined several algorithms which

achieve uniformly bounded delay for sufficiently low load, but yield

a delay that scales linearly with the number of sources for higher

load. In this section we establish that, for sufficiently large λ, the
average delay of any queue-oblivious scheme inevitably grows

linearly with the number of sources n.

Proposition 6. In order to achieve an average delay of o(n) slots,
we must have λ ≤ λ∗ = 2e−1

3e−1 .

The next proposition provides a lower bound for the average

delay for sufficiently large n when λ > λ∗.

Proposition 7. Let us fix some positive integer K , and some con-
stant ϵ > 0, and suppose that λ ≥

2−PK−ϵ
3−2PK−2ϵ , where Pk =

( k
k+1

)k .
Then, there exists a positive constant cK > 0 such that the average
delay (when it exists) is bounded from below by

cKPKϵn

2(1 − PK )(3 − 2PK )

for all n large enough.
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