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ABSTRACT
We consider a large distributed service system consisting of 𝑛 ho-
mogeneous servers with infinite capacity FIFO queues. Jobs arrive
as a Poisson process of rate _𝑛/𝑘𝑛 (for some positive constant _
and integer 𝑘𝑛). Each incoming job consists of 𝑘𝑛 identical tasks
that can be executed in parallel, and that can be encoded into at
least 𝑘𝑛 “replicas" of the same size (by introducing redundancy) so
that the job is considered to be completed when any 𝑘𝑛 replicas
associated with it finish their service. Moreover, we assume that
servers can experience random slowdowns in their processing rate
so that the service time of a replica is the product of its size and a
random slowdown.

First, we assume that the server slowdowns are shifted expo-
nential and independent of the replica sizes. In this setting we
show that the delay of a typical job is asymptotically minimized
(as 𝑛 → ∞) when the number of replicas per task is a constant that
only depends on the arrival rate _, and on the expected slowdown
of servers.

Second, we introduce a new model for the server slowdowns in
which larger tasks experience less variable slowdowns than smaller
tasks. In this setting we show that, under the class of policies where
all replicas start their service at the same time, the delay of a typical
job is asymptotically minimized (as 𝑛 → ∞) when the number of
replicas per task is made to depend on the actual size of the tasks
being replicated, with smaller tasks being replicated more than
larger tasks.
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1 INTRODUCTION
Consider a distributed service system consisting of a large number
of servers operating in parallel, where each server can experience
random slowdowns in its processing rate. Each incoming job con-
sists of 𝑘 identical tasks that can be executed in parallel, and that
can be encoded into at least 𝑘 “replicas" of the same size (by intro-
ducing redundancy) so that the job is considered to be completed
when any 𝑘 replicas associated with it finish their service. For the
case of 𝑘 = 1, this corresponds to simply creating copies of the job,
dispatching them to different servers, andwaiting for the first one to
finish. For the general case with 𝑘 > 1, our model is a generalization
of the classic fork-join model (which assumes 𝑘 = 𝑛).

In general, there are many sources of randomness for the service
time of a task. These include (i) the intrinsic task size variability, (ii)
slowdowns in the local processing rate of the server due to exoge-
nous interferences (such as background processes), and (iii) network
congestion that interferes with communication. The intrinsic task
size variability is always a source of randomness in the service
times (even when there are no slowdowns), and it is captured in
almost every model in the literature, including the two models
that we work with. However, not all other sources of randomness
are relevant for all applications. For instance, network congestion
interfering with communication can create significant slowdowns
for the retrieval of data from a server, whereas the reduction in the
local processing power of a server can barely affect it. On the other
hand, random reductions in the processing power of local servers
have a greater impact on the slowdowns in distributed computing
than network congestion. Therefore, different applications require
different models for the slowdowns.

Our objective is to understand the best possible performance of
such systems and to propose near-optimal policies, with emphasis
on the asymptotic regime when 𝑛 is large. In particular, our perfor-
mance metric is the delay of a typical job, i.e., the time between a
job arrives to the system, and the time when 𝑘 replicas associated
with it finish their services. The delay can be decomposed as the
sum of the service time, i.e., the total amount of time that at least
one replica associated with the job is in service, and the waiting
time, i.e., the total amount of time that no replica associated with
the job is in service.

A control policy for such systems must specify how many re-
dundant tasks (called replicas from now on) to create, when to
create them (their creation can be staggered in time), and to which
servers to send them. Furthermore, replicas can also be prematurely
cancelled. All of these decisions have the potential of reducing the
delay of a typical job. The combination of having multiple tasks per
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job, the ability to create replicas, and the random slowdowns in the
service rates, make replication-based systems difficult to analyze,
even under simple control policies.

2 PREVIOUS WORK
Most of the prior theoretical work on parallel service systems with
redundancy has been made for the case of a single task per job, and
under the independent runtimes model, which stipulates that the
times that replicas require to complete their service are i.i.d., regard-
less of whether they are associated with the same job or not. Using
this model, a body of work has focused on characterizing optimal
replication policies based on the log-concavity of the complemen-
tary cdf of the service times [8, 9, 12, 13]. In particular, it has been
shown that if the complementary cdf of the service time distribu-
tion of a replica is log-convex, then the minimum delay is achieved
when replicas are sent to all the servers. Furthermore, in [5, 15–
17] the authors explore the tradeoffs between the delays and the
resources utilized, for several classes of service time distributions
(mainly discrete and log-convex). The stability and performance for
difference scheduling policies at the queues was studied in [1, 6].

On the other hand, there is some recent work [4] that introduces
a more realistic model where service times of replicas associated
with the same job are correlated. Policies under this model are sig-
nificantly harder to analyze, and the available theoretical results are
limited. In [7, 11], the authors obtain results about the performance
of particular policies. Furthermore, in [3] the authors develop poli-
cies that result in fair delays for multiple classes of jobs, under
replication constraints.

Finally, for the more general case where 𝑘𝑛 > 1, our model is a
generalization of the classic fork-join model, where the number of
tasks per job is equal to the number of servers (i.e., where 𝑘𝑛 = 𝑛).
In this setting, tight characterizations of the delay are only known
for the two-server case (see [14] for a detailed survey).

3 OUR CONTRIBUTION
We consider a broad family of control policies and work towards
characterizing the achievable delay performance of jobs under two
different models for the slowdowns.

(1) We consider the 𝑆&𝑋 model, first introduced in [4], which
assumes that the slowdowns are independent from the task
sizes. This is a plausible model of the slowdowns which fluc-
tuate on a time scale that is slower than the typical delay.
Moreover, we assume that the slowdowns are exponential,
which are observed, for example, in the download times from
Amazon servers [2, 10]. Under this model, our first contri-
bution is a universal lower bound for the expected delay
of a typical job under any control policy, which provides a
benchmark for any practical policy. Surprisingly, this lower
bound is independent of the task size distribution, of the
distribution of the inter-arrival times, and of the number
of servers. Our second contribution is the introduction of
simple control policies that asymptotically achieve the lower
bound, under minor technical conditions. For these asymp-
totically optimal policies, the number of replicas created per
task (i.e., the quantity 𝑟/𝑘) is independent of the task sizes,
and of the number of tasks.

(2) We also consider a new Size-based slowdown model, under
which the distribution of the slowdowns is a function of the
task sizes. This reflects the fact that longer replicas should
“average out" the slowdowns and experience less variability
in their service times than short job. This is more accurate
for modeling slowdowns that are in the same time-scale as
the delays (e.g., the slowdowns in distributed computing).
Under this model, we consider policies where all replicas
associated with the same job start their service at the same
time. For policies that are optimal under this restriction, we
show that the number of replicas per task is nonincreasing in
the size of the task. This is consistent with current practice,
but to the best of our knowledge this is the first tractable
model that justifies this practice.

The above results are in the full version of this article [18].
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