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In the last lecture we saw the following guarantee for minimizing mistakes with Randomized
Weighted Majority (RWM).

Theorem 1 Let M be mistakes of RWM and Mi the mistakes of expert i. Then, RWM satisfies

E[M ] ≤ (1 + ε)Mi + log n/ε.

Recall that to prove this, we kept weights wt(i) on each expert i, and updated them as wt+1(i) =
(1 − mt(i)η)wt(i). Here mt was the mistake vector (outcome). RWM played i with probability
pt(i) = wt(i)/Wt, where Wt =

∑
iwt(i). This gives Wt+1 = Wt(1 − ηmt · pt). We then used that

any expert that makes k mistakes must have weight w0(1− η)k.

1 The General Setting

There is nothing special about mt being 0-1. So one can consider a more general game.

Alternate Game: Online declares distribution pt at time t. Then, nature gives a loss vector `t
at time t. Then Online incurs cost pt · `t.

We now want to compare with the loss of the best expert in hindsight. We get this theorem.

Theorem 2 General master theorem (thm 2.1 in AHK). If losses `t ∈ [−1, 1]n and L =
∑

t pt · `t.
For each expert i,

L ≤ Li +
log n

ε
+
∑
t

ε|`t(i)|

Let us note a few quick corollaries.

Corollary 3 If losses `t ∈ [0, 1]n, can write above as relative guarantee.

L ≤ (1 + ε)Li + (log n)/ε

If have gains gt ∈ [0, 1]n, and want to maximize it, we get

G ≥ (1− ε)Gi − log n/ε

When losses or gains are in [0, ρ]n, get

G ≥ (1− ε)Gi − ρ log n/ε

This follows by just feeding gt/ρ to the RWM algorithm (gain version). Of course, an analogous
guarantee holds for loss.

1



Remark: Btw, we note that when we run RWM for the gain version, we update weight as

wt+1(i) = (1 + gt(i)η)wt(i)

That is, you want to increase probability of the experts getting a high gain.
If losses or gains have arbitrary signs, the following

Corollary 4 If `t[−1, 1]n. By balancing the terms, get average per time step regret of

1

T
(L−min

i
Li) ≤ O(

√
log n

T
).

So, to get time average regret +ε, need log n/ε2 time steps. If `t ∈ [−ρ, ρ]n, we need O(ρ2 log n/ε2)
time to get average regret of ε. Analogous bounds holds for gain.

2 Zero sum games

Payoff matrix M . Row player wants to maximize his gain. Column player wants to minimize. Who
should go first? If Row player plays row x first, Column player picks y (in second step) to minimize
payoff M(x, y). Let us think of x and y as indicator (or more generally distributions) on rows and
columns. Then payoff can be written as xTMy.

Let
C(x) = min

y
(xTM)y = min

j
(xTM)ej

denote the column strategy (in second step) given row plays x first. Here j indexs a column.
Similarly, if Row player has to go first, he must just play x that achieves maxxC(x). If column

player goes first and chooses y, row player will pick row i with maximum eTi My. Call this strategy
for row player

R(y) = max
x

xTMy = eTi My

The following says (as we would expect) that the row player never wants to go first.

Fact 1 For any y and x.

R(y) = max
x′

x′
T
My ≥ xTMy ≥ min

y′
xTMy′ = C(x).

In fact, no matter what y column player plays in its first step, R(y) ≥ C(x∗), where x∗ is the best
thing row player could have played if we had to go first.

Now, the amazing this is that if you allow mixed strategies (randomized over their choices), the
gap disappears. Row player does not care whether he has to go first or not. Moreover, he can even
publish his strategy and the column player can optimize all he wants, but it still cannot gain any
advantage!

Theorem 5 If you allow mixed (randomized) strategies, and the payoff matrix is finite. It does
not matter who goes first. In other words, there exist x̃ and ỹ, so that

R(ỹ) = C(x̃)
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Proof: By the fact above, R(ỹ) ≥ C(x̃) for any ỹ and x̃. So, we just need to prove the other
direction.

Let us scale all entries of payoff matrix to be in [−1, 1]. Will show that for every ε > 0, can find
some x̃ and ỹ satisfying the claim of the theorem. Letting ε go to 0 will imply the result.

Let us use multiplicative update. Row and Column will play a game over rounds. In round t,
Row player chooses distribution xt, then Column chooses yt to penalize Row most. So the gain gt
of row player at time t is

gt = xTt Myt = min
y
xTt My

If row player does MWU, by the corollary for gain version on average we get that in T =
O((log n)/ε2) steps For every i,

1

T

∑
t

xtMyt ≥
1

T
max
i
eTi (

∑
t

Myt)− ε (1)

Let x̃ := (1/T )
∑

t xt and ỹ =
∑

tMyt. To finish proof, note that the rhs in (1) is R(ỹ) − ε.
Moreover, if we fix any column j for the column player, we also have that

(1/T )
∑
t

xtMyt ≤ x̃Mej

because the column player hurts Row the most when it choose yt.
So the lhs in (1) is at most

min
j
x̃Mej = C(x̃)

This gives C(x̃) ≥ R(ỹ)− ε, and we are done. 2

3 Solving LPs approximately

We discuss a MWU based framework for solving LPs approximately, which can somes gives sur-
prisingly good results.

We first discuss the Plotkin, Shmoys, Tardos framework for Packing/covering LPs, and later
sketch what is needed for general LP.

Consider a packing LP (with non-negative A), and where P is some simple polytope.

max cx

Ajx ≤ 1 j = 1, . . . ,m

x ∈ P

A useful example to keep in mind is s-t maxflow. Instead of the flow conservation constraints
based LP, let us consider a different equivalent one (just for ease of description). Each edge has
a capacity of 1. We have variable fp for each s-t path p. So the polytope P is just fp ≥ 0. The
matrix A has a constraints for each edge e, that fe = (Af)e ≤ 1, where fe denote the flow on edge
e.

Let us also assume (by binary search) that the optimum objective value is known. The result
is the following.
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Theorem 6 Suppose that given any probability distribution on rows, you have a fast oracle to find
a feasible solution to

cx >= F,

pTAx ≤ 1

x ∈ P

Then one can find a solution that satisfies all constraints to within 1+ε in time O(ρ logm/ε2). Here
ρ is the width, defined as maximum violation in any constraint for any solution can be returned by
the oracle.

We also remark that the above result also holds (easily) with an approximate oracle pTAx ≤ 1+ε.

Exercise 7 Show that the oracle for max-flow example is the shortest path problem. Also, show
that the width is m.

For a general packing LP, the width can also depend on the coefficients, but one can use some
tricks to get rid of this (we will see such a trick later).

Proof: We will use MWU. A key idea is that the row player will maintain a distribution on rows,
but use the oracle to learn the right flow over time.

At time t, the row player gives a distribution pt. The oracle returns a solution x(t) with
pTt Ax

(t) ≤ 1. Note that if no such solution exists, this gives an infeasibility certificate. So let us
assume this is always possible.

Given x(t), we feed the gain vector gt = Ax(t). By definition of width gt ∈ [0, ρ]m.
By the corollary about positive gains, we know that for each j ∈ [m],∑

t

pt · gt ≥ (1− ε)
∑
t

ej · gt − ρ
logm

ε

which is ∑
t

ptAx
(t) ≥ (1− ε)

∑
t

(Ax(t))j − ρ
logm

ε

Note that the left hand side is at most T by the property of x(t). Consider the solution
x∗ = (

∑
t xt)/T . Then, choosing T = (ρ logm)/ε2 and dividing above by T gives

1 ≥ (1− ε)(Ax(t))j − ε

for every j. So the theorem is proved. 2

The same proof works for covering LPs. For general LPs, the gain/loss vectors can be both
negative or positive. So we actually get a dependence on ρ in the running time instead of ρ above.

Exercise 8 It is instructive to open the black box and see what MWU is actually doing. If a
constraint/row is violated too much, it will get penalized a lot. So it cannot be doing consistently
much worse than the average.
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Meta principle: The following is an often appicable meta-principle to remember for applications
of MWU. If there are several requirements to be satisfied, but you can do well for any averaging of
the requirements then MWU can be used well to find a solution to almost satisfies all requirements.

4 Approx Max flow in m4/3

The above approach gives a roughly (ignoring polylog factors) O(m2) time algorithm, as the width
is O(m). We will show how to reduce the width to m1/2, using electrical networks. Later we will
use some simple properties of flows and electrical networks to reduce this further to m1/3. We
remark that now almost linear time algorithms are known for this, but the above is still a good
application of MWU.

As previously, we consider the case when ce = 1. It suffices to solve this version, via standard
preprocessing arguments.

maxF

fe ≤ 1

Let maxflow be F , which we assume is known.
It will be useful to work with weights we directly instead of probabilities pe (slightly opening

the MWU black box). In this above framework this means that given we, we need the oracle to
return a flow with value F satisfying

wefe ≤
∑
e

we.

Recall that it also suffices to have

wefe ≤ (1 + ε)
∑
e

we.

4.1 Basic eletrical networks

Given a graph with resitances re on edges, there are two things we need to know about electrical
flows.

Fact 2 If we put voltage Φs = 1 and Φt = 0, then nature’s law is to choose Φ(v)’s on remaining
nodes to minimize the energy

E(Φ) =
∑

e:e=(u,v)

(Φ(u)− Φ(v)2)/re

If E if the energy, we call Reff = E the effective resistance of (s, t).

Exercise 9 Take derivative of energy wrt Φ(v) and see that you get flow (current) conservation.

Fact 3 Another useful (in fact dual) view is that if we inject one unit of current into s and remove
it from t, then nature’s law is to choose currents so that∑

e:e=(u,v)

f2e re

In fact, this induces Φ’s so that fu,v = (Φ(u)− Φ(v))/re.
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4.2 The Width m1/2 oracle

The oracle is implemented as follows. Given weights we, set resistance re = we + εW/m, where
W =

∑
ewe. Consider the least energy flow, obtained by injected F units of current from s to t.

Let fe be the flow on the edges.

Claim 10 Let E be the optimum energy, E ≤ (1 + ε)W.

Proof: Consider a feasible flow of value F satisfying the capacities. This has energy∑
e

f2e re ≤
∑
e

re ≤ (1 + ε)W

2

Claim 11 maxe fe ≤ (m/ε)1/2.

Proof: As the total energy is at most W (1 + ε), the energy on any edge satisfies. f2e re = f2e (we +
εW/m) ≤ (1 + ε)W. So, f2e ≤ m(1 + ε)/ε. 2

As previously, we will feed fe as the gain vectors to MWU routine. So, we want to bounded
the average gain

∑
e fewe

Lemma 12 For fe above, we have
fewe ≤ (1 + ε)W

Proof: By Cauchy Schwarz, and the first claim above

(
∑
e

fewe)
2 ≤ (

∑
e

f2ewe)(
∑
e

we) ≤ (1 + ε)W 2

2

That’s it. This gives good oracle. However, m3/2 running time is not too impressive, as even
exact algorithms are known in this time.

4.3 Improving the width

Thought experiment: Width as defined is a rather brittle notion. What if only a couple of edges
in the flow returned by the oracle have congestion m1/2. If we could throw away these edges from
the graph, the max flow could only decrease by at most 2. In fact we can afford to throw away εF
fraction of the edges.

4.4 Algorithm

Let ρ be a parameter that we will optimize later.

1. Start with w1
e = 1 initially.

2. Feed resistances re = wte + εW t/m. The oracle returns flow f te. If f te > ρ, delete e and repeat
this step.

3. Update rule the weigths now as wt+1
e = wte(1 + f te/ρ)
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We will ensure that ρ is chosen in such a way that the number of edges deleted, call it k, is
never more than εF .

Observation 1 The above ensures that there is a still a maxflow of value of (1− ε)F in the graph.
So one can still inject F units of flow, so that each edge has congestion at most 1/(1− ε) ≈ 1 + ε.

Running Time of algorithm will be roughly ρm logm/ε2 +km where k is the number edges deleted,
because you need to call oracle about (ρ logm/ε2) + k times.

4.5 Analysis

We will choose k ≈ m1/3, as we shall see.

Observation 2 If F ≤ k logm, then we can just solve the problem using Ford Fulkerson. So let
us assume F � k.

By observation 1 we can afford to delete k ≈ m1/3 edges and ensure that
∑

e ref
2
e ≤ (1 + 3ε)W .

By argument in lemma 12, this ensures

Claim 13 wefe ≤W (1 + 4ε).

As the weight increases as

W (t+ 1) =
∑
e

we(t)(1 +
f te
ρ

) ≤W (t)(1 + 1/ρ)

with multiplicative update, the above implies that after ` iterations of weight updates, the total
weight is still m(1 + 1/ρ)`. If the width was always less than ρ, we need about ` = (ρ logm)/ε2

iterations.

Understanding edge deletions: But what happens when we delete an edge. We will find
another parameter, effective resistance, that rises too fast. Eventually, since the total weight
(which is the sum of resistances of all the edges) is growing pretty slowly, we will get a bound on
the number of deletions by arguing that the resistance could not have risen so much.

If fe ≥ ρ, this means that

f2e (we + εW/m) ≥ ρ2Re ≥ ρ2εW/m

On the other hand, the energy used overall is at most W (1 + 3ε). So the energy on e is at least
about β = ρ2ε/m fraction of total energy.

The following lemma is key.

Lemma 14 1. If we increase resistance on edges, effective resistance can only go up.

2. If we delete an edge e with β fraction of energy consumed, the effective resistance can go up
by at least 1/(1− β) factor.
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Proof: Put one volt on s− t, then

1/Reff = min
v

∑
(i,j)∈e

Φ(i)− Φ(j)2

r(ij)

If we increase denominator and keep the same voltages, the expression can only decrease. Now the
optimum choice of voltages with these new resistances can only lower this further.

For the second part, we have

1/Reff = min
v

∑
(i,j)

Φ(i)− Φ(j)2

r(ij)

As e contributes at least β fraction of energy,

(1− β)/Reff ≥
∑

(i,j)∈E\{e}

v(i)− v(j)2

r(ij)

But the rhs is the energy in the network using old voltages and this edge removed. Optimum
choice of voltages can only reduce the rhs further, which the new inverse effective resistance 1/R′eff .
So,

1/R′eff ≤ (1− β)/Reff

which implies that R′eff ≥ Reff/(1− β). 2

So, after k edge deletions

Reff (T ) ≥ (1 + β)kReff0 ≥ (1 + β)k(1/m)

Effective resistance initially must be at least 1/m as each edge has 1 resistance.
But by the rate of rise of weights, and claim ?? above, the total energy is at most

W0(1 + ε/ρ)ρ logm/ε
2 ≈ exp(logm/ε)

As injected current F is at least 1 (infact at least m4/3),

(1 + β)k(1/m) ≤ Reff ≤W (T ) ≤ exp(logm/ε)

To optimize running time set k = ρ. Then we get (ignoring log factors) that

exp(ρ3/m) = exp(logm/ε).

So, ρ ≈ m1/3 as the result follows.
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