
CS 294-128: Algorithms and Uncertainty Lecture 1 Date: September 24, 2016
Instructor: Nikhil Bansal Scribe: Anupam Gupta

1 Introduction

This is going to be a graduate-level fast-paced course on the general topic of Algorithms and
Uncertainty. It accompanies a semester-long program at the Simons Institute on the same topic,
and we are encouraged to watch the lectures from the boot-camp.

The main topics covered in this course will be:

• Online Competitive Analysis

• Online Learning

• Stochastic Optimization

• Beyond Worst-case Analysis

For all these topics, we will cover basic techniques, some classic problems, as well as recent results
and connections with other areas. Today’s lecture will be an overview of some of the results and
techniques we will see during the semester.

2 Online Competitive Analysis

Consider the following simple problem: you are given a linked-list of elements, with a pointer to the
head of the list. Now a sequence of accesses to the list elements arrives over time. When accessing
an element at the kth position in the list, the cost incurred by the algorithm is k. However, having
accessed the element, the algorithm is allowed to move the element k up the list to any position in
the list. We want an algorithm that incurs total cost over any sequence of requests.

Let us say the length of the list is n, and the elements are called {1, 2, . . . , n}. A special case
is when each request is to element i ∈ {1, 2, . . . , n} independently with probability pi. Then a
natural algorithm is to order the elements in non-increasing order of probabilities, and not to move
elements around. I.e., the list always looks like i1, i2, . . . , in, where pi1 ≥ pi2 ≥ . . . pin . This order
minimizes the expected cost of the algorithm.

This suggests a natural strategy in the worst case: Frequency Count. I.e., we keep the list
in non-decreasing order of the current access frequencies. This, however, is not such a good idea.
Consider the following access sequence. We access element 1 n times, then access 2 n − 1 times,
then access 3 n − 2 times, etc. Note that we will never re-order the elements, and hence will pay
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∑n
i=1(n − i + 1) · i = Ω(n3). But a much better strategy is to move each element up to the front

of the list when it is first accessed: this has a total cost of only
∑n

i=1 = n(n+1)
2 . So Frequency

Count is much worse than possible.
This is a good time to introduce the notion of competitive ratio. Suppose I is an input to the

online algorithm, and Alg(I) is the cost incurred by the online algorithm. Let Opt(I) be the cost
incurred by the best algorithm in hindsight ; i.e., an algorithm that is allowed to look at the entire
input I and make the optimal decisions for it. (This is often called the “offline” cost of instance
I.) An algorithm is said to be c-competitive, if for every input sequence I,

Alg(I) ≤ c ·Opt(I) + b

where b is some universal constant independent of I. The factor c is also called the competitive
ratio, and this form of analysis is called competitive analysis. Note that if the constant b is zero,
the algorithm is within a factor of c of being optimal on every instance. The constant b captures
the start-up costs of the algorithm.

Here is a very aggressive strategy: when any element is accessed, move it to the front of the
list. This strategy, called Move-to-Front, was proposed by Sleator and Tarjan in their seminal
paper on the topic. We will see a proof of the following result later in the course.

Theorem 1 ([7]) The Move-to-Front algorithm is 2-competitive.

A more ambitious goal is to get an algorithm that is 2-competitive in the worst case (like Move-
to-Front), and also (1 + ε)-competitive in the average case. We will show how to achieve this
using ideas from Online Learning.

2.1 Online Routing

Here is another online problem. In the online routing problem, we are given a graph G = (V,E),
where the edges of the graph have capacities c(e) ≥ 1. The request sequence consists of pairs (si, ti),
and the goal is find a path Pi from si to ti, and route one unit of flow along Pi. In our setting this
connection never terminates, and hence at the end of time t, the load on edge e is the number of
paths P1, P2, . . . , Pt which contain edge e. We denote this load by `t(e), and hence the congestion
on edge e is

congestiont(e) :=
ellt(e)

c(e)
.

The congestion of the routing is the maximum congestion over all edges, and the goal is to find an
algorithm whose routing has minimum congestion.

A simple strategy is Greedy, where we just try to find a path which increases the congestion
by the least. However, this has a bad competitive ratio. Consider a cycle with nodes 1, 2, . . . , n.
The request sequence is: two requests between (1, 2), then two requests between (2, 3), then two
requests between (3, 4), etc. The optimal routing just uses the edge (i, i+ 1) to route both requests
for its endpoints, and hence has congestion 2. But Greedy will first use the edge (i, i+ 1), and then
the second path will be routed the long way around, giving a congestion of n after the n requests.

A more interesting (and surprising) algorithm is the following: for each edge e, define its
“penalty” to be:

pt(e) :=

(
3

2

)congestiont(e)

.

2



So initially all edges have penaty 1 (strictly, we will use the normalized congestion, for a suitable
normalization constant). Upon seeing request (si, ti) find a path between them that causes the
least rise in potential (this can be done via a shortest path computation), and use this as Pi. Call
this algorithm Penalty.

Theorem 2 ([2]) The Penalty algorithm is O(logm)-competitive, where m is the number of
edges of the graph.

It is remarkable that the best algorithm for this problem even in the offline setting is an O( logm
log logm)-

approximation, using randomized rounding [6]—and hence the simple online algorithm is almost
as good as the current best offline algorithm. In the case of directed graphs, there is also an
Ω( logm

log logm) hardness of approximation [5]; however, in the undirected case the best known hardness
of Ω(log logm) [1].

Exercise: Show an example where Penalty has a competitive ratio of at least Ω(logm).

3 Online Learning, and a Puzzle

Consider the following game. There are n bins. At each timestep, we have to choose a bin, and an
adversary drops a dollar into one of these bins. If we choose the bin where the dollar falls, we get
the dollar. If not, we see where the dollar fell, but it is lost forever. This process continues until
some bin has a total of T dollars fall into it.

Clearly, if the adversary sees our choice at time t before deciding where to drop the dollar, we
have no hope. But suppose he only sees all the choices we made until time t−1, but not the choice
at time t. What can we do? One simple strategy is to choose a bin at random each time, but this
is not very good. Even if the adversary throws the dollar into bin 1 each time, we will get T/n in
expectation. Later in the course we will see the following amazing (but simple) result:

Theorem 3 There is a randomized algorithm whose expected reward is at least T − 3
2

√
T lnn.

Recall that n is the number of bins, and T is the number of dollars in the richest bin when the game
stops. The algorithm will be based on the multiplicative-weights approach, which is a widely-used
and important algorthmic technique. This additive loss is called the regret of the algorithm.

The algorithm is the following: at each time t, we look at the total amount of money that has
fallen into bin i — call this xt−1(i). For the choice at time t, we choose bin i with probability

pt(i) :=
eη·xt−1(i)∑n
j=1 e

η·xt−1(j)
.

Here η is called the “learning rate” and is a parameter chosen to be approximately
√

lnn
T . So

initially we choose a random bin, but as we have more information, we bias towards bins which
have had more gains.

3.1 Learning with Experts

A slightly more general setting is the following: there are n “experts”. Each time step we choose
one random expert, where we pick expert i with probability pt(i). If we choose expert i, we get
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reward `t(i) ∈ [0, 1]. Hence our expected reward is
∑

i pt(i)`t(i). We don’t know the rewards for
time t when we choose the expert for time t; these are chosen by an adversary. Similarly, the
adversary does not know our random choice for time t, but knows the probability distribution,
as well as the outcomes for the previous steps. At the end of time step t, the entire loss vector
`t(1), . . . , `t(n) is revealed to us.

Theorem 3 is a special case of the following theorem:

Theorem 4 There is a randomized algorithm for the learning with experts problem whose expected
reward is at least OPT −O(

√
OPT lnn), where OPT is the reward of the best expert in hindsight.

Indeed, in the puzzle above, the loss vectors just have a 1 in a single position, and the game
ends when OPT = T . And again the algorithm will be very similar to the exponential-weighting
algorithm indicated above.

3.2 Bandits

What if the loss vectors are not shown to us at the end of each step. I.e., we just find out the
reward of the chosen expert, but not the rewards the non-chosen experts. This is called the “bandit”
setting.1 While this case seems much more challenging, we can prove a slightly weaker theorem
than Theorem 4

Theorem 5 ([3]) There is a randomized algorithm for the online bandits problem whose expected
reward at the end of time step T is at least OPT −O(

√
T · n), where OPT is the reward of the best

expert in hindsight.

3.3 Online Shortest Paths

Yet another problem in a similar vein is the online shortest paths problem. Now we are given a
graph G with source vertex s and target vertex t. On each day i we choose a path Pi from s to t,
and the adversary simultaneously chooses delays di(e) for each edge in the graph. Our cost is the
total delay on our path, i.e., costi =

∑
e∈Pi

di(e). (Assume that at the end of the day we get to see
the delays on all edges in the graph.)

Our goal is to give an algorithm whose total cost over T days is close to that of the best path
in hindsight. Note that the best path in hindsight is the shortest s-t path P ∗T in the graph where

each edge e is given the cumulative delay
∑T

i=1 di(e). In other words, we want that

T∑
i=1

∑
e∈Pi

di(e)︸ ︷︷ ︸
algorithm’s total delay over T days

≤

(
min

s-t path P

T∑
i=1

∑
e∈P

di(e)

)
︸ ︷︷ ︸

total delay of best path in hindsight

−O(
√
T · log(number of s-t paths) )︸ ︷︷ ︸

regret

.

But this is easy given Theorem 4. We can have one expert for each s-t path, and then run the
algorithm for the learning with experts problem. The downside is that the algorithm will require us
to keep a score for each expert in hindsight, which requires exponential space and time in general.

1The name alludes to the fact that slot machines in casinos are called “one-armed bandits”. And in that setting,
we don’t know the payoffs from slot machines that are not played.
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A clever solution to this problem uses the idea of regularization. The algorithm is simple. We
first “hallucinate” a day 0, for which we choose independent random delays re drawn from some
range [0, R]. Now, on day i, we pick the path that minimizes the cumulative delay of the past days
(including day 0): i.e., the shortest path with respect to delays re +

∑i−1
j=1 dj(e). This approach

(called “follow the perturbed leader”) gives similar regret guarantees, but using only polynomial
time and space.

Later in the course we will see how these ideas of multiplicative-weights plus regularization also
relate to online gradient descent and related techniques.

4 Beyond Worst-Case Analysis

Another aspect of the course will be to investigate techniques that look at non-worst-case settings
of algorithm analysis. One approach that has had much success is the area of smoothed analysis.

4.1 Smoothed Analysis

In smoothed analysis, we try to show that worst-case instances are “isolated” (or “few and far-
between”) in a certain technical sense. In this model, the adversary first picks an instance of a
problem, then we perturb the instance with some random noise. The goal is to show that the
expected runtime of algorithms on these “semi-random” instances is polynomial.

As an example, consider the classical Knapsack problem: we are given a knapsack ofsize B, and
n items with the ith item having size si and profit pi. The goal is to pick a subset of items with
total size at most B, having maximum profit. This is an NP-hard problem. But suppose the sizes
of the items are perturbed by some random noise εi taking on values in [0, σ]. (Think of σ as being
inverse-polynomially small, say σ ≈ 1

n10 .) We will prove the following result later in the course.

Theorem 6 ([4]) There is an algorithm for smoothed instances of the Knapsack problem that
runs in expected poly(n, 1σ ) time.

Here the expectation is taken over the random noise in the instance.
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