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1 The general MWU setting

We can view the prediction problem considered previously as the following: We have m experts
and we maintain a vector pt (probability distribution) over the experts and at each round nature
reveals loss `t ∈ {0, 1}n. We incur expected loss pt · `t and therefore cumulative loss

∑T
t=1 pt· `t.

Moreover, in randomized weighted majority we set wi(t+1) = wi(t)(1−ε) if i makes an mistake

and we choose expert i with probability pi(t+ 1) = wi(t+1)
(
∑

i′ wi′ (t+1)) . We showed that

Theorem 1 (Randomized Weights Update) Let M be number of mistakes of our RWM algo-
rithm and Mi be the number of misktakes for expert i, then we have E[M ] ≤ (1+ ε)Mi+

logn
ε where

n is the number of experts.

It turns out that there is nothing special about `t ∈ {0, 1}n. An identical analysis gives the
following more general result.

Theorem 2 We define losses `t ∈ [−1, 1]n (loss vector at round t) and cumulative loss LT =∑T
t=1 pt· `t for our RWU Scheme, then we have LT ≤ Li + logn

ε +
∑T

t=1 ε|`t(i)|, ∀i ∈ [n].

Theorem 3 We also have a gain version: define our gains gt ≤ [−1, 1]n, and we play the game to
maximizing gain instead of minimizing losses, we get GT ≥ Gi − logn

ε −
∑T

t=1 ε|gt(i)|.

This can be proved by using the loss version and setting `t = −gt. Note that if we are playing
the gain version, we update the weights by wt+1(i) = (1 + gt(i)ε)wt(i)

We then have a few quick corollaries:

Corollary 4 If `t ∈ [0, 1]n, then LT ≤ (1 + ε)Li + logn
ε ,∀i ∈ [n].

Using the similar idea for gains instead, if we have gain functions gt ∈ [0, 1]nand cumulative
gain function GT , we have

GT ≥ (1− ε)Gi −
log n

ε
, ∀i ∈ [n].

Moreover, we can scale up our losses and gains, if we have `t/gt ∈ [0, ρ]n, then we can scale
down our gain or loss by sending gt

ρ into the algorithm which means that we just have an additional

ρ in the final logn
ε term (just scale the mistakes properly in the proof of first theorem) and we have

GT ≥ (1− ε)Gi −
ρ log n

ε
, ∀i ∈ [n]

and the loss version would be

LT ≤ (1 + ε)Li +
ρ log n

ε
, ∀i ∈ [n]
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Corollary 5 If we optimize over the ε on the RHS (after applying the upper bound
∑

t ε|lt(i)| ≤ εT
for the [0, 1]n case.): LT ≤ Li +

√
T log n (set ε = logn

T ).

We can divide both sides by T and we get the following version of additive regret

LT
T
≤ Li
T

+ ε

if we set T ≥ logn
ε2

.

2 Multiplicative Weight Update Applications

2.1 Zero-sum Games

Set up and example: We have a row player (x) and a column payer (y) and 3 by 3 pay off matrix:1 3 4
5 2 2
0 2 6

 The number will be the gain of the row players and the column player wants to minimize

what row gets: who should go first? Does the order matter?
Who goes first?: payoff is 2 if row goes first: maxx(minyM(x, y))(and if we denote minyM(x, y) =

c(x), payoff is just maxx c(x)) column player goes first: miny(maxxM(x, y)) (our payoff will be 3
and again we can write the payoff as miny R(y) if we let maxxM(x, y) = R(y)).

Lemma 6 ∀x, y R(y) ≥ C(X). In more explicit minimax forms, miny maxxM(x, y) ≥ maxx minyM(x, y).

Proof: As we stated in the minimax form, it’s sufficient to prove miny(R(y)) ≥ maxxC(x) and even
though the proof is straightforward, it’s probably a nice exercise to work through: maxxC(x) =
maxx minyM(x, y) = minyM(x∗, y) if we denote x∗ to be the best row to pick for our role player
(more generally you can do sup to attain that x∗) ≤ miny maxxM(x, y) since x∗ is just one of the
possible x and this is precisely miny(R(y)). 2

If mixed strategies are allowed (randomized strategies), then both players can play fairly, i.e.
row players has no disadvantage in going first. More precisely, we have the following leema:

Theorem 7 (Von-Neumann’s minimax lemma) we are saying that ∃ŷ, x̂ s.t. R(ŷ) = C(x̂),
[recall we always have R(y) ≥ C(X)); such strategies are referred to as minimax optimal strategies.

Proof: Since we always have R(y) ≥ C(X), it’s sufficient to prove R(ŷ) ≤ C(x̂) for some x̂, ŷ and
note WLOG we can rescale all the entries in our matrix to be ∈ [−1, 1] (to apply our bounded
loss/gain theorem). Now C(X̂) = minj x̂·My and R(y) = maxi ei·Mŷ. At each time step, row
player chooses distribution xt, and column player plays yt to minimize xt· lt = xt·Myt (gain to row
player is loss to column player ).

Now we propose a multiplicative weight update scheme for our game by starting with some
strategy (WLOG let’s say uniform acorss all rows/columns) and we update our xt and yt based

on the MWU rule and using the gain version of our master theorem, we have
G∗i−GT

T ≤ ε provided

that we have enough rounds T = O( logn
ε2

).

Now in views of column player GT
T = 1

T

∑T
t=1 xt·Myt and G∗ = maxi

1
T

∑
t ei·Myt. Now

we claim that if we pick our x̂t = 1
T

∑
t xt and ŷt = 1

T

∑
tMyt , we will achieve the deisred
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equilibrium and we will prove it by showing that C(x̂) ≥ R(ŷ)− ε. Now note C(x̂) = minj x̂
TMej

and the
G∗i−GT

T ≤ ε =⇒ 1
T

∑
t xtMyt ≥ 1

T

∑
t eiMyt − ε But LHS is just 1

T

∑T
t=1(xt)·Myt ≥

maxi ei
∑T

t=1·M(yt)− ε = R((̂y))− ε.
Now it’s left to show C(x̂) ≥ 1

T

∑T
t=1 x

T
t Myt ; note that C(x̂) = minj x̂ ·Mej ≥ 1

T

∑T
t x̂ ·Myt(

inequality follows from the game since column player’s choice will be at least as bad as ej to
minimize his/her loss) 2

2.2 Packing/Covering LP

Introduction: For a packing LP, we have :

max cTx

s.t.
Ax ≤ 1, x ∈ P

.
for some polytope P . For simplicity, we can assume c ≥ 0, and A having non-zero entries

(simple polytope such as xi ≥ 0)
Some examples of the above formulation include max-flow where we are given source s and

terminal t with edge capacity 1(wlog by normalizing the original capacity) and we can formulate
it into LP: Our objective function would be

∑
p xp for some s-t path p, and for every edge we have

fe ≤ 1, ∀edge e.
Now the idea of Plotkin-Shmoys-Tardos’s LP approximation framework is that we can put

a distribution pj over the rows, and we instead look at the constraint pTAx ≤ 1 and assume
OPT = F ∗ is known (using binary search for example). Now imagine we have an oracle who
ponders the following question: is there a flow of value F ∗ s.t. pTAx ≤ 1? Specficially For the
flow problem (exercise, shown ar the end), the oracle problem will just reduce to a shortest path
problem. We want to satisfy ∃ a flow s.t.

∑
e pefe ≤ 1.

Theorem 8 (Plotkin-Shmoys-Tardos) Given the oracle above, we can approximately solve max cTx
subject to Ax ≤ 1+ε with x ∈ P ; with running time O( lognρ

ε2
)TOracle where ρ is the width parameter

which is themaximum violation of any constraint (row of the matrix A)by an oracle for all solutions
and TOracle is the time needed to query our oracle for an update.

More precisely, if given any probability distribution p on rows of A, you have a fast oracle who
can find a feasible solutions to

cTx ≥ F ∗

pTAx ≤ 1, x ∈ P

, then one can find a solution that satisfies constriaints within 1 + ε in O( lognρ
ε2

)TOracle.

Proof: We want to find flows s.t. Ax ≤ 1 + ε is satisfied. Assume at time 0 we start with
uniform distribution over the rows, and at each time step t, we get a feasible solution x(t) from
oracle s.t.pTAx ≤ 1. Note that we are justified to assume its existence since its failure would be a
certificate for infeasibility of flows. Now we can take gt = Ax(t) and by the definition our width,
gt ∈ [0, ρ]n.
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By the gain version of the MWU result,

GT ≥ (1− ε)Gi −
ρ log n

ε
, ∀i ∈ [n]

.
Let x∗ =

∑T
t=1 x

(t)

T , and T = ρ logn
ε2

. We will prove that the our x∗ will be the approximation
solution to the original LP. Writing out gains in∑

t

pt· gt ≥ (1− ε)
∑
t

ei· gt −
ρ log n

ε
,∀i ∈ [n]

gives ∑
t

ptAx
(t) ≥ (1− ε)

∑
t

(Ax(t))i −
ρ log n

ε
.

Now by the property of the oracle, the lhs is at most T , as ptAx
(t) ≤ 1 for each t. Diving by T

throughout, we get
(Ax∗)i ≤ (1 + ε)/(1− ε) ≤ 1 + 3ε ∀i

. Moreover, cx∗ ≥ F and each cx(t) ≥ F . 2

Take-away of the above algorithm: we have to satisfy row-wise requirement to solve for the LP,
but if we can satisfy any weighted combination; on an high level, we can just do the average of
these weighted combinations (over time) and use MWU to prove a good solution.

It is instructive to open the black box and see what MWU is actually doing. If a constraint/row
is violated too much, it will get penalized a lot. So it cannot be doing consistently much worse
than the average. First recall the gain version where pt+1

i = (1 + ε)gi(t)/ρpti if gi(t) ≥ 0. In our
algorithm gt(i) = Ax(t)(i), now if we violate a constraint too much (positively) in original LP, wlog
let’s assume we know gt(i) = a >> 1 at some round t, then we know that this constraint’s weight
will be increased ∝ (1 + ε)a/ρ which means pt+1 will be large and wlog think of it as getting close
to 1 and therefore (p·Ax)i ≈ (Ax)i which means sustaining the weight cannot satisfy our oracle’s
constraint anymore and we would need to find new x(t)’s which would find the minimal cost path
based on pi’s and therefore effectively carried out the penalization.

2.3 Distractions

Boosting: The linked lecturen note has a nice short section on boosting: https://ocw.mit.edu/
courses/mathematics/18-409-topics-in-theoretical-computer-science-an-algorithmists-

toolkit-fall-2009/lecture-notes/MIT18_409F09_scribe25.pdf

See course website for further reading.
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