
LNMB: Randomized Algorithms Lecture 4 Date: March 22, 2021
Instructor: Nikhil Bansal

Today we will look at refining the probabilistic method using alternations. Due to lack of time,
we will only cover one application, but you are encouraged to read the rest. Then we move to some
streaming algorithms.

1 Probabilistic method with alterations

We now refine the probabilistic approach. Instead of directly constructing an appropriate ran-
dom object and arguing that it satisfies our properties, we construct a random object, but then
modify/tweak it slightly (to remove the blemishes, which hopefully are not too many). These are
called alterations. This often allows us to show much stronger results than the direct probabilistic
constructions. We will consider several examples.

1.1 Independent sets

Denote α(G) for the size of a maximum independent set of G.

Theorem 1. For any graph G with average degree d̄, α(G) ≥ n/2d̄.

Proof. Let us pick each vertex with probability p to obtain a random set S. But instead of hoping
that S be an independent set right away, we will allow it to have a (few) edges and then make
it independent by removing (at most) one vertex per edge in the subgraph induced by S. The
resulting set is clearly an independent set.

The number of edges with both end points in S is mp2, so the expected number of vertices
removed is at most mp2.

So the expected size of the independent set is at least np −mp2 = np − nd̄p2/2. Here we use
that d̄ = 2m/n. Optimizing for p by taking first derivative and setting it to 0 gives p = 1/d̄. The
above expression is n/2d̄ for this p.

1.2 Bipartite graphs with a forbidden Kr,r (Zarankiewicz problem)

This problem (a famous unsolved problem) asks: Given an integer r, what is the largest number of
edges that a n× n bipartite graph can have, if it is not allowed to have a Kr,r (the bipartite clique
with r vertices on each side) as a subgraph. Let us call this number Z(n, r).

We show the following lower bound based on alterations. This is essentially the best known for
general r (for r = 2, 3, better bounds are known).

Theorem 2. Z(n, r) = Ω(n2−2/(r+1)).

Later in Theorem 3 below, we will see an upper bound of O(n2−1/r).

So for instance if r = 5, Theorem 3 implies that a bipartite graph with Ω(n9/5) edges must
contain a K5,5, while Theorem 2 implies that there exist graphs with Ω(n5/3) edges and no K5,5.
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Let us first see what we get if we apply the probabilistic method in the basic way. We put an
edge with probability p. In expectation there are n2p edges. The chance that a particular Kr,r

arises is pr
2
, so the expected number o fKr,r will be (

(
n
r

)
)2pr

2 ≤ n2rpr
2
. So we can make this

number � 1 by setting p � n−2/r. This argument can be made formal to show that there exists
graphs with about n2p ≈ n2−2/r edges and no Kr,r. So, for r = 5, this evaluates to Ω(n1.6). On
the other hand, Theorem 2 gives a construction with Ω(n1.66...) edges. Let us see how to get this
better bound using alterations.

Proof. Pick each edge with probability p. Whenever there is some Kr,r throw away some edge in
this Kr,r. The expected number of edges picked is n2p. The expected number of Kr,r that show up
is (

n

r

)2

pr
2 ≤ n2r

r2
pr

2
.

So the expected number of edges after that alteration is at least

n2p− n2r

r2
pr

2
(1)

Taking derivatives gives n2−n2rpr2−1. Setting this to 0, this leads us to the choice p = n−2/(r+1)/2.
The expected number of edges left is now at least

n2−2/(r+1)/2− n2r−2r2/(r+1)/4 = n2−2/(r+1)/2,

since 2− 2/(r + 1) = 2r − 2r2/(r + 1).
Plugging this back in (1) gives that the expected number of edges is Ω(n2−2/(r+1)) which gives

the desired result.

Upper Bound (Optional). We now show the upper bound. The proof does not use probability,
but is very nice. So we discuss it anyway.

Theorem 3. Z(n, r) = O(n2−1/r).

Proof. We want to upper bound the number of edges. Let G be some n × n bipartite graph with
no Kr,r and the maximum number of edges. Let dv be the degree of vertex v on the left hand side.
Consider the following auxiliary graph H.

H is bipartite with n vertices on the left, each corresponding to a left vertex of G. The right
hand side of H has

(
n
r

)
vertices, corresponding to r-tuples of vertices on the right hand side of G.

There is an edge in H from v to a r-tuple (w1, . . . , wr) if and only if v is adjacent to each of
w1, . . . , wr in G.

The following two observations are crucial:
(1) The degree of a vertex v on left of H is exactly degH(v) =

(
dv
r

)
, where dv is the degree of v

is in G.
(2) The degree of any vertex on the right of H is at most r − 1. Otherwise, if it is r or more,

then this r-tuple would be connected to some r vertices on the left of H. But this would mean that
this r-tuple and those r vertices form a Kr,r in G, which is not allowed.
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So, the total number of edges in H is at most (r − 1)
(
n
r

)
. But the number of edges is exactly∑

v∈L(G)

(
dv
r

)
which implies that

∑
v∈L(G)

(
dv
r

)
≤ (r − 1)

(
n

r

)
.

We want to use this relation to bound the total number of edges in G (or equivalently the average
left degree of G). Let d̄ denote the average degree of a left vertex in G. We can now use convexity
of the function

(
dv
r

)
to help us out. In particular,

n

(
d̄

r

)
≤

∑
v∈L(G)

(
dv
r

)
≤ (r − 1)

(
n

r

)
Ignoring lower order terms (it is not hard to formally argue that they have negligible effect),

this implies that nd̄r ≤ rnr and hence that d̄ = O(n1−1/r) which implies the result.

1.3 Graphs with large girth and chromatic number

The girth of a graph G is defined as the length of the shortest cycle. That is, if G has girth k,
then it has no cycle of length k − 1 or less. Note that if G has girth k, then for any vertex v, the
neighborhood of vertices at distance at most bk/2c looks like a tree (and hence is 2-colorable).

In one of the first applications of the probabilistic method, Erdös proved that there exists graphs
with both large girth and chromatic number. This means that ’local considerations are not useful
for determining the chromatic number χ(G).

Theorem 4. For any k, there exists a graph with girth at least k and χ(G) ≥ k.

Proof. We will now prove the theorem. We create a random graph on n vertices by including every
possible edge with probability p, where we fix p = n1/2k/n.

We’d first like to know how many cycles of length at most k this random graph contains. Note
that any graph contains at most

(
n
l

)
l! cycles of length l, as there are

(
n
l

)
subsets of size l and l!

ways to cycle through such a subset, so

E(number of cycles of length ≤ k) ≤
k∑
l=1

(
n

l

)
l!pl ≤

k∑
l=1

nl

l!
l!pl

=

k∑
l=1

(np)l =

k∑
l=1

(n1/2k)l ≤ 2
√
n (assuming n is large enough s.t. n1/(2k) ≥ 2)

So by Markov’s inequality

Pr[ there are more than 4 · 2
√
n cycles of length ≤ k] ≤ 1

4
.

Note that we haven’t proven anything yet about the girth of this graph. We do this later. We
first consider how many independent sets of size at least n

2k there are in this graph.
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Let r = n
2k . Fix some subset S with r vertices. The probability that S is an independent set is

(1− p)(
r
2). There are

(
n
r

)
subsets of size r. So

Pr(G has an independent set of size ≥ r) ≤
(
n

r

)
(1− p)(

r
2)

≤ 2ne−pr
2/4 = 2ne−

n1/2k

n
n2

4k2 = ene−
n1+1/2k

k2

We can make this last expression as small as we want (say ≤ 1/4) by making n large enough.
Combining these, with probability at least 1/2, G satisfies with both properties: it has no

independent set of size ≥ r, and has at most 8
√
n cycles of length at most k.

For every cycle of length ≤ k, we remove one vertex in the cycle, which makes the graph free
of such cycles. This remove at most 8

√
n vertices, and gives us a graph G′ with girth at least k.

As G had no independent set of size at least r = n
2k , the maximum independent set in G′ is also at

most n/2k (as any independent set of G′ is also an independent set of G). But, choosing n large
enough, n

2k ≤ (n− 8
√
n)/k = n′

k , where n′ is the number of vertices in G′. So, χ(G′) ≥ k.

2 Streaming

We now consider problems in the streaming model that we discussed in Lecture 1. There is a
stream x1, x2, . . . , xm of elements (wlog we can assume that the elements xk are integers in the
range {1, . . . , n} (think of both m and n as extremely large).

2.1 Counting distinct elements

We want to know how many distinct elements the stream has. Now this is easy if we had
O(min(m,n)) space, but what if we only have O(log n) space? Note that this is a very strong
requirement, as even just describing the number of distinct elements may need log n bits.

Theorem 5. For any ε, δ > 0, there is a randomized algorithm that uses O( 1
ε2

log n log(1/δ)) bits
of space, and estimates the number of distinct items within factor (1± ε) with probability ≥ 1− δ.

Before we describe the algorithm and its proof let us take a quick detour.

2.2 Basics about Estimation

The idea will be to (cleverly) define a suitable random variable X, such that it mean µ = E[X]
gives the quantity we want. Such an X is called an unbiased estimator. This idea is very powerful
and appears all over in randomized algorithms.

One can then hope to take a few independent samples X1, . . . , Xk of X and return their sample
average µ̂ = (

∑
iXi)/k. If the distribution of X is not too wild, then one can hope that µ̂ ≈ µ for

k not too large (i.e. the sample average is close to the true mean). Let us make this precise and
recall some basics.
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Variance and Estimation via median of means. The variance of a random variable X is

Var(X) = E[(X − E[X])2]

i.e. the expected squared deviation of X about its mean. Denoting E[X] = µ, we also have

E[(X − µ)2] = E[X2]− 2E[Xµ] + µ2 = E[X2]− µ2

Independence. Two random variables X and Y are independent if for all outcomes a, b

Pr[X = a, Y = b] = Pr[X = a] Pr[Y = b]

More generally, random variables X1, . . . , Xk are independent if for all a1, . . . , ak

Pr[X1 = a1, X2 = a2, . . . , Xk = ak] = Pr[X1 = a1] · Pr[X2 = a2] · · ·Pr[Xk = ak]

A basic fact is that

Theorem 6. If X1, . . . , Xn are independent, then Var(X1+. . .+Xn) =
∑n

i=1 Var(Xi). I.e. variance
of sum is sum of variances.

A useful special case is when X1, . . . , Xn are independent copies of a random variable X, then
the mean and variance of the sample average satisfy the following:

E[(X1 + . . .+Xn)/n] = E[X] and Var[(X1 + . . .+Xn)/n] =
1

n
Var[X]

(note that the variance decreases by n times).

Markov and Chebyshev inequalities.

Theorem 7. (Markov’s inequality) For any r.v. X ≥ 0 and t > 0, Pr[X ≥ tE[X]] ≤ 1
t .

Theorem 8. (Chebyshev’s inequality.) For any r.v. X, and any t > 0.

Pr[|X − E[X]| ≥ t
√

Var(X)] ≤ 1

t2

Proof. Apply Markov’s inequality to (X − E[X])2.

Estimation of means. Let X1, . . . , Xn be independent samples of X and let µ̂ = (X1 + . . . +
Xn)/n be the sample average. Clearly, E[µ̂] = µ. The following bounds the relative error between
µ̂ and µ (assuming µ > 0).

Theorem 9. For any ε > 0, Pr[|µ̂− µ| ≥ εµ] = 1
ε2

Var(X)
nµ2

.

Proof. E[µ̂] = µ and Var(µ̂) = Var(X)/n. Now, apply Theorem 8 with t = εµ/
√

Var(µ̂).

So ifX is a random variable with Var(X) ≤ kE[X]2, if we take n = 2k/ε2 samples and computing
their mean, this gives an approximation of µ to within a factor 1± ε, with probability at least 1/2.
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Median of means trick. There is a cool trick to boost the success probability from 1/2 to say
1−δ (think of δ as very small, like 10−10) with only O(log(1/δ)) factor overhead. This is surprising
as we only use the knowledge of the variance, but still get exponentially decaying failure probability.

Algorithm. Given δ > 0, and a random variable X with Var(X) ≤ k(E[X])2 do the following:

1. Take (16k/ε2) log(1/δ) samples and divide then into g = log(1/δ) groups of 16k/ε2 samples.

2. Compute the sample average µ̂1, . . . , µ̂g of each of these groups.

3. Return the median of µ̂1, . . . , µ̂g, as the estimate of µ = E[X]. Call this estimate m.

Theorem 10. The median of means estimate m satisfies Pr[|m− µ̂| ≥ εµ] ≤ δ.

Proof. By Chebyshev’s inequality, for each group i ∈ [g],

Pr[µ̂i /∈ (1± ε)µ] ≤ 1/16.

For the median m of the µi’s to lie outside the range (1 ± ε)µ, a necessary condition is that least
half of the µ̂i lie outside the interval (1 ± ε)µ (i.e. either at least half of the µi must be less than
(1− ε)µ or at least half must be more than (1 + ε)µ). But this probability is at most(

g

g/2

)(
1

16

)g/2
≤ 2g · 2−2g = 2−g = δ.

2.3 Back to counting distinct elements

Suppose we have a random hash function h that maps each element i ∈ [n] uniformly in [0, 1].
Let us be clear what a random hash function means. It maps each i ∈ [n] randomly to a uniform

random number in [0, 1]. But it is a function, so every time you evaluate h with input i, you always
get the same value h(i).

Min-hash algorithm. Upon seeing the element xi in the stream, compute h(xi). Keep track of
the minimum hash value Y = mini h(xi). Return the estimate (1/Y )− 1.

Remark: Note that the algorithm just needs to store the single number Y . As h outputs a
random real in [0, 1], strictly speaking this needs arbitrary precision, but it should be intuitively
clear that everything works if we discretize fine enough: i.e. if h outputs an integer multiple of, say,
1/n2). Storing this needs only log n2 = 2 log n bits of storage. But we ignore this issue for clarity.

Claim 11. If the stream has k distinct elements, then E[Y ] = 1/(k+ 1), and Var(Y ) ≤ 1/(k+ 1)2.

Proof. As h maps random in [0, 1], for given element x, Pr[h(x) ≥ t] = 1 − t. As each distinct
element is mapped randomly, and there are k distinct elements, Pr[Y ≥ t] = (1 − t)k. So, Pr[Y ∈
[t, t+ dt] = k(1− t)k−1dt and

E[X] =

∫ 1

t=0
kt(1− t)k−1dt = k

∫ 1

0
((1− t)k−1 − (1− t)k)dt =

1

k + 1
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Similarly, the variance of Y is

Var(Y ) =

∫ 1

0
t2k(1− t)k−1dt− E[Y ]2

Now, we can write t2 as (1− (1− t))2 = 1− 2(1− t) + (1− t)2, so∫ 1

0
t2k(1− t)k−1dt =

∫ 1

0
k((1− t)k−1 − 2(1− t)k + (1− t)k+1)dt = k(

1

k
− 2

k + 1
+

1

k + 2
) ≤ 2

(k + 1)2

So the variance is at most 1/(k + 1)2.
So Var(Y )/E[Y ]2 ≤ 1, and by using the median of means machinery, we can estimate Y to

within (1± ε) with probability 1− δ, using O((1/ε2) log(1/δ)) such estimators.
Finally note that estimating Y to within 1± ε, is essentially the same as estimating the count

of distinct k to within 1/(1± ε) which is ≈ (1± ε), for small ε.

2.4 Estimating the `2 norm

For a stream x1, x2, . . . , xm let f = (f1, . . . , fn) denote the frequency vector, where fi denotes
how many times i appeared in the stream. The number of distinct items is the `0-norm of f , as
‖f‖0 = |{i : fi > 0}|. We would now like to estimate the `2-norm f , i.e. ‖f‖2 = (

∑
i f

2
i )1/2. This

is a good measure of the skewness or the variation of the frequencies. Again this would be easy if
we had O(n logm) space, as we could just store each frequency fi. But we would like to do this
using O(logm) bits of space only.

Algorithm. Let h be a random hash function h : [n]→ {−1,+1}. That is, it maps each number
in {1, . . . , n} randomly to either −1 or 1 (as previously h is a function, so whenever you evaluate
h at some i, you always the same answer h(i)).

Initialize S = 0. Upon seeing xj , update S = S + h(xj).
Return Y = S2, as an estimator for

∑
i f

2
i .

Theorem 12. Y is an unbiased estimator. That, E[Y ] =
∑

i f
2
i . Moreover, E[Y 2] ≤ 3(E[Y ])2.

So, E[Y ] can be estimated to within (1±ε) with probability at least 1−δ, using O(1/ε2 log(1/δ)
estimators using median of means machinery. And storing each estimator takes O(logm) bits.

Proof. Note that S is simply storing the sum of the hash values of the stream elements and so
S =

∑
i fih(i). We first show that Y = S2 in an unbiased estimator for

∑
i f

2
i .

E[Y ] = E[S2] = E[(
∑
i

fih(i))2] = E[
∑
i

f2i h(i)2 +
∑
i 6=j

fifjh(i)h(j)]

=
∑
i

f2i E[h(i)2] +
∑
i 6=j

fifjE[h(i)h(j)] =
∑
i

f2i

as h(i)2 = 1 and E[h(i)h(j)] = 0 for i 6= j.
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We now analyze the variance. For this we consider the second moment of E[Y 2]. We have

E[Y 2] = E[S4] = E[
∑

i1,i2,i3,i4∈[n]

fi1fi2fi3fi4h(i1)h(i2)h(i3)h(i4)]

A key point is that E[h(i)] = E[h(i)3] = 0, and as h(i) and h(j) are independent for i 6= j, the
only terms that survive will be those where each index appears an even number of times. So,

E[S4] =
∑
i

f2i E[h(i)4] + 3
∑
i 6=j

f2i f
2
j E[h(i)2h(j)2] =

∑
i

f2i + 3
∑
i 6=j

f2i f
2
j ≤ 3(

∑
i

f2i )2

2.5 Turnstile Model

In the turnstile model, the elements in the stream can be added or deleted. Formally, the i-th
entry xi now specifies a tuple (xi, vi) where vi could be a positive or negative integer, and denotes
that vi units of xi are added/removed from the stream. So the final frequency fi of element j is
fj =

∑
i:xi=j

vi.
The special case that we saw above with vi = 1 is called the insertion only model. Observe

that the `2 norm estimation also works in the turnstile model: one simple updates S = S+h(xj)vj
upon seeing (xj , vj).

On the other hand, the distinct element algorithm does not work in the turnstile model (where
now we want to count the number of elements j with fj 6= 0). Can you see why?

However, an enhancement of the min-hash idea called the count-min sketch can be used to
count distinct elements in the turnstile model. We will not describe this due to lack of time, but it
is also based on a simple and nice idea and has many uses.

2.6 A Problematic issue

The above algorithms assumed that we had a random hash function h available to us, which mapped
an input in [n] to some output range.

But how is this function h given to us? One way would be to specify the value h(i) for each
i ∈ [n]. But this would require us to store a table of size n, defeating the point of designing a
O(log n) space algorithm.

Are we just cheating, and still using O(n) space implicitly by assuming that we are given the
function h? This seems like a serious issue, but there is a way out, and we will see it in the next
lecture.
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