
CS 294-128: Algorithms and Uncertainty Lecture 16 Date: 10/24/2016
Instructor: Nikhil Bansal Scribe: Xingyou Song

1 Introduction

Last time we discussed OCO setting. We will finish up the proof the AHR analysis.

2 Bandit Convex Optimization, Finishing Up

We discussed the AHR Algorithm previously. The upper bound on the AHR Algorithm will be
proved as follows: We will get a regret of O(T 1/2 log1/2 T + n3/2).

We can establish, with abuse of notation
∑

t =
∑T−1

t=1 ,

Regret ≤
∑
t

gt · (xt − xt+1) +
R(x∗)−Rx1

η
(1)

By the OMD view,
ηgt = OR(xt)− OR(xt+1)

One of the key lemmas is that the next iteration xt+1 will not be so far from xt. In fact, the exact
statement is that

Theorem 1 xt+1 ∈ Bxt(xt, 4ηn)

Assuming the above theorem is true, (1) implies that

Regret ≤
∑
t

1

η
(OR(xt)− OR(xt+1)) · (xt − xt+1) +

R(x∗)−Rx1
η

≤
∑
t

1

η
O2R(x′)(xt − xt+1)

2 +
R(x∗)−Rx1

η

where x′ ∈ Bxt(xt, 4ηn). We will choose η so that 4ηn� 1/2.
Now if x′ is within the half the Dikin ellipsoid at xt, then ∇2R(x′) is with a constant factor 4

of ∇2R(xt). So,

(xt − xt+1)
T∇2R(x′)(xt − xt+1) ≤ 4(xt − xt+1)

T∇2R(xt)(xt − xt+1) = 4‖xt − xt+1‖2

Using this fact, we have that the above satisfies

≤
∑
t

4

η
||xt − xt+1||2xt +

R(x∗)−Rx1
η

By our claim that xt+1 ∈ Bxt(xt, 4ηn), we have that ‖xt− xt+1‖2xt ≤ 16n2η2. This gives the bound

≤
∑
t

1

η
64η2n2 +

R(x∗)−Rx1
η

= 16ηn2T +
R(x∗)−Rx1

η
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Now to bound the
R(x∗)−Rx1

η term, we use the Minkowski Property, which intuitively states that
even though we may have a barrier function, a point x̃ between a point x inside, and a point y on
the boundary of the barrier, still has fairly low R(x̃). In otherwords, the barrier function may go to
∞ at the boundary, but this growth rate is immensely slow. This means that our path x1, x2, ..., xT
in general didn’t go to the boundary too much.

Theorem 2 If x̃ = δx+(1−δ)y, then R(x̃) ≤ R(x)+ν ln(δ) where ν was the coefficient associated
with the barrier.

An example of this is, suppose that R(x) =
∑m

i=1− ln(si(x)), where si(x) were the constraints.
Then since the slack falls off linearly, e.g. si(x̃) ≥ δs(x), we have that R(x̃) =

∑m
i=1− ln(δsi(x)).

Therefore,
R(x∗)−Rx1

η
≤ 1

η
ν ln

1

δ

with δ = 1
T , so we’re done. By AM-GM, we can plug η to minimize the total expression to get the

required bound.

To actually prove theorem 1, that xt+1 ∈ Bxt(xt, 4ηn), we use the definitions. Since xt+1 =
arg minx∈K φt(x) where φt(x) =

∑t
i=1 gi · x+ 1

ηR(x), we have that Φt(x) = φt−1(x) + ηgt · x.
So the gradient satisfies Oφt(x) = ηgt + Oφt−1(x). Plugging x = xt and noting that xt is a

minimizer of φt−1 and that the points xt’s always stay in the interior of K, as the barrier function
R goes to infinity on the boundary, we have that ∇φt(xt) = ηgt.

Consider a point x′ ∈ Bxt(xt, 1/2), where x′ = xt + αh where α ∈ [0, 1/2], ||h||xt = 1/2. By
Taylor series,

φt(x
′) = φt(x+ αh) = φt(xt) + αOφt(xt) · h+

α2

2
hTO2φt(εp)h

where εp ∈ [xt, xt + αh]. Recall that φt(xt) = ηgt.
Now the point is that no matter where εp is in the 1/2 Dikin ellipsoid, hTO2φt(εp)h ∈ [1/4, 4].

Suppose we fix h, gt, εp. Then taking derivatives wrt α, the above expression is minimized when

α =
−ηgt · h

hTO2φt(εp)h

As x′ was a minimizer, the point is that α is never more than 4ηgt · h in absolute value.
We bound bound gt · h. Recall that in the algorithm gt was chosen as nft(yt)H

1/2(xt)u (By
Stoke’s theorem for Ellipsoids). As ft(yt) ≤ 1, we get

gt · h ≤ nH1/2(xt)u · h ≤ n‖u‖‖H1/2(xt)h‖ = n/2

Where the last inequality follows by Cauchy Schwarz, and last step using the ‖h‖xt = 1/2. So we
are done.

3 Stochastic Problems

Previously we’ve seen 1) Competitive Analysis, in which we’re comparing to the optimal strategy
that keeps changing, and 2)Regret, where the optimal action we assume is fixed. An example of
both is the MTS problem. However, these perspectives sometimes are too pessimistic, as nature
doesn’t play adversarially necessarily. We consider the 3) Stochastic setting.
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Problem 1 (Maximum Value Problem) For example, consider n boxes, each with probability dis-
tributions P1, ..., Pn. Given a parameter k << n, we need to choose k boxes to open and see the
value, and then we need to choose the best single value we saw. We see the output reward at each
step, can change our strategy based on the current observations, and we make our choice.

Since we can make the decisions adaptively, this gives us much better performance than if we
were forced to choose k boxes right from the beginning and taking max-expected reward.

An example of this intuition would be: Suppose we had k = 2, n = 3.

• Box 1 gives a reward of 50 with probability 1
2 , or else 0.

• Box 2 Gives 60 with probability 1
3 , or else 0.

• Box 3 gives 25 with probability 1 always.

The adaptive solution’s intuitive strategy is to pick a middle box, and see if we get lucky. If we
are lucky, then we should go for a higher reward because we already have a good reward. If we’re
unlucky, then we should play safe. Thus, the optimal strategy here is to pick P1 first.

• If we get 0, Then pick P3 to get 25.

• If we get 50, let’s push our luck and pick P2, which has a probability of 1
3 of getting 60.

Our expected reward here will then be: 1
2 · 25 + 1

6 · 60 + 1
2
2
3 · 50 = 39 If we did not have the adaptive

solution, then we’d just pick boxes 2, 3, and it’s not hard to see our expected total reward will then
be 2

325 + 1
360 = 36.

In general, the non-adaptive (which is essentially offline) case will just be a use of dynamic pro-
gramming. However, notice that the decision tree for the adaptive case can be exponentially large,
so we may need simpler approximation strategies that are tractible.

Let’s take a look at another problem, in which we must make a decision to drop or optimize:

Problem 2 Suppose that we had boxes with the labelling from [n], and each box i has a probability
distribution Pi again. However, this time, when we choose a box and see a reward, we must either
keep that reward, or discard it and move on to the other boxes that have not been opened.

For example, consider the case when Pi [0, 1] ∀i, the uniform distribution. Since all the distribu-
tions are the same, we can consider just moving forward in the order 1→ n. This will be a use of
dynamic programming then, as we can assign an intrinsic expected value An−1 to the game with
the boxes 2, ...n, and see if An−1 ≤ x1 P1 or not. If true, we pick x1, else discard box 1. Thus, the
algorithm will then be Aj = max(xj , Aj−1).

However, for general scenarios, this question is NP-hard; we have to consider the order in which
we are playing the boxes as well; we cannot use this trick on all n! permutations.
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