
Algorithms beyond worst case Lecture 7 Date: 22/3/2018
Instructor: Nikhil Bansal Scribe: Spectral Partitioning (part 1)

1 Graph Partitioning

A very useful subroutine in many problems is graph partitioning, where we want to divide a graph
into two or more parts such that there are not too many edges between the parts. This is useful
for example in divide and conquer algorithms, or for finding communities in graphs and so on.

To make things concrete, let us consider the minimum bisection problem, where we wish to
partition the vertices of the input graph G = (V,E) into two equal sets V1 and V2 = V \ V1 such
that the number of edges e(V1, V2) between V1 and V2 is minimized. In general, this is a difficult
NP-hard problem.

However, often in practice the following spectral heuristic for graph partitioning is very suc-
cessful. Consider the adjacency matrix A. Compute the second largest eigvenvalue λ2, and the
corresponding eigenvector v. Let V1 = {i : v(i) < 0} be the set vertices for which the corresponding
coordinate of v is negative, and V2 = {i : v(i) ≥ 0}. Return this as the partition.

At this point, this should seem completely mysterious. What do eigenvalues and eigenvectors
have to do with finding good partitioning. Why should this work at all?

2 Plan for the lectures

In the next 2 lectures we will try to understand why spectral partitioning works, but look at a
specific average case model called the random planted partition or stochastic block model. While
studying this, we will explore various properties of symmetric matrices and random matrices.

Later, we will study a more adversarial model, called the semi-random model. As we will see
the spectral techniques do not work here, but building on these ideas, we will design more robust
algorithms for the semi-random model based on semi-definite programming.

3 Planted partitions or Stochastic Block Model

We consider the following generative model for the input graph. There are two parts v1 and V2 of
n/2 vertices each. Pick two parameters p and q with p > q. For each pair of vertices (u, v) if both
u and v lie in V1 or in V2, the edge is placed with probability p. If u and v are in different parts,
we pick (u, v) with probability q.

So we can think that there is hidden good partition V1 and V2, and our goal will be to recover
it exactly. Clearly, we need some separation between p and q (as q approaches p, it will get harder
to recover V1 and V2).

Some intuition: Let us first get some intuition about the model. Each vertex v will have expected
degree about n(p+ q)/2 (more precisely, if v ∈ V1, then it has (n/2− 1)p expected neighbors in V1
and qn/2 in V2). The difference of n/2− 1 and n/2 will not matter to us.
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Moreover, by Chernoff bound, the number of neighbors in V1 is about np/2 ± c
√
np/2 with

probability about e−c
2/2. Similarly in V2 about nq/2± c

√
nq/2.

Let us look at an instructive case. If p = (a log n)/n and q = (b log n)/n, then the expected
degree of a vertex is ((a+ b) log n)/2. Moreover, probability at a given vertex v is isolated is about
n−(a+b)/2. So, if a + b � 1, then with high probability there is no isolated vertex. But there will
be several isolated vertices with high probability if a+ b� 1.

Note that if there are isolated vertices, exact recovery of A and B is impossible.

The Result: We will prove the following theorem.

Theorem 1 Exact recovery works with spectral partitioning if

p− q ≥ c
√

(p+ q) log n

n

where c is some constant.

It turns out that this is precisely the right threshold for approximate recover. If the difference p−q
is much less than this, it is impossible to do exact recovery.

For example, suppose q = 0, then the condition in theorem 1 says that p ≥
√
c(p log n)/n and

hence p ≥ (c log n)/n. And indeed as we saw above, if c < 1, we will have isolated vertices.

The remarkable nature of the result: Let us look at one more case. Suppose p = 1/2, then
Theorem 1 says that q = 1/2−

√
(c log n)/n suffices for recovery.

Let us see how this compares with some other smart approach that one might try. Here is one
algorithm.

Algorithm: Pick two vertices u and v and count the number of common neighbors. Use this to
try to classify if u and v lie in the same part or not.

Intuitively, this makes sense because if u and v lie in the same part, then they should have about
p2n/2 common neighbors in A and q2n/2 common neighbors in B and hence about (p2 + q2)n/2
neighbors in total. But if u and v lie in different parts, they should have about (2pq)n/2 = pqn
common neighbors. As pq < (p2 + q2)/2 (assuming q < p), this seems like a nice way to detect the
two cases. But let us see how good this really is.

The difference between the two counts is (p2 + q2 − 2pq)n/2 = (p − q)2n/2. But this is
only O(log n) when p = 1/2 and q = 1/2 −

√
(c log n)/n. In fact this signal is negligible and

is completely drowned out in the randomness that we would observe in the counts of common
neighbors. E.g. if u and v are in the same part, the number of common neighbors will be like
p2 + q2)n/2±O(

√
(p2 + q2)n).

So this really shows that the theorem we are proving is doing something quite incredible!

4 Some matrix theory

For any graph G = (v,E) on n vertices, the n× n adjacency matrix A has Aij = 1 whenever there
is an edge from i to j. For an undirected graph, A is symmetric i.e. Aij = Aji.

Any matrix M can be viewed as an operator that maps a vector v to the vector Mv. An
eigenvector of any matrix M is a non-zero vector v such that Mv = λv for some λ (possibly
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complex valued). The scalar λ is called the eigenvalue. Wlog we assume that any eigenvector
has unit length. The eigenvalues and eigenvectors give very useful information about an operator.
We need a few facts, many of which you might have already seen and which can be found in any
standard text.

There are n eigenvalues given by the roots of the characteristic polynomial p(x) = det(xI−A) =
0. It is easy to check that the polynomial has the form

p(x) = xn − (
∑
i

aii)x
n−1 + . . .+ (−1)ndet(A).

Writing p(x) =
∏n

i=1(x− λi) as the product of its roots (and noting that the coefficient of xn is 1
in both forms), we obtain ∑

i

λi =
∑
i

aii

The trace Tr(A) of A is defined as
∑

i aii, the sum of diagonal entries and equals the sum of
eigenvalues of A.

The collection of eigenvalues is called the spectrum of A, and does not depend on the choice
of basis in which A is represented (and hence can be viewed as inherently capturing the operator
theoretic properties of A). This follows as for any basis change matrix P ,

det(xI − P−1AP ) = det(P−1(xI −A)P ) = det(P−1) det(xI −A) det(P ) = det(xI −A)

The important spectral theorem for symmetric matrices is the following:

Theorem 2 Any symmetric matrix A has real eigenvalues λ1, . . . , λn and the corresponding eigen-
vectors v1, . . . , vn form an orthonormal basis.

Let us see that the eigenvectors corresponding to unequal eigenvalues are orthogonal. Indeed if
Avi = λivi and Avj = λjvj where λi 6= λj , then we have

λi〈vi, vj〉 = 〈Avi, vj〉 = 〈vi, AT vj〉 = 〈vi, Avj〉︸ ︷︷ ︸
A=AT

= λj〈vi, vj〉

which implies 〈vi, vj〉 = 0.
So eigenspaces corresponding to unequal eigenvalues are orthgonal. We can pick any basis in

the subspace.
A useful way to view this result is that a symmetric matrix A can simply be viewed as a diagonal

matrix with real entries, if we choose the basis consisting of its eigenvectors. This basis is called
the eigenbasis of A. Recall that a diagonal matrix D acting on a vector w = (w1, . . . , wn) gives
Dw = (d11w1, . . . , dnnwn), i.e. it simply scales coordinate i with the i-th diagonal entry of D.

Similarly, if we write w =
∑

i civi, where vi are the eigenbasis of A, then Aw =
∑

i ciλivi.

Some more Facts: Let us together try to explore some more things.
Rank: First, recall that the rank of a matrix A can be defined in several ways: (a) as the

number of linearly independent columns. (b) the dimension of image of A (c) co-dimension (i.e. n
minus the dimension) of the null space of A. (d) The number of non-zero eigenvalues of A.

To see the last connection, let n′ denote the number of non-zero eigenvalues of A. Then dimen-
sion of image ≥ n′ (span of v1, . . . , vn′). But we also have dimension of null space ≥ n − n′ (span
of vn′+1, . . . , vn).
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1. What are the eigenvalues of Ak, in terms of those of A.

2. What is the spectrum of the all 1’s matrix, usually denoted by J .

3. What are the eigenvalues and eigenvectors of the 2× 2 matrix

(
p q
q p

)

4. What about the matrix

(
P Q
Q P

)
where P and Q is n/2 × n/2 matrices with all entries p

(resp. q). What is the rank.

5. What is the spectrum of I.

6. What is the spectrum of A+ cI, in terms of spectrum of A

A basic question of interest is how the eigenvalues are λ1(A), . . . , λn(A) and λ1(B), . . . , λn(B)
of A and B are related to those of A + B,i.e. to λ1(A + B), . . . , λn(A + B). One relation is∑

i λi(A) +
∑

i λi(B) =
∑

i λi(A+ b) as

Tr(A+B) =
∑
i

(A+B)ii =
∑
i

Aii +
∑
i

Bii = Tr(A) + Tr(B).

But we will look at several other ways below to get better control.

4.1 Variational characterization of eigenvalues

Let us first observe that λ1(A) = maxx:‖x‖2=1 x
TAx. This is easy to see by writing x =

∑
i civi and

noting that xTAx =
∑

i λic
2
i and

∑
i c

2
i = 1. Using this show that

λ1(A+B) ≤ λ1(A) + λ1(B)

Similarly, we have λn(A) = minx:‖x‖2=1 x
TAx.

To get control on other eigenvalues, we need the following useful characterization.

Theorem 3 (Courant-Fischer min-max characterization.) For a symmetric matrix A, with
eigenvalues λ1 ≥ λ2 ≥ . . . ≥ λn we have

λi(A) = max
W :dim(W )=i

min
w∈W,‖w‖2=1

wTAw

λi(A) = min
W :dim(W )=n−i+1

max
w∈W,‖w‖2=1

wTAw

Proof: We only prove the first equality, and leave the second as an exercise.
Let r denote the right hand side. By choosing W spanned by v1, . . . , vi we see r ≥ λi.
For the other direction, we want to show that for any other subspace W with dim(W ) = i, can

always find w such that wTAw ≤ λi. Let V = span(vi, ..., vn). As the dimension of V is n− i+ 1,
|V ∩W | contains some non-zero w. So, wTAw ≤ λi. 2

Theorem 4 ( Weyl-inequalities.) For two symmetric matrices A and B,

λi+j−1(A+B) ≤ λi(A) + λj(B)
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We leave this as an exercise, and only sketch the proof.

Proof: The left side is
max

W :dim(W )=i+j−1
min|w|=1,w∈Ww

T (A+B)w.

Note that wT (A + B)w = wTAw + wTBw. So, it suffices to show that in any i + j − 1
dimensional subspace X, can find a vector w s.t. wTAw ≤ λi(A) and wTBw ≤ λj(B). Take W
=span(ei(A), ..., en(A)) and W ′ = span(ej(B), ..., en(B). What can you say about W ∩W ′ ∩X? 2

As a corollary with j = 1, this gives

λi(A+B) ≤ λi(A) + λ1(B).

Similarly,

Theorem 5
λi(A+B) ≥ λi(A) + λn(B)

Proof: Let X be the span of v1(A), . . . , vi(A). As

λi(A+B) = max
W :dim(W )=i

min
w∈W,‖w‖2=1

wT (A+B)w.

For the particular choice of W = X,

min
w∈W,‖w‖2=1

wT (A+B)w ≥ min
w∈W,‖w‖2=1

wTAw + min
w∈W,‖w‖2=1

wTBw ≥ λi(A) + λn(B).

Now the best choice of W can only increase the left hand side. 2

Finally we define the operator norm of a matrix

‖B‖op = max
x
|Bx|2/|x|2 = max(|λ1|, |λn|)

which is maximum amount by which a non-zero vector is stretched.
By the above results show that (by looking at a couple of cases about the sign of λ1 and λn)

|λi(A+B)− λi(A)| ≤ ‖B‖op (1)

5 The proof strategy

The expected adjacency matrix E[A] looks like the block matrix

(
P Q
Q P

)
where P and Q are

n/2×n/2 matrices with all entries p (resp. q). The two blocks P corresponds to vertices in V1 and
V2 (of course while I draw them consecutively, but these are arbitrarily subsets of size n/2).

Strictly speaking, we have 0 on the diagonal of E[A] and we are adding pI. But this shifts the
spectrum by just p which will be negligible for us.

Suppose the spectrum of A was identical that of E[A]. Then we would be done. In fact the
second eigenvector would be exactly +1/

√
n and −1/

√
n on vertices in V1 and V2.

The goal will be to show that the this is not too far from the truth. Indeed, A can be viewed
as E[A] plus some random matrix with mean zero entries.

We will show two facts. First, that the operator norm of a random matrix is small. Second, we
will show some results that control how much the eigenvectors of A change if add another matrix
to it. We first state these results, and will prove them in the next lecture.
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Theorem 6 A random matrix R with each entry ±1 with equal probability has spectral norm
O(
√
n). More generally, if A is the adjacency matrix of the random graph Gn,p and R = A−E[A],

then the spectral norm of R is O(
√
pn), provided p = Ω((log n)/n).

A =

(
G

(1)
n/2,p 0

0 G
(2)
n/2,p

)
+

(
G

(1)
n/2,q G

(3)
n/2,q

G
(3)
n/2,q G

(2)
n/2,q

)
−

(
G

(1)
n/2,q 0

0 G
(2)
n/2,q

)
(the same superscript indicates that those are the same matrix).

So spectral norm of A− E[A] satisfies

‖A− E[A]‖op ≤ (np)1/2 + 2(nq)1/2 = O(
√
n(p+ q))

The perturbation is controlled by the following theorem.

Theorem 7 (Davis Kahan theorem.) Let A be symmetric with eigenvalues λ1, . . . , λn with eigen-
vectors v1, . . . , vn. Let A′ = A+P where P is some symmetric perturbation matrix, and let λ′i and
v′i be the eigenvalues and eigenvectors of A′. Then the angle θ between vi and v

′
i satisfes

sin θ ≤ 2‖P‖op
minj 6=i |λj − λi|

In other words, if λi is not too close to other eigenvalues, and the noise P is not too large, then v′i
stays close to vi.

In our setting with i = 2, ‖P‖op = O(
√

(p+ q)n), and minj 6=i |λj − λi| = (p− q)n/2.
So, by theorem 1, sin θ ≤ O(1/

√
log n)� 1, and hence not too many coordinates of the second

eigenvector can change sign.
This allows us to do partial recovery of V1 and V2. A simple trick (but nice) then allows us to

do exact recovery.

6 Proof of Davis Kahan Theorem

Proof: By definition of θ and as ‖vi‖2 = ‖v′i‖2 = 1, we have

v′i = (cos θ)vi + (sin θ)w (2)

for some w ⊥ vi and ‖w‖2 = 1.
Let β denote minj 6=i |λj − λi|. Consider the operator M = A − λiI. Note that Mvi = 0, and

‖Mw‖2 ≥ β‖w‖2 for any w ⊥ vi. Applying M to (2), and looking at squared lengths gives

‖Mv′i‖2 = sin θ‖Mw‖2 ≥ β sin θ

As v′i is the eigenvalue of A′, we write M in terms of A′ as M = A′ − P − λiI and get

Mv′i = ((A′ − P )− λiI)v′i = λ′iv
′
i − λiv′i − Pv′i.

Using triangle inequality, and as ‖v′i‖2 = 1 we obtain

‖Mv′i‖2 ≤ |(λ′i − λi)|+ ‖P‖op ≤ 2‖P‖op,

using |λ′i − λi| ≤ ‖P‖op by (1). 2
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7 Exercises

1. Do the second case of Courant-Fischer characterization in theorem 3.

2. Complete the proof of Weyl’s inequalities in theorem 4. Weyl

3. Show why λi(A + B) ≤ λi(A) + λ1(B) and λi(A + B) ≥ λi(A) + λn(B) imply that |λi(A +
B)− λi(A)| ≤ ‖B‖op.
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