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At the end of previous lecture we saw the problem of 3-colorability: given an undirected graph
G, does there exist a coloring of G using only 3 colors? This is an NP-hard problem as it can be
reduced from 3-SAT. The best currently known algorithm to find a coloring uses approximately
n0.201 colors. Previous lecture we saw an algorithm to find a coloring using O(

√
n) colors.

This lecture we will show that while 3-SAT is NP-hard, 2-SAT is polynomial time solvable and
that for dense graphs the 3-colorability problem becomes much easier. Finally we will also discuss
Chernoff bounds.

3-Colorability

Definition 1 A graph G is called δ-dense if it has minimum degree ≥ δn for some δ > 0.

Theorem 2 If G is δ-dense and 3-colorable, then there exists a polynomial time algorithm to find
a 3-coloring for G.

First we will have a look at 2-SAT, which will help us to prove theorem (2). Recall that a 2-SAT
problem can be described using a Boolean expression that is a conjunction of disjunctions, where
each disjunction has two arguments that may either be variables or negations of variables. The
variables or their negations are known as terms and the disjunctions of pairs of terms are known
as clauses. The 2-satisfiability problem is to find a truth assignment to these variables that makes
the Boolean expression come true.

Let n be the number of variables. Consider the following algorithm to find a satisfying assign-
ment for 2-SAT:

(i) Pick an arbitrary assignment.

(ii) If this assignment is satisfying, then we are done. Otherwise, choose any unsatisfied clause
and flip one of the variables at random. Repeat this step up to 2n2 times or until all clauses
are satisfied.

Theorem 3 This randomized algorithm finds a satisfying assignment for 2-SAT in O(n2) time
with probability at least 1

2 .

Proof: We fix some satisfying assignment Y , which is our reference point. Then we start with an
arbitrary assignment X and define the distance d(X,Y ) as the number of variables where X and
Y differ. Now we follow the algorithm and see how this affects d(X,Y ).
Pick some unsatisfied clause c. Suppose c = (x1 ∨ ¬x2), then since c is unsatisfied in X, we must
have assigned x1 = 0 and x2 = 1. In Y the clause is satisfied, so we have 3 options: (x1, x2) equals
(1, 0), (0, 0) or (1, 1). In the first case, flipping one of the variables at random always decreases
d(X,Y ) by 1. In the other cases, we see that d(X,Y ) either decreases or increases by 1, each with
probability 1/2. In the algorithm we continue until all clauses are satisfied. For each unsatisfied
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clause that we pick, we can argue as we did for c. In the worst case, the algorithm is like a drunk
random walk: in every step we either decrease or increase d(X,Y ) by 1, each with probability 1

2 . We
know that for a drunk random walk around states 0, . . . , n the expected number of steps to reach
the 0-position is ≤ n2.1 Let S denote the expected number of steps we need for the algorithm to
find a satisfying solution. By Markov’s inequality (1) we have Pr[S > 2E[S]] ≤ 1

2 . Since E[S] ≤ n2
and the algorithm takes up to 2n2 steps, the probability that it does not return a satisfying solution
is at most 1

2 . Hence in this case, we reach d(X,Y ) = 0 in O(n2) time with probability at least 1
2 .

When d(X,Y ) = 0 we have obtained the satisfying assignment Y . 2

Now we can start on the proof of theorem 2:
Pick a small set S of vertices such that every vertex in G is adjacent to S, so N(S) ∪ S = V .

Claim 4 There exists such a set S of size 2
δ lnn.

Proof: Let S be a subset of G of size 2
δ lnn. Then every vertex v ∈ V \S has at least δn neighbors,

each of which is outside S with probability 1 − 2/δ lnn
n . So the probability that v has no neighbor

in S is at most
(
1− 2 lnn

δn

)δn
. But this we can estimate:(

1− 2 lnn

δn

)δn
≤ e

−2 lnn
δn

δn =
1

n2
.

Now by the union bound, the probability that some vertex in G is not adjacent to S (hence S is
no good) is at most n · 1

n2 = 1
n . So there must exist a set S of size 2

δ lnn. 2

So we have S of size 2
δ lnn, which must be 3-colorable since G is 3-colorable. Since S is small,

the number of possible colorings is small:

# possible colorings ≤ 3|S| ≤ 3
2 lnn
δ = no(1/δ).

Because this is a relatively small number of colorings, we can apply the following procedure to each
possible coloring of S:
Suppose we have a correct 3-coloring of S, using colors {0, 1, 2}. Then for each v /∈ S there are at
most 2 colors we can choose, since it is connected to some vertex in S which already has a color
n(v) ∈ {0, 1, 2}. Possibly v has multiple neighbors in S, which may either force the color of v or
there might not be a correct way to color v. In the latter case our current coloring of S is incorrect,
so we terminate and start with the next possible coloring of S.
Now we will show that the problem of coloring the vertices v /∈ S comes down to the 2-SAT prob-
lem. For every v for which its color has not yet been determined, v can only have neighbors in S
with the same color n(v). We create a Boolean variable x(v) as follows: if true this indicates that
we color v with color n(v)+1 (mod 3), and if false this indicates that we color v with color n(v)−1
(mod 3). Since we want a correct coloring, every edge (u, v) with u, v /∈ S imposes a constraint
n(u) 6= n(v). For each such constraint, we create a disjunction of x(u) and x(v) that is false if it
implies n(u) = n(v). For example, if x(u) = false and x(v) = true implies n(u) = n(v) then we add
the clause (x(u) ∨ ¬x(v)).

1 Let hj denote the expected number of steps to reach 0 when starting in j. Then for our random walk we have
that h0 = 0, hn = 1 + hn−1 and hj = 1 + 1

2
hj−1 +

1
2
hj+1. Solving this recursion gives hj = 2nj − j2 ≤ n2.
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If we add these clauses for each v for which its color has not yet been determined, then we have
created a 2-SAT instance which evaluates to true if and only if we have a valid coloring for G. As
we have seen in theorem 3, there exists a polynomial time algorithm to solve 2-SAT. Using this
algorithm we can also find a 3-coloring for G in polynomial time.

Parts of this proof can also be found in section 5.12 of [2].

Chernoff bounds

In previous lectures [1] we have already seen some bounds on random variables:

Markov: Pr [X > tE[X]] ≤ 1

t
, (1)

Chebyshev: Pr
[∣∣∣X − µ∣∣∣ ≥ t√V ar[X]

]
≤ 1

t2
. (2)

These two inequalities both yield a power-law bound on tail decay of the probability distribu-
tion. A sharper bound is the Chernoff bound, which gives exponentially decreasing bounds on tail
distributions of sums op independent random variables.

Let X1, . . . , Xn be 0-1 random variables with Pr[Xi = 1] = pi and let S =
∑n

i=1Xi with
expected value µ =

∑n
i=1 pi. Then by linearity of expectations we have

E[S] =

n∑
i=1

E[Xi] =

n∑
i=1

pi = µ.

The Chernoff bound gives an upper bound for the probability that a realisation of S deviates much
from its expected value:

Theorem 5 For any δ > 0,

Pr[S > (1 + δ)µ] ≤
(

eδ

(1 + δ)1+δ

)µ
.

The proof of this theorem will be given next lecture. For now we will just consider the following
corollary:

Corollary 6 If δ ≤ 2e− 1 then Pr [S > (1 + δ)µ] ≤ e
−δ2µ

4 .

Proof: From the Chernoff bound we know that

Pr[S > (1 + δ)µ] ≤
(

eδ

(1 + δ)1+δ

)µ
,

so to prove this corollary we must show(
eδ

(1 + δ)1+δ

)µ
≤ e

−δ2µ
4 .
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We can rewrite this as

eµ(δ − (1 + δ) ln(1 + δ)) ≤ e
−δ2µ

4 .

Then taking logarithms on both sides, we see that this is equivalent to

δ − (1 + δ) ln(1 + δ) ≤ −δ
2

4
.

To prove this inequality, define f(x) := (1 + x) ln(1 + x) − (x + x2

4 ) and show that f(x) ≥ 0 for
0 ≤ x < 2e− 1. This can be done using some simple calculus. 2

An alternative to this proof can be found in [3].

Balls and bins

An application of the Chernoff bound can be found in the following problem: given n balls and n
bins, we throw the balls randomly in the bins. Then as ball i lands in bin j with probability 1

n , we
have E[load in bin j] =

∑
i = 1n 1

n = 1. Now what can we say about the maximum load in a bin?
Define the random variables X1, . . . , Xn as follows:

Xi =

{
1 if ball i lands in bin j,
0 else.

Let S =
∑n

i=1Xi then µ = E[S] = 1 and we can apply theorem (5) using (1 + δ) = k:

Pr[S > k] ≤
(
ek−1

kk

)1

≤ ek

kk
=
( e
k

)k
.

From this it follows that k = 2 lnn
ln lnn is an upper bound for the maximum load in bin j, since

Pr

[
S >

2 lnn

ln lnn

]
≤ e

2 lnn
ln lnn(

2 lnn
ln lnn

) 2 lnn
ln lnn

� 1

n2
.

Now by applying the union bound, we find an upper bound for the maximum load over all bins:

Pr [max load > k] ≤
n∑
j=1

Pr [S > k]� n

n2
=

1

n
.

This tells us that the probability to have more than 2 lnn
ln lnn balls in some bin is very small.
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